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Abstract

Modern deep learning approaches allow for the automatic creation of highly realistic
face-swapped videos. In these videos, recordings of two people are combined in a way
that the face of a source person is applied to the video of a target person. This way,
the resulting video obtains the facial identity of the source while keeping the body
appearance, movements, and facial expressions of the target person. Thanks to their
high degree of realism and automation of the generation process, face swaps are a valuable
tool for creative and communicative scenarios. However, they could also be abused
for criminal activities as they allow the impersonation of others and the generation of
manipulated video content.

While many works focus on improving algorithms for the creation and detection
of face swaps, there is only limited research on the perception of these modern video
manipulations. As humans are very sensitive to changes and imbalances in facial
representations, in my thesis I set out to investigate the perception of face swaps.
Thereby, I focus on two areas: The perceived authenticity and the communicative
abilities of face swaps. To assess the quality and detectable cues in face swap videos,
I examine whether humans can detect face swaps and which artifacts and facial areas
are most important to detect manipulations using self-reports and eye tracking data.
Furthermore, I discuss the perception of the conveyed emotions and personalities of face
swaps to evaluate their usefulness as digital avatars in communicative scenarios. In order
to perform reliable experiments and evaluations, I additionally introduce a novel dataset
of face swaps designed for perceptual experiments as well as an eye tracking framework
which enables the automatic generation of areas of interest in portrait videos.

The results of the experiments performed in this thesis indicate that modern face
swaps are generally convincing and often mistaken for genuine videos. While participants
were able to report visible artifacts, they are usually attributed to video quality and did
not suspect face swapping. The eye tracking data, on the other hand, revealed significant
differences in viewing behavior between genuine and manipulated videos. This may
indicate that some differences are perceived, but only subconsciously. Furthermore, my
experiments show that face swaps are able to convey emotions and personality which
makes them useful in communicative scenarios such as digital avatars.
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Kurzfassung

Moderne Deep-Learning-Techniken ermöglichen die automatische Erstellung von
realistischen Face-Swap-Videos. Dabei werden Aufnahmen von zwei Personen so kom-
biniert, dass das Gesicht einer Ausgangsperson auf eine Zielperson übertragen wird.
Das resultierende Video erhält so die Gesichtsidentität der Ausgangsperson, während
das Aussehen des Körpers, die Bewegungen und die Mimik der Zielperson erhalten
bleiben. So sind Face-Swaps ein wertvolles Instrument für kreative und kommunikative
Szenarien, können jedoch auch für kriminelle Aktivitäten wie Identitätsdiebstahl oder
Videomanipulation missbraucht werden.

Während sich viele Arbeiten auf die verbesserte Erstellung und Erkennung von
Face-Swaps konzentrieren, gibt es nur wenige Erkenntnisse über ihre Wahrnehmung. Da
Menschen empfindlich auf Veränderungen und Unausgewogenheiten in der Darstellung
von Gesichtern reagieren, untersuche ich in meiner Dissertation die Wahrnehmung von
Face-Swaps. Dabei konzentriere ich mich auf zwei Bereiche: Die wahrgenommene Authen-
tizität und die kommunikativen Fähigkeiten. Um die Qualität und sichtbare Hinweise
auf Face-Swap-Videos zu analysieren, untersuche ich basierend auf Self-Reports und
Eye-Tracking-Daten, ob Menschen Face-Swaps erkennen können und welche Artefakte
und Gesichtsbereiche dafür am wichtigsten sind. Darüber hinaus diskutiere ich die
Wahrnehmung der vermittelten Emotionen und Persönlichkeiten von Face-Swaps und
bewerte ihre Nutzbarkeit als digitale Avatare. Um verlässliche Experimente und Auswer-
tungen zu ermöglichen, stelle ich einen neuartigen Datensatz von Face-Swap-Videos für
Wahrnehmungsexperimente sowie ein Eye-Tracking-Framework vor, das die automatische
Generierung von Areas-of-Interest in Porträtvideos ermöglicht.

Die Ergebnisse dieser Arbeit zeigen, dass moderne Face-Swaps oftmals überzeugend
sind und mit echten Videos verwechselt werden. Teilnehmer konnten zwar sichtbare
Artefakte nennen, doch wurden diese meist der Videoqualität zugeschrieben und führ-
ten nicht zur Vermutung von Face-Swaps. Die Eye-Tracking-Daten zeigten hingegen
signifikante Unterschiede im Sehverhalten zwischen echten und manipulierten Videos,
was darauf hindeuten könnte, dass Artefakte nur unterbewusst wahrgenommen werden.
Schließlich zeigen meine Experimente, dass Face-Swaps Emotionen und Persönlichkeit
vermitteln und somit nützlich zur Erstellung digitaler Avatare sein können.
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1 Introduction

Deep learning has evolved the way we perform image processing and generation.
After the initial training process, recent systems can generate synthetic or modified video
content with a high degree of automation and realism. Thanks to these developments,
video modifications that previously required specialized hardware and expert knowledge
can now be performed by novice users. Moreover, the results are of high visual quality
and can be easily confused with genuine recordings. One technique that greatly benefits
from the new opportunities of deep learning and has gathered much attention from
academia, industry, and end-users alike is face swapping.

In short, face swapping techniques use recordings of two different people as input and
apply the face of one person (A) to the other person (B). While the facial appearance
is changed, the expressions, body movements, and body appearance of the original
video (B) are preserved as visualized in Fig. 1.1. Face swaps can be used in creative
scenarios like the movie industry, e.g., to exchange the face of a stunt double with the
original actor [Swartz and Walker 2022], or as a fun tool to customize one’s look in
social media applications [Inc. 2019]. Furthermore, the technique offers new possibilities
for the creation of avatars as they can be directly generated from video data, which
can be useful in digital environments produced from real world data or anonymous
video communication. Unfortunately, face swapping also became a target for abuse
as it enables the impersonation of other people making it possible to portray them in
compromising situations, or to use their likeliness as a means to influence and manipulate
others [Dobber et al. 2020, McGlynn et al. 2021].

In this thesis, I investigate the perception of face swaps in consideration of their
authenticity and communicative abilities. To help prevent the abuse of the technique,
I assess whether humans can detect face swaps and which artifacts and facial areas
are most important to detect manipulations using self-reports and eye tracking data.
Moreover, I examine the perception of the conveyed emotions and personalities of face
swaps to evaluate their usability as digital avatars in communicative scenarios.
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Figure 1.1: Face swapping can be used to combine two genuine recordings of person A and
person B to create face swaps AB and BA. One person contributes the facial appearance
while the body appearance, facial expressions, and movements are those of the other person.

1.1 Deepfakes and Face Swapping

In recent years, techniques under the umbrella term deepfake have gathered broad
attention as highly realistic modifications of celebrities and politicians have been shared
on online video platforms and discussed in the media [Biswas 2018, Mack 2018, Foley
2022]. The term deepfake includes face swapping but can also refer to a great variety of
other facial modification techniques, including digital face altering and reenactment, the
generation of synthetic images, or the creation of audio clips using either synthetic or
mimicked voices [Paris and Donovan 2019]. There are big online communities dedicated
to the creation and distribution of deepfakes, which also share source code on publicly
available channels to easily allow others to create their own videos [DeepFaceLab,
DeepFakes]. Between the deepfake techniques, facial reenactment and face swapping
have quickly become popular and were used to create many videos with humorous intend,
e.g., by using reenactment to make people sing a popular video game song (see Fig. 1.2).
In the same vein, face swapping has been used to substitute the faces of actors in movies,
e.g., by turning everyone into actor Nicholas Cage [Biswas 2018], or to imagine deceased
actors in roles they never got to play, e.g., by applying the face of Burt Reynolds to the

4
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Figure 1.2: One popular meme using facial reenactment applied the movements of a
person singing the video game song ’Baka mitai’ (foreground) to videos of other people,
animals, or virtual characters (background) [your meme 2020, Ca5pR 2020].

movie character James Bond as shown in Fig. 1.3. Thus, while face swaps have already
been shown as useful in entertainment, their perception as avatars in human-to-human
or human-machine communication has not yet been assessed.

Unfortunately, the ease of use and availability of tools has also made deepfake
techniques a target for abuse. Specialists fear that they could be used for a great variety
of crimes including financial fraud and impersonations [Caldwell et al. 2020], or to
deliberately lower the trust in politicians and the political system [Dobber et al. 2020].
While reenactment only enables changes of facial expressions, face swapping uses a
video of a different person and applies the facial appearance of a target which makes it
even more powerful for abusive scenarios. For example, creating pornographic content
using faces of celebrities quickly became popular on the online platform Reddit where
users shared their creations and tips on how to improve the results [Hern 2018a]. While
Reddit reacted to this by banning videos containing involuntary pornography including
manipulated videos, the communities seemingly only moved to other platforms [Hern
2018b, Hathaway 2018]. By now, face swapping is not only used for the sexual gratification
of the creators but also to create damaging content as a means of revenge to harm
victims psychologically and financially [McGlynn et al. 2021, Flynn et al. 2021]. In order
to avoid the abuse of deepfake technology, automatic manipulation detection systems
have been proposed [Verdoliva 2020].
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Figure 1.3: Face swaps of celebrities have been created as a means of entertainment.
Using a clip of Sean Connery from the movie Dr. No (left), users imagined Burt Reynolds
in this role by applying his face to the scene (right) [Shamook 2020].

The most common technique for the creation of deepfakes uses generative adversarial
networks (GANs) [Goodfellow et al. 2014]. GANs use two networks: One that generates
outputs for the task, and one that distinguishes between synthetic and natural data.
During training, both networks compete with each other and, as a result, become better
at producing and detecting synthetic data. For face swapping, the generator creates
the desired facial appearance with the target expression, while the detector aims to
recognize the forgeries [Yadav and Salmani 2019]. Therefore, the generative quality of
face swaps can be further improved with better detection systems which leads to an arms
race between generation and detection. In the meanwhile, the apparent authenticity
of face swaps has not been explored, however, humans are experts at facial processing
and therefore might be able to notice manipulation cues not yet easily identifiable by
machines.

1.2 Problem Statement and Motivation

Deep learning is an efficient tool that has enabled tremendous progress in many fields
including autonomous driving, medicine, or video production. However, even though sys-
tems and machines constantly evolve, the discrepancy between deep learning techniques
and human perception remains [Kaluarachchi et al. 2021]. As new, automatic methods
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arise, humans are often removed from the feedback loop and cannot intervene to prevent
faulty outputs to be passed on to the user. While deep learning systems already perform
equal to, over even better than, humans on tasks like image classification [Peterson
et al. 2019], generative approaches including the creation of images from prompts or
synthetic speech from text can still contain errors or unnatural aspects recognizable by
humans [Müller et al. 2022, Anderson 2022]. Therefore, it is necessary to understand
human perception in order to avoid faulty or unpleasant outputs and create automatic
techniques with the human end-users in mind.

Gaining an understanding on the human perception of outputs from deep learning
techniques is especially important in the case of face swapping as humans excel at
facial processing, detection, and communication [Russell 1979, Todorov et al. 2015].
This makes it more difficult to generate realistic synthetic portrait videos as even small
imbalances in facial composition or movement anomalies could have severe effects on
the impression of the observer [McDonnell et al. 2012, MacDorman et al. 2009]. On the
one hand, this means we need to understand how humans perceive face swaps and their
communicative abilities to establish possible use cases and improvements. On the other
hand, this suggests that humans might be able to recognize face swaps based on small
inconsistencies or behavioral cues that are more difficult to detect by computational
methods.

1.3 Challenges

The goal of this thesis is to assess the perceived authenticity and communicative abilities
of face swaps. At the start of this thesis, there were only very limited perceptual studies
on deepfakes, mostly focusing on assessing the quality of datasets to train deepfake
detection networks [Rössler et al. 2018, Kim et al. 2018]. While the stimuli in existing
datasets were rated as realistic by the participants in these studies, the videos were
gathered from many different sources, sometimes containing recordings of well-known
celebrities and generally displaying inconsistent recording environments and quality
levels in order to increase the trained detection system’s robustness.

In contrast, perceptual experiments demand controllable and uniform stimuli to avoid
the introduction of unintended side effects. Therefore, it was first necessary to create
a specialized face swapping dataset in order to obtain stimuli suitable for perceptual
experiments. This required video sequences of high quality, recorded in distraction-free,
consistent environments, generated from consenting people not known to participants of
the experiments.
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In order to get a wide overview of the perceived authenticity of face swaps, several
experiments focusing on different research questions needed to be conducted. Considering
the perceived authenticity of face swaps, self-reports can give insights into their overall
realism and noticeable artifacts. However, the answers may contain subjective bias based
on the questions and presented answer possibilities [Cunningham and Wallraven 2011].
Therefore, it is beneficial to also include less explicit measures which allow investigating
subconscious responses. For this goal, eye tracking makes it possible to examine whether
artifacts are looked at and appear obtrusive to the viewer without explicitly informing
participants about the video modifications. However, analyzing eye tracking data on
face-swapped videos led to novel challenges as artifacts would appear in arbitrary facial
areas, rendering standardized evaluation approaches that only assess fixations on the
eyes, nose, and mouth unsuitable. To assess fixations on artifacts appearing in other
facial areas, the design and implementation of a flexible and automatic method for the
grouping of fixations in eye tracking data became necessary.

Finally, the perception of communicative abilities like conveyed emotions and per-
sonality has been previously studied in psychology and human-computer interaction.
It has been found that many different factors can influence the ratings of participants,
including their age, gender, or cultural background [Abbruzzese et al. 2019, Lambrecht
et al. 2014, Elfenbein and Ambady 2002]. Furthermore, assessments of virtual avatars
have found that even slight changes of the facial animation can impact the affinity
of participants [McDonnell et al. 2012]. Even though face swaps generally keep the
movements of the target actor, they may not have exactly matching facial expressions,
as shown in Fig. 1.4. Additionally, they can contain artifacts which could impact their
communicative abilities and influence whether viewers find them appealing. Therefore,
it was important to assess the communicative abilities of face swaps using insights from
previous studies on human-to-human and human-avatar interaction to include validated
questionnaires and evaluation techniques in the experiments.

1.4 Overview

This thesis starts out by providing information on the main fields explored in consideration
of face swapping: Human perception of faces, video authenticity, and digital avatars in
communicative scenarios, see Chapter 2. Afterwards, Chapter 3 presents previous work
in the field of face swapping, i.e., their generation and detection, assessment methods
for human perception of emotions and personality, as well as eye tracking.

The main part of this cumulative dissertation consists of four previously published,
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Figure 1.4: The same frame from the video of the original actor (left) and three face swaps
using different faces. While the movements of the original portrait video are preserved in
the swaps, they may not exactly resemble the facial expression of the original actor.

peer-reviewed manuscripts which assess the perceived authenticity and communicative
abilities of face swaps. In order to understand their authenticity, experiments explore how
participants perceive the manipulation quality and whether state-of-the-art techniques
introduce artifacts that can help viewers detect the forgeries. Furthermore, eye tracking
and self-reports are used to examine which facial areas are impacted by artifacts. This
can yield a deeper understanding on the obtrusiveness of artifacts which could be used
to improve detection tools and understand unconscious responses to manipulated videos.
To investigate communicative abilities, the recognition of emotions, as well as their
perceived intensity and sincerity, are compared between the genuine videos and face
swaps. Moreover, the personality and appeal of face swaps are examined as these are
important factors for digital avatars. An overview of the experiments discussed in this
thesis can be found in Tab. 1.1.

The outcomes of the conducted research are described in the respective papers:

– Paper A introduces the face swap dataset created for the subsequent experiments.
The paper discusses the recording process and the creation of the face-swapped
videos. Furthermore, it contains a first experiment which validates the dataset
and assesses the quality of the stimuli. In the experiment, participants were
informed about face swapping and asked to decide whether videos were manipulated.
Participants also selected visible artifacts as well as the facial areas most useful
for their decision.
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Perceived Authenticity

Experiment Data Task Stimuli Informed Type #P Paper

Detectability SR FC, NFC PEFS (LQ/HQ) Yes BP 44 A

& Artifacts

Detectability SR FC PEFS (HQ), Yes BP 40 B

& Length FaceForensics

Fixations on ET Free viewing PEFS (LQ) No BP 20 C

Facial Areas

Viewing ET, SR Free viewing, PEFS (LQ/HQ) No BP 40 B

Behavior Free answer

Communicative Abilities

Experiment Data Task Stimuli Informed Type #P Paper

Emotions SR FC, Likert PEFS (HQ) Yes WP 21 B

Personality SR Likert PEFS (HQ) Yes WP 23 D

& Appeal

Table 1.1: Overview of the experiments discussed in this thesis. There are four experiments
focusing on the perceived authenticity and two on the communicative abilities of face swaps.
We gather data using self-reports (SR) and eye tracking (ET). The tasks span forced
(FC) and non-forced (NFC) choice, ranking along Likert scales (Likert), and free answers/
free viewing. The stimuli were taken from the dataset PEFS (discussed in Paper A) and
FaceForensics [Rössler et al. 2019]. The PEFS dataset stimuli were used in either high
(HQ) or low (LQ) quality. In some experiments we informed participants beforehand about
face swap videos. Moreover, in the authenticity experiments, we always used a between-
participant design (BP), as to not show face swaps and the corresponding genuine videos to
the same participant. In contrast, we inform the participants about the face swaps in the
experiments on the communicative abilities and use a within-participant design (WP). The
number of participants (#P) ranged from 20 to 44.

– Paper B contains three experiments on the perception of face swaps. Two of the
experiments focus mainly on the authenticity of the videos: one uses self-reports
and analyzes the perceived realism of face swaps dependent on video length; the
second one uses eye tracking to examine differences in viewing behavior between
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genuine videos and the manipulations. The third experiment investigates the
communicative abilities by asking the participants to recognize the conveyed
emotions and to rate their intensity and sincerity allowing us to compare the
answers between genuine videos and face swaps.

– Paper C introduces a framework for the automatic generation of user-defined
areas of interest (AOIs) in portrait videos, including several options for their
visualization and evaluation. It contains an experiment using face swaps to
validate the framework and stresses the importance of customized AOIs when
analyzing artifact occurrences in modified portrait videos. Furthermore, the paper
assesses more differences in viewing behavior between face swaps and genuine
videos.

– Paper D continues the investigation of the communicative abilities of face swaps.
It contains an experiment discussing their perceived personality as well as their
appeal and eeriness. Moreover, it includes a comparison of the results between
two groups of participants with and without previous knowledge of the original
actors, to explore familiarity effects.

Finally, Chapter 4 concludes this thesis with a summary of the main contributions
and looks into promising directions for future research.
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2 Background

The rapid improvements in face swapping lead to the questions on whether humans
can detect the video manipulations and whether face swaps show natural behavior and
thus can be used as communicative avatars. In order to investigate these questions,
necessary background information on the fields of human perception, video authenticity,
and digital avatars is provided in this chapter. First, a review of facial perception explains
why we excel in facial processing and how we perceive emotions and personality to stress
why it is important to consider the perception of face swaps. Furthermore, eye tracking
as a tool to investigate facial processing is introduced. Afterwards, a section on video
authenticity looks into the development of image and video forensics and discusses the
importance of manipulation detection. Finally, an overview of digital avatars highlights
different application scenarios and challenges in their creation as highly realistic avatars
have similar properties to the synthetic humans generated by face swapping.

2.1 Human Perception of Faces and Visual Communication

As humans, we are highly specialized in communication and rely not only on speech but
also strongly on the visual channel. For this, faces are especially important as they allow
us to form opinions about the interlocutor and extract affective meaning from nonverbal
cues [Mehrabian and Friar 1969]. Furthermore, they allow us to estimate the intentions
of others and are one of the major cues to identify people [Bruce and Young 1986]. For
this, it is necessary to be able to not only recognize faces but also to process them in
detail. Thereby, we perceive and process not only the facial features of others but also
the general face composition [Maderthaner 2021]. Furthermore, we are able to assess
emotions by recognizing and interpreting even minute facial movements, making faces
on of the most important aspects for social attribution [Todorov et al. 2015].

2.1.1 Facial Processing and Recognition

Our high specialization for facial processing is shown by the way our brain analyses and
interprets faces. The development of facial perception starts very early in infants as shown
by the fact that they imitate facial expressions and look more at faces than other objects
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from a young age [Fantz 1961, Morton and Johnson 1991]. Further factors indicating
the special status of face perception can be tracked back to the disease prosopagnosia
which decreases the ability to recognize familiar people while not impacting other types
of object recognition [McNeil and Warrington 2013], as well as findings of studies on
neuronal activation in monkeys [Perrett et al. 1990].

While viewing faces, several regions in the human brain are activated. It was discussed
that different regions are responsible for the perception of the general face structure
during the identification of individuals and the assessment of emotions during facial
movements in social situations [Bruce and Young 1986, Haxby et al. 2002]. Especially
the bilateral region in the lateral fusiform gyrus has been found to be activated when
participants view and identify facial images in comparison to general objects [Kanwisher
et al. 1997]. However, it is still unclear whether this region is actually specialized for
face perception [McCarthy et al. 1997] or just generally used to identify objects the
viewer has a certain expertise in [Gauthier et al. 2000]. Still, these observations highlight
our specialized capacities in recognizing human faces. Due to the complexity of facial
processing, many neuronal responses in the different brain regions involved in this task
remain an active area of research [Rossion 2022, Liu et al. 2021].

2.1.2 Human Communication

Humans cannot only process faces efficiently but we also excel at recognizing and inter-
preting facial expressions [Webster and MacLeod 2011, Russell 1979]. Non-verbal cues
have an important role in social situations and during interactions with others [Mehrabian
and Friar 1969, Todorov et al. 2015]. Our expressions allow us to convey information
and additional meaning is extracted from contextual cues, the general situation, body
language, gestures, and cultural factors [Ellsworth and Ludwig 1972, Barrett et al. 2011].
Thereby, even without verbal utterances, we always communicate with others through
our movements and expressions, and we cannot suppress this semiotic channel.

One important element of communication is the recognition of emotions which
enables us to infer the mental state of others. When we interact with others, their facial
expressions can tell us what they think and feel even without explicit verbal feedback,
making face-to-face communication especially powerful. Previous work showed that if a
mismatch exists between the spoken words and the facial expression of the interlocutor,
people tend to prioritize the visual information [Carrera-Levillain and Fernandez-Dols
1994, Archer and Akert 1977]. Especially the emotions happiness, sadness, surprise,
anger, fear, and disgust were often discussed and found to be easily recognizable and
important for communication [Ekman et al. 1969], see Fig. 2.1. Due to the significance
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Figure 2.1: Emotions and facial expressions are an important factor in human communi-
cation. Some emotions like happiness, sadness, surprise, anger, fear, and disgust were often
found to be universally recognizable.

of these basic emotions, some researchers suggested the existence of universal primary
emotions as the building block of more complex emotions [Ekman 1992, Plutchik 1991]
while other researchers reject this idea [Ortony and Turner 1990].

Another approach to emotion research does not interpret emotions as isolated
and spontaneous occurrences but instead looks at the constant shift of the emotional
state [Mauss and Robinson 2009]. Here, it was proposed to describe emotions as
continuous values in two or more dimensions [Russell 1980, Sokolov and Boucsein 2000].
In these two-dimensional models, the emotions are categorized based on their valance
(i.e., positive or negative feelings) and arousal (i.e., high or low intensity). Based on this
model, it is possible to describe emotions more gradually, which is not only valuable for
psychology research but also for the fields of computational emotion detection and facial
animations [Castillo 2020].

The display of one’s emotions is important so others can understand their feelings
and intentions. However, not all facial expressions reflect directly the inner mental
state of a person. Next to facial expressions evoked by emotions, there are also many
expressions that are displayed intentionally as a means of communication [Kappas 2003].
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While listening to someone else, we may deliberately choose to nod encouragingly to
indicate that we are listening, or we put up a questioning expression to show that
we can not follow. These types of expressions are referred to as back channels or
conversational expressions which are important to control the flow of information during
conversations [Yngve 1970, Cunningham et al. 2003].

During communication, emotional facial expressions are only a small part of the
whole interaction. They are often only shown for a short amount of time and are a
response to a specific situation or stimulus. If emotions persist over a longer period of
time, they are generally referred to as mood [Maderthaner 2021, Castillo 2020]. While
looking at a funny cat picture might make us smile and happy for a moment, this state is
normally only of short duration. In contrast, positive news with impact on our life, e.g.,
passing an important exam, might make us happy for a longer period of time, leading
to a good mood. Next to emotions and one’s mood, another important and even more
persistent factor is one’s personality. The term personality describes how we interact
with our surroundings and reflects our overall behavior, ambitions, and values [Eysenck
2018]. Thereby, someone with a positive personality may be in a good mood more often
and not as easily emotionally influenced by bad news or negative outcomes. People are
generally very quick at judging the personality of others using cues like their appearance
and movement [Naumann et al. 2009, Gill et al. 2014]. Furthermore, humans even
attribute personalities to machines and base their interaction behavior on the perceived
personality of objects [Reeves and Nass 1996].

While many different personality factors have been described [Eysenck 2018, Cattell
1966], the five traits of openness, conscientiousness, extroversion, agreeableness, and
neuroticism are most commonly used to characterize personalities [Ruhland et al. 2015,
Soto and Jackson 2013, McCrae and John 1992, Digman 1990]. Each factor has a positive
and negative scale, meaning someone with high openness could be described as someone
who is open to new experiences, while someone with low openness could be describes
as conventional. Possible descriptor for the other scales include disciplined vs. careless
for conscientiousness, extroverted vs. introverted for extroversion, warm vs. critical for
agreeableness, and emotionally stable vs. anxious for neuroticism [Gosling et al. 2003].
These dimensions are often called the big five personality factors, the five factor model,
or by their acronym OCEAN.

2.1.3 Eye Tracking as a Measurement Technique for Facial Processing

Eye tracking describes a technique which estimates the gaze and viewing behavior of
people by observing their eye movements. In the past, different techniques have been
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proposed to estimate eye motion [Yarbus 1967, Delabarre 1898]. Nowadays video-based
eye tracking has become the standard procedure [Carter and Luke 2020]. Video-based
eye trackers use infrared light to bring forth a corneal reflection and measure its position
relative to the pupil. By displaying simple stimuli like crosses at pre-defined positions on
a screen and instructing the participant to look at them, the system can be calibrated so
that afterwards the direction of eye gaze can be computed based on the positions of the
pupil and corneal reflection. This way, video-based eye tracking can provide accurate
gaze estimates using table-top or head-mounted eye trackers.

Eye tracking has long been an outstanding tool to assess the attention of humans as
eye movements have been linked to neurological and physiological processes [Bell 1823].
The anatomy of our eye only allows us to see sharp and detailed in the center of our
vision making it necessary to move our eyes to explore the environment [Wade et al.
2005]. Therefore, eye movements and viewing behavior can give insights into which areas
of a stimulus were mostly observed by participants and how their attention wandered
between regions. The moment when we stop moving to focus our visual attention
on a target is called a fixation and the movement between fixations is referred to as
saccades [Rayner 2009]. During the analysis of eye tracking data, fixations and saccades
are often used to discuss the attention and focus of participants, e.g., by calculating the
average fixation duration or the frequency of saccades.

In the context of human communication, eye tracking can be used to investigate
facial recognition, processing, and our visual attention during interactions with others.
Humans mainly look at the eyes, mouth, and nose of others which makes these the
most important facial areas in social interactions [Mertens et al. 1993, Janik et al. 1978].
Experiments showed that the gazing behavior of participants is dependent on many
different factors. For example, in still images more fixations occur on the eyes than on
the other facial areas [Birmingham and Kingstone 2009] while in videos that contain
talking actors most fixations lie on the mouth [Lansing and McConkie 2003, Võ et al.
2012]. Similarly, gaze can be attracted by motions of the actor [Mital et al. 2011] and is
influenced by the availability of audio [Võ et al. 2012]. Therefore, gaze varies depending
on the actions of the actors, e.g., between situation in which the interlocutor is talking
or silently keeping the observer’s gaze [Scott et al. 2019]. Furthermore, it was found that
the emotion displayed in a stimulus determines how we analyze faces and on which facial
regions we focus [Eisenbarth and Alpers 2011, Calvo and Nummenmaa 2009, L. J. Wells
and Rotshtein 2016]. The gazing behavior on human faces is not only influenced by
the presented stimuli itself but also by demographic factors, including the familiarity to
the interlocutor [Althoff and Cohen 1999, Van Belle et al. 2010] as well as the cultural
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background [Chua et al. 2005, Nisbett 2003] and the gender of participants [Murray
et al. 2012, Shaqiri et al. 2018, Man and Hills 2016]. Finally, as gaze is not completely
implicit but also deliberately adjusted, the task given to participants influences their
viewing behavior [Boutet et al. 2017, Pereira et al. 2020, Buchan et al. 2007, Lansing
and McConkie 2003].

2.2 Image and Video Authenticity

Even long before the invention of photography, painters explored ways to express their
feelings and sense of self in self-portraits, highlighting the difference between their artistic
goals and objective representations [Freeland 2007]. Similarly, we may not always want
to capture our real-world appearance in videos and images but instead communicate our
personal experiences or artistic vision. Therefore, pictures that we take for identification
purposes like passports usually differ greatly in pose, lighting, and composition from
images we take for personal use or to share with others. The rise of image editing
software enables people to drastically change their appearance to match their own
identity, desired looks, or the preference of their target group. While this offers greater
freedom in self-expression and has been a positive factor for the advertisement and media
industry, it can also negatively impact the observer, e.g., when they are confronted
with unrealistic body standards. It was found that presenting images of only very thin
models [Groesz et al. 2002] or altered images [Tiggemann and Anderberg 2020, Kleemans
et al. 2018] can negatively impact the body satisfaction of viewers and is even correlated
to eating disorders [Stice and Shaw 2002]. Even though many people know about the
possibilities of image manipulations, they may not necessarily suspect them [Kasra et al.
2018]. In an attempt to reduce the negative impacts, countries including the UK [Noble
and news agency 2022], France [Daldorph 2017], and Norway [Polus 2021] have proposed
legislative actions to enforce the labeling of modified image content in advertisement
or social media posts with commercial intent. However, depending on the quality of
the alteration and skill level of the editor, it can be hard to detect manual changes in
images. So specialized tools to detect edited image content would be necessary to fully
enforce these laws.

Traditionally, the editing of videos was manual-labor intensive and required consider-
able hardware. Therefore, viewers were less likely to be confronted with highly realistic
video manipulations outside the movie industry. This makes them more trusting of
video content - especially in the cases of news reports or video evidence in crime cases.
Nowadays, however, even novice users can create altered video content with the help
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Figure 2.2: Videos can be easily edited on social media platforms. After choosing the
desired filter, it can directly be applied to the video stream. The left image shows an unedited
photo, the rest are different types of manipulations created using Snapchat filters [Inc.
2022].

of deep learning approaches. For example, apps and social media platforms offer their
users not only fun tools to personalize and decorate their videos, but even high-quality
beautification filters that can create a smoother skin appearance, apply desired make-up
effects, or even fully alter the physical appearance (see Fig. 2.2). Furthermore, impactful
manipulations like face swapping and facial reenactment became possible on social media
platforms [Inc. 2019] and dedicated communities worked together on public coding repos-
itories to enable the creation of high-quality face swaps or general videos [DeepFaceLab,
DeepFake-tf 2019]. Compared to images, the manipulation of videos can have more
drastic consequences as they allow more context. This way, manipulations can erode the
trust of people in video data which can have severe impacts in politics [Zimmermann
and Kohring 2020, Vaccari and Chadwick 2020], criminology [Caldwell et al. 2020], and
consequentially society at large. To counteract this, the detection and understanding of
manipulations is necessary.

2.2.1 Image and Video Forensics

As humans, we rely strongly on the visual channel to process information and form
opinions about our surroundings. Even though image and video manipulation has been
around for a long time and their existence is well known to the public, people are still
inclined to believe visual content [Kasra et al. 2018]. In order to protect people from
misinformation and increase the trust in visual media, techniques in the field of image
and video forensics focus on the detection of modified content.

In the past, many approaches have been proposed to detect forged images based
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on artifacts or scene knowledge [Piva 2013, Sencar and Memon 2009]. In between
those, general image statistics like intrinsic footprints [Swaminathan et al. 2008], lens
distortions [Johnson and Farid 2006, Mayer and Stamm 2018], the distribution and
quality of noise [Liu et al. 2010, Chen et al. 2008], or JPEG compression artifacts [Lin
et al. 2009, Iakovidou et al. 2018] were used to debunk falsified content.

As deep learning gained popularity due to astonishing results in various fields, its
application to image and video forensics began [Castillo Camacho and Wang 2021].
New methods were introduced that could detect differences in image statistics between
genuine and modified image portions and be used as multi-purpose detectors offering
higher flexibility than classical approaches [Bunk et al. 2017, Cozzolino and Verdoliva
2018]. Similarly, capsule networks demonstrated their ability to detect manipulations
of different types and from different sources [Nguyen et al. 2019] while specialized
systems increased the performance for specific tasks including the differentiation between
natural images and computer graphics [De Rezende et al. 2017, Zhang et al. 2020], the
debunking of deepfakes including face swaps [Verdoliva 2020], or the detection of image
warping performed on human faces in Adobe Photoshop [Wang et al. 2019a]. It was also
discussed whether synthetic images are detectable as specific artifacts are introduced
by the deep learning pipeline [Wang et al. 2020]. As the fear of deliberate publications
of misinformation and their negative impact on society increased [Zimmermann and
Kohring 2020], the detection of altered images in news articles was proposed by searching
for the original images online and thereby identifying the alterations [Elkasrawi et al.
2016]. In the same line, a specialized method to detect images generated synthetically
by GANs and shared on social networks was proposed [Marra et al. 2018].

2.2.2 Perception of Video and Image Authenticity

In consideration of the perceived authenticity of images and videos, it is not only
important to understand how people react to manipulated content, but also whether
they can distinguish between genuine and forged media. For photos of real-world
scenes, the ability of participants to detect image distortions [Bex 2010] and contrast
manipulation [Bex et al. 2009] is rather limited and strongly dependent on image
content. Similarly, unrealistic lighting can only be detected in obvious scenarios, with
the accuracy of participants dropping significantly in scenes exhibiting more complex
lighting or several light sources in computer-generated images [Farid and Bravo 2010]
or natural scenes [Nightingale et al. 2019]. Looking at different types of manipulations,
it was confirmed that manipulations are difficult to detect - even when they were
physically implausible [Nightingale et al. 2017] - and that older participants have even
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more difficulties at recognizing forged images [Nightingale et al. 2022]. Additionally,
people perform poorly at detecting manipulated online images, and the authenticity
of images was often not questioned even when primed on manipulation detection in
discussions prior to the experiment [Kasra et al. 2018].

Next to self-reports, eye tracking was employed to measure physiological responses
and to understand how humans view modified media. Thereby, it was found that images
were more often correctly reported as manipulations when participants fixated on the
modified image regions [Caldwell et al. 2015]. Another work discussed which kinds
of modifications attract the gaze of viewers and whether participants consciously or
subconsciously noticed the artifacts [Castillo et al. 2011].

In the field of facial modification techniques, human perception is of special interest
as we are highly skilled at facial processing [Russell 1979, Todorov et al. 2015]. Therefore,
our ability to recognize alterations in facial images and videos may be better than
for general images. This may provide interesting insights for the design of automatic
detection systems. A study assessing the influence of edited selfies on the body image of
adolescent girls found that participants could detect the use of filters and effects but had
problems recognizing the reshaping of body parts [Kleemans et al. 2018]. Even though
the manipulated images negatively impacted the body image of teenagers, the edited
pictures were generally rated more positively, highlighting the necessity of ethical and
legal discussions on this subject. Other works investigated face morphs, which are images
combining two or more faces into one face that displays characteristics of them all. Face
morphs can easily be confused with either of the original people, making them a target for
identity fraud. For example, an identification document with a face-morphed photograph
could potentially be used by several individuals. To increase the understanding of face
morphs, it was assessed whether participants could notice the manipulated images and
found that even when informing them about face morphs their accuracy at detecting
them is rather low [Robertson et al. 2017]. The authors afterwards used their results to
design a training regime which educated people about face morphs and common artifacts,
leading to increased recognition of the fraudulent images [Robertson et al. 2018]. Other
experiments looked at synthetically generated facial images from different techniques
and revealed that they are often undetectable by viewers [Shen et al. 2021, Schetinger
et al. 2017].

Overall, previous work indicates that it can be difficult for humans to recognize
manipulations in natural scenes and that they are often not suspicious about online image
and video content. For facial images, participants could identify artifacts in some of the
experiments, and other works indicate that perceptual assessments of manipulations and
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the education of participants based on those results can increase the ability to detect
forgeries.

2.2.3 Perceived Video Authenticity for Face Swaps

Considering the easy and fast creation along with their high quality, face swapping
could be a target for abuse by criminals [Flynn et al. 2021, Caldwell et al. 2020]. While
various video forensic tools have been proposed to detect face swaps [Verdoliva 2020],
the systems could also be directly used to improve their generation quality. Therefore,
another possibility is to assess the perceived authenticity of face swaps and try to find
cues towards their detection from the responses of participants. This might not only be
useful for detection systems, but also to educate people on how to spot modifications
and avoid them to be misled by ill-motivated face swap videos.

Furthermore, understanding the perceived authenticity of face-swapped videos is also
valuable for their application in positive scenarios. For example, artificially generated
faces have been explored as stimuli in social perception research [Sutherland et al. 2017].
Therefore, a throughout assessment on the perceived authenticity of face swaps could
also validate their usage as stimuli in experiments from different fields. Moreover, a
deeper understanding on the perception of face swaps would enable their reliable use as
digital avatars, and will help identifying the application scenarios where they will be
most beneficial.

Parallel to the work on this thesis, it was found that humans focus on different areas
than machines to recognize manipulations of deepfakes [Groh et al. 2021, 2022, Tahir
et al. 2021] and that education and detection training can increase their ability to detect
them [Tahir et al. 2021].

2.3 Digital Avatars

Advances in digital media have changed the way we interact with with each other. With
the spread of the internet and personal mobile devices, we can stay connected with
others and interact anytime via text chats, audio messages, or video calls. Furthermore,
digital avatars have been introduced as a new tool for communication. An avatar is
used as a representation of its user, and while physical objects like game pieces in board
games could be referred to as avatars of the players, the term is mostly used in digital
contexts [Jeremy N. Bailenson and Guadagno 2008]. Here it can be used to talk about
static avatars like profile images on social media platforms or interactive 3D models in
virtual environments like video games or chat rooms.
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Digital avatars were first introduced in early video games. Simple pixel graphics
was used to represent the character controlled by the player [Damer 2008]. Despite
their minimalist appearance, early avatars efficiently represented a single user. In multi-
player games avatars made interactions between players possible. In later games, the
customization of avatars became possible which increased the identification of users
with their characters [Annetta and Holmes 2006]. This is especially important in
online games or virtual chatrooms where players can use their customized avatars to
represent themselves and show their personality. To improve the communication between
users, avatars can often reflect emotions by playing animations when triggered by the
user. Furthermore, modern technologies strive towards the mapping of the users’ facial
movements directly onto their avatars in real-time, e.g., by using cameras [Cao et al.
2016] or face trackers [Vive 2021].

In the field of human-computer interaction, the high sensitivity of humans for face-
to-face communication inspired the use of virtual avatars for intelligent agents, which
are often referred to as embodied agents. By giving the machine a humanoid form,
interactions become more intuitive for the human users [André et al. 1999]. Embodied
agents with the ability to communicate with the user and display emotions can be a
valuable tool in various scenarios like educational applications [Martha and Santoso
2019] or medical scenarios [Philip et al. 2020].

2.3.1 Avatars for Digital Communication

Early communication platforms on the internet relied mainly on texts like chats or
internet message boards. In order to make it easier to identify others on these platforms,
profile images were introduced which allowed users to represent themselves and their
personality [Steele Jr et al. 2009, Stopfer et al. 2014]. As images are not only customizable
for users but also easy to interpret and integrate, profile images are still the most common
user representation on social media platforms. The positive effects of profile images
were assessed in many research projects. It was generally found that images and profile
pictures are important for the enjoyment of social media platforms and a tool for self-
representation [Zhao et al. 2008, Hum et al. 2011]. Furthermore, profile pictures can
enhance the social presence of users, i.e., they make users feel more like interacting with
other people and less like interacting with a computer system [Garrison et al. 1999,
Riegelsberger et al. 2003]. In commercial transactions, this increase of social presence
can also increase the trust towards other users [Bente et al. 2012]. In the same way,
using images of realistic avatars instead of photographs increases the trust of users,
especially in situations were their seller’ ratings induce uncertainty [Bente et al. 2014].
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In contrast, images of cartoon-style avatars increase the trust slightly less than real
photographs. However, they allow anonymity of the user and might therefore still offer
a good alternative depending on the scenario [Teubner et al. 2014].

While profile images can offer numerous positive effects, they do not offer interaction
possibilities, rendering them unsuited as avatars in games and virtual worlds. Therefore,
these applications use interactive characters that show movements and animations.
While classical pixel sprites combine several drawings into animations for the characters,
the movements of 3D models can be defined manually or by using motion capture which
allows to apply the movements of real people to the avatar. Similar to profile pictures,
avatars in games can increase social presence, allowing users to feel connected to the
world, its community, and other users [Annetta and Holmes 2006]. They also make
games more enjoyable as they can give the users a feeling of agency, attachment, or
intimacy towards their avatar [Banks and Bowman 2013]. One important point regarding
avatars is whether the user feels represented by the avatar and can identify with it. It
was found that users may appreciate and enjoy a game more depending on whether they
feel control over their avatar or represented by it [Bowman et al. 2016]. Furthermore,
better identification with the avatar can improve the trust of users [Kim et al. 2012], and
avatars more similar to the user can increase their intrinsic motivation to keep playing
the game [Birk et al. 2016]. Even the overall immersion users feel in virtual worlds
depends on whether the user can identify with their avatar or not [Soutter and Hitchens
2016]. Therefore, the possibility to choose an avatar instead of assigning a fixed avatar
allows higher user satisfaction [Annetta and Holmes 2006].

To further increase the level of identification users feel towards their avatar, many
games and online platforms do not only allow to choose between pre-defined characters
but enable diverse personalization options. Depending on the implementation, users
can choose their gender, ethnicity, hairstyle, body type, clothing, and in case of fantasy
games even non-human representations [Ducheneaut et al. 2009]. How people design
their character and why they choose their designs is influenced by many factors [Sibilla
and Mancini 2018]. In general, avatars are often a representation of the users’ idealized
self based on their personality and appearance [Zimmermann et al. 2022]. It was found
that users’ avatars often follow the current beauty standards and therefore do not reflect
the various body shapes in the real world [Ducheneaut et al. 2009]. One study suggests
that participants may create avatars to compensate for their appearance, as their avatars
aligned more with the beauty standard than their own appearance [Cacioli and Mussap
2014]. Additionally, the participants of this study reported higher self-esteem during
interactions in the virtual world than in the real world. Furthermore, the selection of
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idealized avatars that differ strongly from the user was linked to higher self-discrepancy,
i.e., users show stronger differences between their actual self and ideal self [Loewen
et al. 2021]. As avatars allow users to express not only their appearance but also their
individuality, it was found that the personality of users has an influence on how they
design their avatar [Dunn and Guadagno 2012]. Finally, users may choose different types
of avatars depending on the context of the application. For example, participants would
change the clothing of their avatar depending on the context discussed in an experiment
(meeting friends or strangers) [Triberti et al. 2017].

Instead of providing avatar customization, it is also possible to create individual
avatars for users. To avoid manual creation steps, research focuses on the automatic
generation of realistic, personal 3D avatars from image or video data of the user [Yang
et al. 2020, Zheng et al. 2022]. The rendering of highly realist human faces with novel
views and poses has made considerable progress with the introduction of neural rendering
techniques [Park et al. 2021b,a]. While these avatars do not allow users full control
about their digital representation, they can be valuable in communicative scenarios e.g.,
with other people the user knows from offline interactions, such as work-related meetings
or educational applications in virtual environments.

Next to interactions within virtual worlds, users can nowadays also use avatars or
modify their facial appearance in video-based interactions. Similar to avatars in other
scenarios, this allows users to have more control about their representation, enabling
them to display an idealized version of themselves or a completely different persona.
Systems were introduced that allow users to apply filters or decorations to their video
streams in real-time on platforms like Instagram, Snapchat or Skype. Using these filters,
users are able to apply digital make-up or beautification filters, change their hair color,
add decorative elements, or fully change their physical appearance, as exemplified in
Fig. 2.2. As these filters preserve the users’ original motion and facial expressions, they
still allow clear communication with others.

While these filters directly modify the input video stream, it is also possible to use
3D or 2D avatars in a scenario imitating video communication. To use these kinds of
avatars more effort is necessary as the user first needs to obtain or create an avatar and
set up a system to trigger or guide the avatars’ movements which could be done via
motion tracking or button presses. One possibility is to create animated characters from
2D drawings [Inc. 2010] which have become popular in video streams starting the trend
of virtual YouTubers, see Fig 2.3. While players usually enjoy games more if they can
identify with their avatars, a main idea of virtual YouTubers is to allow users to represent
a chosen persona that differs from their own [Lu et al. 2021]. In general, the person
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Figure 2.3: Virtual YouTubers control digital avatars and act out their persona. The
avatars can show emotions and are often employed in live streams as they allow the
interaction with others (e.g., by answering questions from the chat on the right) [Fushimi
2021]. Often the identity of the person controlling the avatar is unknown.

controlling the avatar and lending their voice remains anonymous. Similarly, avatars can
be used in video chats between customers and employees. By using avatars, the privacy
of the employee can be preserved and a corporate identity can be communicated to the
costumer. Recently, the application of avatars in a corporate design instead of in-store
personal is explored in Japanese convenience stores, naming the employment of people
with mobility issues as another beneficial factor [News 2022].

2.3.2 Appeal of Digital Avatars and Characters

As techniques evolve, the rendering of more realistic characters with more detailed
animations has become possible, see Fig. 2.4. While this greatly increased the artistic
possibilities, it also introduces new challenges. It was found that humans are very
particular about human-like digital characters. Especially in the 2000s, CG movies
featuring human characters with a high degree of realism were often described as eerie
or lifeless by watchers [Looser and Wheatley 2010]. The negative impression of the
characters sparked discussions about the impact of the rendering realism and made it
clear that avatars do not only need to be technically sound but also pleasant to watch
and interact with. Therefore, interest in the perception of digital characters and avatars
peaked as researchers aimed to understand how to make realistic and likeable characters.
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Figure 2.4: With the evolution of digital technologies, the creation of highly detailed and
realistic avatars has become possible. Here, the same character from the original game in
1997 and the remake from 2020 is shown [Squaresoft 1997, Enix 2020].

One of the main factors that impacts the likeability of digital avatars and determines
the willingness of users to interact with them are their appeal and eeriness. It has been
discussed that increasing the realism makes it more difficult to create appealing avatars
which some researchers referred to as the Uncanny Valley effect originally proposed in
robotics research [Mori et al. 2012]. In the original essay, it was presumed that human-
like robots would trigger revulsion during interactions as they would fail to capture the
appearance of living humans and that it might be beneficial to limit the presented realism.
Many studies related these ideas to digital characters and measured the response of users
to avatars featuring different degrees of realism [Looser and Wheatley 2010, Mustafa
et al. 2017, Tinwell et al. 2011, Seyama and Nagayama 2007]. They discussed the
Uncanny Valley theory from a gender and cultural perspective [Draude 2011], or studied
the evolutionary origin of the theory [Steckenfinger and Ghazanfar 2009]. While some
researchers suggested that highly realistic renderings are perceived as uncanny [Tinwell
et al. 2011, Mustafa et al. 2017, McDonnell et al. 2012], a literature review suggest
that the most plausible reason why digital characters are perceived as eerie seems to be
perceptual mismatch [Kätsyri et al. 2015]. Many studies identified that mismatches in
specific cues introduce an uncanny feeling, including unnatural features like abnormally
formed eyes [Seyama and Nagayama 2007], insufficient eye movements [Looser and
Wheatley 2010], or texture mismatches between the eye and face region [MacDorman et al.
2009]. Furthermore, a recent study suggests that characters rendered with exceptional
realism evoke no uncanny feelings and can be appealing to users [Higgins et al. 2021].

Aside from the Uncanny Valley effect, the likeability of an avatar or virtual agent
can depend on many factors. It was found that characters are perceived to be more
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attractive when they have less detailed skin textures [Zell et al. 2015], that motion
anomalies in realistic characters lead to reduced appeal whereas cartoon characters are
not affected [McDonnell et al. 2012], and that motion deviations in the face region have a
stronger negative impact than in body movements [Hodgins et al. 2010]. Furthermore, the
likeability of avatars might depend on their application scenario as users preferred avatars
wearing formal clothing in business scenarios [Inkpen and Sedlins 2011]. Additionally, the
ethnicity and racial identity influences the acceptance of digital characters highlighting
the need for diverse representations [Passmore et al. 2018].

2.3.3 Perception on the Communicative Abilities of Avatars

Aside from avoiding eeriness, it is important for successful avatars and embodied agents
to be able to communicate with users and express emotions [Mulken et al. 1998, André
et al. 1999]. To assess the communicative abilities of virtual avatars, previous papers
proposed to assess their conveyed emotions. One paper revealed that stylization can
influence the perception of participants and should be chosen based on the creator’s
intention. However, strong stylizations might make it more difficult to recognize the
emotions [Wallraven et al. 2007]. Similarly, it was shown that subtle expressions are
more difficult to convey in stylized characters [Zell et al. 2015]. Furthermore, the
appearance realism of characters should be considered when designing their animations
as cartoon-style characters can benefit from exaggerated animations [Mäkäräinen et al.
2014]. Furthermore, not only the facial expressions but also the body movements are
important to communicate emotions of virtual characters [Clavel et al. 2009, Zibrek
et al. 2015]. Other studies analyzed the emotions of intelligent virtual agents and found
that the cultural background of creator and observer can influence how emotions are
portrayed and understood [Koda et al. 2008, 2010].

Moreover, the personality of digital avatars needs to be considered. For example, if
an avatar is employed as an intelligent virtual agent in a communicative scenario with
distressed individuals, an avatar with a calm and warm personality might be more suited
than a neurotic avatar. Therefore, researchers have set out to relate personality perception
insights from humans to virtual avatars [Cafaro et al. 2012]. One line of research designed
different digital agents and evaluated their personalities for use as artificial listeners,
highlighting many influencing factors like content of speech and appearance [Schröder
et al. 2008, McRorie et al. 2011, Bevacqua et al. 2010, 2012] (Fig. 2.5). An important
question to guide the design of virtual agents and avatars is which behavioral cues
influence their perceived personality. To assess different factors, it was analyzed how
gestures and language influence personality [Neff et al. 2010]. Multi-modal effects of
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Figure 2.5: The personality of avatars is influenced by factors like their appearance,
movements, and speech. One line of research designed and evaluated artificial listeners
with different personality types. The avatars shown here were found to be argumentative,
cheerful, gloomy, and reliable (left to right) [Schröder et al. 2008, Bevacqua et al. 2010].

the visual representation and the content of speech were also assessed [Castillo et al.
2018]. Furthermore, it was found that movements have a stronger impact on the
perceived extroversion while speech has a stronger effect on the agreeableness of virtual
characters [Thomas et al. 2022]. Moreover, eye gaze, blinks, head orientation, and
movements have an effect on the personality [Arellano et al. 2011, Ruhland et al. 2015].
Dampening or exaggerating emotions impacts personality assessments based on 3D
avatars’ model realism [Hyde et al. 2013]. The personality assessment of avatars is
also influenced by demographic factors. For example, the acceptance and likeability of
avatars of different personalities can differ between cultures [Degens et al. 2017], and the
politeness perception in robotic avatars is different depending on age group [Hammer
et al. 2016].

2.3.4 Face Swaps as Digital Avatars

The application of face swaps as digital avatars could offer benefits in various situations.
As they can be automatically created and controlled by the user, they could be used
in video conferencing situations where the users want to keep their privacy, e.g., when
talking to strangers or in therapeutic scenarios. Moreover, their photo realism could make
them useful as avatars in virtual worlds created from real world data, e.g., techniques
using image-based rendering [Mühlhausen et al. 2020].

To reflect on the usability of face swaps as avatars, it is important to understand and
validate their communicative abilities. Furthermore, it is necessary to evaluate whether
they contain artifacts which could lead to distractions during communication or make
them appear eerie.
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3 Related Work

In this section, I will provide an overview about research on face swapping and
human perception related to this thesis.

3.1 Face Swapping

In the following subsections, I will discuss previous research on face swaps including
their generation and detection, face swap datasets and studies exploring the perception
and impact of face swaps.

3.1.1 Face Swap Generation

Before the rise of deep learning, face swaps could be created manually or by traditional
algorithmic approaches [Blanz et al. 2004, Bitouk et al. 2008]. These days they can be gen-
erated nearly automatically and with high quality using deep learning approaches [Chen
et al. 2020, Li et al. 2021]. One popular technique are generative adversarial networks
(GANs) which are trained using a competition between a generator and a network
that distinguishes between real and synthetic data [Goodfellow et al. 2014]. For face
swaps, GANs can be used to generate the desired facial appearance with the target
expression [Yadav and Salmani 2019]. As only the facial area needs to be generated and
replaced, the introduction of artifacts in other areas is avoided.

In the past years, a great variety of approaches for the creation of face swaps have
been introduced. The first frameworks required training on videos of both actors to
generate highly realistic face swaps [Korshunova et al. 2017, Nirkin et al. 2018]. To avoid
time-consuming training for every video, face-agnostic techniques have been proposed
that can easily adapt to new faces not used during training [Nirkin et al. 2019, 2022,
Bao et al. 2018]. In order to strengthen the preservation of the facial identity, techniques
that use explicit 3D information [Swartz and Walker 2022], region-aware local feature
extraction [Xu et al. 2022a], or dynamic 3D geometry and textures [Otto et al. 2022]
have been presented. Moreover, approaches have been published that better reflect
the face shape of the applied face [Wang et al. 2021] or match the facial silhouette by
learning implicit 3D information [Otto et al. 2022]. As an additional challenge, face
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swapping between different styles is possible, e.g., by keeping the facial identity when
applying a realistic face to a cartoon character [Li et al. 2021].

Another line of research focuses on increasing the efficiency of face swapping. In
this line, some approaches simplify the training process [Kim et al. 2022] while others
increase the execution times and build real-time feasible methods in order to enable live
conversations or streams [Datta et al. 2021, Ma and Deng 2020]. Yet other methods try
to achieve high efficiency to enable the creation of face swap videos on mobile devices
like smart phones [Xu et al. 2022c]. Another possibility to further improve face swaps is
to increase the resolution of output videos which allows to better preserve fine facial
movements [Zhu et al. 2021, Xu et al. 2022b], or to focus on preserving the targeted facial
expression [Chen et al. 2020]. Next to the advances in academia, several open source
face swapping frameworks run by an active community exist [DeepFakes, FaceSwap,
Perov et al. 2020].

3.1.2 Face Swap Detection and Datasets

Due to the high quality and ease of use of face swapping, the technique could be used
for criminal activities and defamatory schemes. In order to prevent these scenarios,
reliable detection techniques are desirable. Many techniques to detect deepfakes have
been introduced [Nguyen et al. 2022, Tolosana et al. 2020, Verdoliva 2020]. They apply
deep learning to detect artifacts or irregularities [Güera and Delp 2018, Li and Lyu 2018,
Afchar et al. 2018], use techniques like attention maps to find facial regions impacted by
artifacts [Dang et al. 2020], or adversarial learning to recreate the manipulations and
increase generalization [Chen et al. 2022]. Furthermore, it was revealed that convolutional
neural networks produce artifacts that are invisible to humans but detectable on the
pixel level [Wang et al. 2020].

It was also proposed to look into anomalies in human facial motion or physiological
irregularities to detect unauthentic video content. In this line, unnatural blinking
intervals [Li et al. 2018], head poses [Agarwal et al. 2019a, Yang et al. 2019], and the
heart rate of recorded people were analyzed [Fernandes et al. 2019, Ciftci et al. 2020].
Additionally, mismatches between speech and lip movements have been assessed and
found to be a valuable cue [Chugh et al. 2020]. To prevent the creation of deepfakes
from specific individuals, it was furthermore suggested to learn subject-specific motion
cues [Agarwal et al. 2019b].

As learning to detect face swaps requires exemplar data, a variety of datasets have
been collected. These datasets vary strongly in size, average video length, and recording
context. For example, datasets using short clips of actors in controlled environments
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reading single sentences [Korshunova et al. 2017] and large collections of celebrity
data from different sources were gathered [Li et al. 2020]. Another popular scenario
for face swapping datasets is to generate the manipulations from international news
broadcasts [Rössler et al. 2018, Rössler et al. 2019, GoogleAIBlog]. To avoid privacy
issues and create recordings with more diverse ethnicity or expressions, some researchers
recruited actors [Jiang et al. 2020, Dolhansky et al. 2020, Kwon et al. 2021].

3.1.3 Face Swap Social Impact and Perception

The high quality of face swaps and the fear of abuse also led to investigations into the
social impact and perception of deepfakes and face swaps. To better understand abusive
scenarios, studies looked into areas where criminals might use the new techniques [Cald-
well et al. 2020] and investigated the effects of image-based sexual harassment using
deepfakes on the victims [Flynn et al. 2021]. In politics, researchers assessed the impact
of misinformation [Zimmermann and Kohring 2020] and found that deepfakes - even
when they were easily recognizable - lead to increased mistrust and uncertainty [Vaccari
and Chadwick 2020]. This effect was observed to be even stronger if the forgeries
were used in a micro-targeting scenario where they are tailored to a specific interest
group [Dobber et al. 2020].

Due to these first assessments, the general perception of deepfakes and face swaps
has become an interesting research possibility. An early work in this field looked at
partial face swap videos, i.e., videos in which only specific face parts like the mouth
were replaced with those other people [Gupta et al. 2020]. The authors found that there
were measurable differences in viewing behavior and in EEG signals between genuine
videos and the partial face swaps. Concurrent with the work presented in this thesis,
experiments assessed the quality of synthetic faces and suggested their high visual quality
which misled many participants [Shen et al. 2021]. This inspired others to look into how
users of online platform discuss face swaps [Gamage et al. 2022], use eye tracking to
educate people about face swaps [Tahir et al. 2021], or establish the opinion of users
about face swaps and propose guidelines for their use on social media channels [Shahid
et al. 2022]. Another work incorporated EEG and looked into how familiarity impacts
people’s EEG signals, finding significant differences between the conditions [Tauscher
et al. 2021]. Finally, the application of face swaps as a tool to obfuscate faces in images
has been perceptually validated and found to be a good alternative to blurring or
blacking-out faces [Gamage et al. 2022].
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3.2 Assessing Human Perception

Due to the high sophistication of humans in facial processing and communication, it is
necessary to reflect on human perception when applying facial modifications, designing
digital avatars, or creating face swaps. In this section, I will briefly introduce the
assessment of human perception in consideration of communication and faces.

3.2.1 Assessment of Perceived Emotions and Expressions

Due to the great influence of emotions and facial expressions on our social lives, many
researchers studied their perception. Early works often used still images as stimuli that
displayed the moment in time when a given facial expression reached its peak, capturing
the emotion’s characteristic display [Ekman et al. 1969, Russell 1979, Biehl et al. 1997].
While these studies increased our understanding of emotions, newer research stresses the
importance of dynamic stimuli and encourages the usage of video clips [Cunningham and
Wallraven 2009]. Especially the recognition of emotions as well as the communicated
intensity and realism increases with dynamic stimuli [Krumhuber et al. 2013]. To build
reliable datasets of recorded emotions and facial expressions, different recording methods
were introduced. Some datasets recruited professional actors and asked them to perform
an expression [Cunningham et al. 2003, Lucey et al. 2010]. As it was discussed that acted
or posed expressions may differ from spontaneous, natural expressions [Fernández-Dols
and Russell 1997, Motley and Camden 1988], a recording method was proposed to
evoke natural expressions by employing a method acting protocol [Kaulard et al. 2012].
Following this protocol, the actors are not informed of the target emotions. Instead,
scenarios are described with the intent of eliciting the target emotion from the actor to
capture their genuine expressions.

In experiments, the videos of emotions can be used to obtain insights into the
perception of facial expressions. It was found that the communication between people
and the assessment of facial expressions is heavenly impacted by their familiarity [Plate
et al. 2019]. Further research also assessed the influence of age [Abbruzzese et al. 2019,
Isaacowitz et al. 2007], gender [Lambrecht et al. 2014], and cultural differences [Elfenbein
and Ambady 2002] on the assessment of emotions. For conversational expressions, it
was found that confusion and thinking could easily be mistaken [Cunningham et al.
2003]. Furthermore, research was able to identify which facial areas are most important
to recognize emotions and conversational facial expressions [Nusseck et al. 2008]. To
assess the perceived emotions of people and digital avatars, it has been proposed to not
only look into their recognition accuracy, but also into the intensity and sincerity of
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the shown emotions [Wallraven et al. 2005, Cunningham et al. 2003]. This assessment
strategy is especially valuable when examining the emotions portrayed by digital avatars,
as the way emotions are displayed can vary depending on their rendering realism [Hyde
et al. 2013, Wallraven et al. 2007].

3.2.2 Personality Assessment

While the assessment of the personality of an individual can be used in psychology
to diagnose mental problems or in recruiting scenarios, understanding the perceived
personality of digital avatars enables one to consider it directly in the design process.

Usually, the personality of oneself, another person, or even an avatar is examined
using questionnaires which assess different personality dimensions. Many different types
of questionnaires and protocols describing various personality factors exist [Eysenck
2018, Cattell 1966]. The most commonly used models focus on five dimensions which
were found to give a good overall representation of personalities [Ruhland et al. 2015,
Soto and Jackson 2013, McCrae and John 1992, Digman 1990]. These dimensions
are Openness, Conscientiousness, Extroversion, Agreeableness, and Neuroticism which
are often abbreviated by their acronym OCEAN. However, even when examining the
OCEAN dimensions, one has to choose from a variety of different protocols [Costa Jr
and McCrae 1995, Mullins-Sweatt et al. 2006, Gosling et al. 2003]. While generally
protocols that include more questions per dimension can give a better estimation on
the investigated personality, they also increase the duration of the experiment so that
shorter questionnaires can be a good trade-off depending on the researcher’s needs.

The way we communicate our personality and perceive the personality of others is
influenced by many factors. For example, our personality is not only reflected by the
content of what we say but also depends on how we say things [Scherer and Scherer
1981, Mairesse et al. 2007]. Moreover, the appearance [Naumann et al. 2009] and
non-verbal behavior can be used to estimate the personality of others [Gallaher 1992].
For example, extroverts have faster movements and gestures than introverts [Doucet
and Stelmack 1997]. Additionally, multi-modal effects can impact the assessment of
personality [Castillo et al. 2014]. Despite the many influencing factors, previous research
indicates that the personality descriptors assigned to strangers are highly consistent
between participants and were even similar between participants judging strangers and
known acquaintances [Funder and Sneed 1993, Kenny et al. 1992].

Next to differences based on the presented stimuli, the perception of personality is also
influenced by demographic factors. While the dimensions of the five factor model have
been found to sufficiently capture the personality across cultures [McCrae and Terracciano
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Figure 3.1: Eye tracking data can be visualized and analyzed in many different ways:
(a) Fixations of participants in the current frame are visualized as circles, (b) A heatmap
that highlights frequently fixated facial areas, (c) A possible AOI configuration, (d) AOIs
together with a scanpath of a participant.

2005], the ratings of personality can differ based on the cultural background [Allik et al.
2017]. Additionally, it was found that the answers of participants were dependent on
their age and gender [McCrae and Terracciano 2005].

3.2.3 Eye Tracking Analysis

The analysis of eye tracking data often focuses on fixations and saccades of partic-
ipants [Carter and Luke 2020]. The evaluation can be done using simple aggregate
measures like the mean times of fixations, or the average amplitude of saccades. These
measures allow to describe the viewing behavior on a global scale for each stimulus. It can
be easily statistically assessed and visualized, see Fig. 3.1 (a, b). To obtain more detailed
information on the fixation behavior, areas of interest (AOIs) can be used. During an
AOI-based analysis, fixations can be grouped based on the semantic image or video
region they focus on, e.g., the eyes, nose, and mouth in portrait images, see Fig. 3.1(c).
Therefore, it becomes possible to compare how long participants spend looking at each
element of a stimulus and investigate their attention in greater detail [Carter and Luke
2020, Hessels et al. 2016]. In order to also include the temporal dimensions, scanpath
comparisons that focus on the time of occurrence and spatial locations of fixations can
be used [Levenshtein 1966, Ruddock et al. 1996], see Fig. 3.1(d). This is especially
valuable to assess sequential viewing behavior, e.g., to investigate where people focus
while reading or to assess how users navigate websites [Eraslan et al. 2016].

One of the most popular analysis option for eye tracking data in portrait images and
videos is to use AOIs [Võ et al. 2012, Hessels et al. 2016]. It was found that the eyes,
nose, and mouth are most relevant in free viewing tasks and therefore considered to be
sufficient AOIs [Hessels et al. 2016]. To perform the analysis, it is necessary to have
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AOI annotations for each frame which makes the manual labeling of AOIs in videos a
time-consuming task. Therefore, techniques to automatically extract AOIs from portrait
videos have been introduced. In this line, previous work proposed the use of Haar
features [Bennett et al. 2016] and reduced misplacements by imposing restrictions based
on knowledge of facial proportions [Duchowski et al. 2019]. Other studies suggested
the use of facial landmarks [Baltrušaitis et al. 2016, Hessels et al. 2018a] and found no
accuracy loss in comparison to previous semi-automatic methods [Hessels et al. 2018b].

Moreover, eye tracking was discussed as a tool to gain insights into the perceived video
quality [Gulliver and Ghinea 2004]. It has been shown that artifacts can attract the gaze of
viewers suggesting that eye tracking can be a tool to assess their conspicuousness [Engelke
et al. 2016, Tauscher et al. 2017, Čadík et al. 2013, Castillo et al. 2011]. In the case
of facial images, fixations and their duration are influenced by artifacts like facial
distortions [Bombari et al. 2009].
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A PEFS: A Validated Dataset of Face Swap
Videos

Videos obtained by current face swapping techniques can contain artifacts potentially
detectable, yet unobtrusive to human observers. However, the perceptual differences
between real and altered videos, as well as properties leading humans to classify a video
as manipulated, are still unclear. Thus, to support the research on perceived realism and
conveyed emotions in face swap videos, this paper introduces a high-resolution dataset
providing the community with the necessary sophisticated stimuli. Our recording process
has been specifically designed to focus on human perception research and entails three
scenarios (text-reading, emotion-triggering, and free-speech). We assess the perceived
realness of our dataset through a series of experiments. The results indicate that
our stimuli are overall convincing, even for long video sequences. Furthermore, we
partially annotate the dataset with noticeable facial distortions and artifacts reported
by participants.
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PEFS: A Validated Dataset of Face Swap Videos

Figure A.1: Our dataset contains face swaps from controlled (a-c) and uncontrolled (d,e)
environments using different camera angles and quality levels: (a) frontal view, (b) frontal
with low manipulation quality, (c) wider view from the right side.

A.1 Introduction

Current research has lead to a breakthrough in the editing process of video portraits
enabling even the swapping of whole faces between actors with high quality and automa-
tion levels. With enough care, the quality of the obtained face swaps is high enough to be
unobtrusive and, in some cases, even undetectable. However, there are still many open
questions on how the perception of these manipulated videos differs from original videos,
for example considering conveyed realism and emotions. Existing datasets of face swap
videos were mainly designed to train and test automatic frameworks for manipulation
detection [Jiang et al. 2020, Korshunov and Marcel 2019, Rössler et al. 2019]. While
these offer a large number of manipulated video portraits, their lack of diversity in
manipulation quality levels, displayed emotions, and playback durations limits their
applicability to perceptual experiments.

We introduce a new dataset of high-resolution face swaps specifically designed for
perceptual experiments including recordings in controlled and uncontrolled environments
with durations of up to 12 minutes (see Fig. A.1). We first capture actors individually in
front of a neutral white wall, while evoking a high variety of expressions by having actors
read a text, participate in an interview, and show different emotions. Additionally, we
include five uncontrolled sequences in different environments closer aligned to real world
scenarios. We create three quality levels per face swap, allowing future experiments to
further investigate the quality of manipulation as a factor, with its consequent associated
artifacts and saliency. Our dataset is validated by perceptual experiments. We not only
asses the perceived realism of different quality levels of stimuli but also collect data on
the saliency of facial areas and noticeable artifacts. Since we add these as annotations per
stimuli, they can provide valuable insight towards which stimuli to select for perceptual
experiments.

In summary, we contribute a novel dataset for Perceptual Experiments on Face
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Swaps (PEFS) which contains: i) All possibly derived face swap videos of up to 12

minutes length between 14 actors with 3 different quality levels and 3 camera angles
captured in a homogeneous, controlled environment. We also include the corresponding
real recordings totaling 630 videos; ii) A high variety of expressions induced via three
different scenarios, including a free interview to evoke sincere emotions; iii) A set of
uncontrolled sequences in real world environments featuring camera movements, varying
lighting conditions, and occlusions; iv) Experimental validation and partial annotations
on the perceived realism as well as the saliency of facial areas and notable artifacts
aiding the stimuli selection for perceptual experiments.

A.2 Related Work

Recently video manipulation techniques like face swapping have received a high interest
from the research community leading to a fast development and improvement of facial
manipulation approaches and datasets.

Facial Manipulation and Detection. Recent research on face swapping allows to
easily switch the face of an actor with another person while keeping the original facial
expressions [DeepFakes, DeepFaceLab, FaceSwap]. In this field, it has been proposed
to use convolutional neural networks along with the segmentation of faces [Nirkin et al.
2019], or adapting works in the field of style transfer [Korshunova et al. 2017]. In order
to avoid full training for each source and target pair, Nirkin et al. introduced a face
agnostic recurrent neural network [Nirkin et al. 2018]. Unfortunately, the availability and
ease of use make facial manipulation techniques a target for abuse. Until now, several
facial manipulation detection tools have been proposed, including approaches based on
human physiology [Li et al. 2018, Fernandes et al. 2019], temporal inconsistencies [Güera
and Delp 2018], or typical artifacts from neural networks [Afchar et al. 2018, Wang et al.
2020].

Facial Manipulation Datasets and Benchmarks. Several datasets of face swap
videos have been proposed focusing on different aspects like short clips of people reading
out single sentences [Korshunova et al. 2017], realistic face swaps of celebrities [Li
et al. 2020], or a high amount of face swaps for training and evaluation of neural
networks [Rössler et al. 2018, Rössler et al. 2019, Dolhansky et al. 2019, Jiang et al.
2020]. In contrast to these works, we aim to create a dataset specifically designed
for perceptual research. Therefore, we record the original videos ourselves ensuring a
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Figure A.2: Setup of the recordings in the controlled environment and snapshots of the
recording of an actor from the three different camera angles

high variance of actors and emotions as well as longer video duration while keeping a
consistent environment. Additionally, we include different levels of manipulation quality
and evoke various expressions.

Perception of Faces and Emotions. During social interactions, faces are essential
for conveying emotions. Previous research shows that displayed emotions can influence
viewing behavior and that participants tend to focus on specific facial regions when
processing the displayed emotions [Eisenbarth and Alpers 2011, Calvo and Nummenmaa
2009, L. J. Wells and Rotshtein 2016]. However, there are a variety of factors influencing
our viewing behavior, e.g., cultural background [Chua et al. 2005, Nisbett 2003], famil-
iarity with other people [Althoff and Cohen 1999, Van Belle et al. 2010], gender [Murray
et al. 2012, Shaqiri et al. 2018], or even artifacts [Bombari et al. 2009]. Considering all
these very specialised responses to human faces – and even when face swaps, generally,
aim to preserve the conveyed information and emotion of the original actor – poses the
question of how the perception of state-of-the-art face swaps differs from real videos.
Thus, we carefully design our dataset to help investigating these differences by providing
homogeneous, high-quality face swaps of various actors.

A.3 Dataset

Capturing the videos in a controlled environment allows us to explicitly choose a
script for the recordings and obtain different expressions from each actor. Additionally,
we restrict the lighting conditions and movement range of actors. This way, we can
produce high-quality face swaps with a variety of facial expressions while reducing
external distractions. Our recording setup is shown in Fig. A.2 (left). In this setup, the
actor sits at a table in front of a white wall. There are no other items in the scene as to
not distract from the actor.
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Naturally, people are akin to looking straight forward instead of sideways [Rönnqvist
and Hopkins 1998], leading to an unequal distribution of facial positions inside the
recordings. In order to increase the variety of stimuli and obtain stimuli with and
without eye-contact, we simultaneously record from three angles shown in Fig. A.2.
Similar to forward-looking facial positions, neutral facial expressions are more probable
than non-neutral expressions, leading to an unchangeable bias inside the data in that
regard. To include a high variety of expressions, we split the recording in three parts.
First the actors had to read a short text twice. This offers us a short sequence with
minimal movements allowing for a neutral condition which can also be generated in
very high quality. In the second part, we induced 11 different emotions (Agreement,
Disagreement, Cluelessness, Thinking, Pain, Happiness, Sadness, Anger, Disgust, Fear
and Surprise) based on a method acting protocol [Kaulard et al. 2012]. The third and last
part consisted of free-talking in which the examiner asked the actor different questions.
To guarantee the existence of different facial positions in the third part, the conductor of
the recordings made sure to stay in the center of gaze and guided the view by walking
around the room.

We also include recordings in uncontrolled environments into our dataset, as these
have a closer resemblance to many real-world scenarios. To maximize the heterogeneity
in this part of the dataset, recordings were made in several varying lighting conditions,
environments and used different camera parameters. We recorded a set of five different
scenes including actions like walking down a hallway or eating snacks. Each action was
performed by at least two actors. We recorded the scenes from different distances, e.g.,
full-body views, close-ups or angles depicting the actor from the hip up. Moreover, some
videos contain dynamic movement of the actor and camera alike as well as minor and
major occlusions.

In total, we recorded 14 actors (3 female, 11 male) of an average age of 25. We
gathered 42 controlled videos, all recorded with a resolution of 1920 × 1080 pixel in
height and length between 9 and 12 minutes. Additionally, we recorded 10 videos of 3
minutes each in uncontrolled environments of 3 males (age ≈ 24).

We use DeepFaceLab [DeepFaceLab] to produce face swaps between all actors and
stop training after 25, 50 and 100 thousand epochs to create three quality levels per
video.
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A.4 Perceptual Validation

We conducted two experiments (E1 and E2) to evaluate and annotate our dataset. In
these experiments, we asses the perceived realism along with notable artifacts for high
and low-quality face swaps in the controlled environment. Both experiments follow
the same design and only differ in the selected stimuli. The first experiment, E1, uses
high-quality face swaps generated after 100 thousand epochs of training (SwapHQ),
while the second experiment, E2, uses the same videos in lower quality, generated after
25 thousand epochs (SwapLQ). In the experiments, we also included the original video
(Real) of the actor for each manipulated video. Participants either saw the real or the
manipulated version of each video. Note that the quality of the real videos is the same
in E1 and E2. We manually selected 11 representative face swaps from our dataset using
2 female-to-female and 7 male-to-male swaps. Additionally, we included 2 face swaps of
mixed genders (a female face on a male body and vice-versa). For each of these videos,
we chose a 60 second clip so that the chosen stimuli include different movements and
expressions. This duration gives the viewer enough time to fully explore the scene and
can contain diverse facial expressions.

The experiment proceed as follows. First, the participant was given an explanation on
the concept of face swapping and was introduced to the task of detecting face swap videos.
Each trial started with the automatic playback of a video. The participant was not able
to stop, pause or replay the stimulus. Once the video finished, it was replaced with a
screen displaying the question for the first task (2AFC): ’Was this video manipulated?’
and two possible answers: Real or Manipulated. The participant had to select one of
them in order to continue the experiment. Then, the screen displayed the question for
the second – in this case non-forced-multiple-choice (NFMC) – task: ’Which facial areas
were most important for your decision?’ together with the following list of possible
answers (Eyes, Eyebrows, Contour, Cheeks, Nose, Mouth, None of Above). If the video
was reported as a face swap, an additional question about notable artifacts – also in the
form of a NFMC task – was presented (Blur, Overlapping Contours, Unnatural Facial
Expressions, Irregular Skin Color, Deformed Facial Features, Beauty Filter Effect, None
of the Above). This process was repeated until the participant saw all 11 stimuli (in a
random order with different order per participant). The average time for each participant
to complete the experiment was of 15 minutes. We conducted both experiments using
Amazon Mechanical Turk. A total of 24 participants took part in E1 and 20 in E2. They
were compensated with 1e and could only take part in one of the experiments.
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Figure A.3: Left: perceived realness for each condition. Participants perceived around
65% of our high-quality face swaps and 50% of our low-quality face swaps as real. Right:
Reported importance of artifacts for each condition when labelling a video as a face swap.
Error bars represent the standard error of the mean (SEM).

Based on the experiments, we analyze our dataset with regard to the perceived
realism and notable artifacts.

Perceived Realism. We first analyse the assessment accuracy of both experiments as
shown in Fig. A.3. We find that participants believed around 65% of the high-quality
face swaps and 50% of the low-quality face swaps to be real videos. As a baseline, we
include the accuracy for the corresponding real stimuli, which was around 80% in both
E1 and E2. Therefore, our high-quality face swaps were overall very convincing, even
though they still cannot reach the same level as real videos. This is especially interesting
as it indicates that our face swaps can keep a high quality even for a rather long duration
of 60 seconds. Even though our low-quality face swaps are easier to distinguish from
real videos, they are still not fully unconvincing. Therefore, they can be valuable for
experiments as a stimuli variation with stronger artifacts or for comparative purposes.
Important Facial Areas and Notable Artifacts. Next to the perceived realism, we also
looked into which facial areas are most important for the decision of participants. In
Fig. A.4 the left plot shows which facial areas were selected by participants when deciding
a stimuli was a real video, the right plot shows results for stimuli reported to be face
swaps. For both cases, the mouth, the nose, and the eye region are most important
for the decision of participants. This is in line with previous research that finds these
are the most important areas for facial recognition [Mertens et al. 1993, Janik et al.
1978]. Looking into the notable artifacts presented in Fig. A.4 we see that participants
especially noticed unnatural expressions, inconsistent skin color, and a beauty filter
effect. Additionally, stimuli in E2 were often reported to contain overlapping contours.
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Figure A.4: Reported importance of facial regions when labelling a video as real (left) or
as face swap (right). Error bars indicate the SEM.

A.5 Conclusion

We presented PEFS: A novel dataset of high-resolution face swaps specifically designed
for perceptual research. In contrast to previous datasets, we include manipulations of
different quality levels, recording duration of up to 12 minutes, anonymous actors, and a
high variation of expressions. Our dataset offers a total of 14 original recordings from
three camera angles in a controlled environment yielding a total of 630 videos. Finally,
our dataset is evaluated and annotated based on perceived realism and notable artifacts.
In the future, we would like to further expand the dataset. Possible extensions are the
inclusion of outdoor scenes in natural lighting conditions or sequences with more than
one actor.
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B Towards Understanding Perceptual Differ-
ences between Genuine and Face-Swapped
Videos

In this paper, we report on perceptual experiments indicating that there are distinct and
quantitatively measurable differences in the way we visually perceive genuine versus face-
swapped videos. Recent progress in deep learning has made face swapping techniques a
powerful tool for creative purposes, but also a means for unethical forgeries. Currently,
it remains unclear why people are misled, and which indicators they use to recognize
potential manipulations. Here, we conduct three perceptual experiments focusing on
a wide range of aspects: the conspicuousness of artifacts, the viewing behavior using
eye tracking, the recognition accuracy for different video lengths, and the assessment
of emotions. Our experiments show that responses differ distinctly when watching
manipulated as opposed to original faces, from which we derive perceptual cues to
recognize face swaps. By investigating physiologically measurable signals, our findings
yield valuable insights that may also be useful for advanced algorithmic detection.

Leslie Wöhler, Martin Zembaty, Susana Castillo and Marcus Magnor
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Towards Understanding Perceptual Differences between Genuine and
Face-Swapped Videos

Figure B.1: We estimate perceptual differences between genuine and manipulated videos.
Towards that goal, we use face swaps as stimuli and perform three types of experiments
focusing on eye tracking, different video durations, and the assessment of emotions.

B.1 Introduction

Following recent technological advances, facial manipulations in videos are becoming
ubiquitously integrated into our everyday live appearing in advertisements, movies, and
on social media platforms. Especially face swap videos, where faces of celebrities have
been exchanged, have recently received media attention [Daniel Thomas 2020]. While
these face swaps are an extremely powerful tool in creative fields and the entertainment
sector, they also pose a potential threat to society. By exchanging the original face in
a video with that of a different target person (Fig. B.1 left), offensive actions or illicit
behavior can be attributed to arbitrary people. One field with enormous potential to be
abused is politics, where face swaps are feared to increase mistrust in politicians and
parties, which may drive voters towards more radical groups [Dobber et al. 2020, Vaccari
and Chadwick 2020, Zimmermann and Kohring 2020]. Furthermore, due to the ease
of use and public availability of face swapping frameworks [DeepFaceLab, DeepFakes,
FaceSwap], their application is not limited to specialized users. Therefore, realistic face
swaps can be generated by any individual and applied to social contacts, e.g., in the
scenario of cyber-bullying. Considering these negative social implications, fundamental
understanding of human perception on face swaps as well as reliable detection methods
for facial manipulations are required.

The Computer Vision community is constantly in pursuit of new methods to improve
the generation and detection of manipulated video content. While most of the detection
systems are specifically tailored towards image analysis and the detection of artifacts [Li
and Lyu 2018, Yang et al. 2019, Wang et al. 2020], it is still unclear why and when people
are misled by or successfully able to recognize face swaps. As humans are inherently very
sensitive to faces and usually excel at facial recognition tasks, a deeper understanding of
this phenomenon would be an important extension to current detectors.

In this paper, we aim to gain knowledge on the perception on face swap videos and
investigate which features or artifacts are important for humans to recognize the forgeries.
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The resulting insights can help to raise the awareness of viewers and learn about common
artifacts in face swaps. Moreover, we are looking into measurable physiological responses
which can be used to aid automatic detection tools. To achieve this, we conduct different
experiments in order to understand the perception on face swaps. First, we investigate
eye tracking, which can be used to assess different types of artifacts [Tauscher et al.
2017, Engelke et al. 2016] and is a measurable response on various devices [Krafka et al.
2016, Zhang et al. 2017, Guo et al. 2019]. Therefore it could be integrated into face swap
detection frameworks. In our experiment, we aim to to obtain insights into differences
in viewing behavior between real and face-swapped videos. We further want to assess
which facial areas are most important for the visual detection of manipulations as this
may give hints towards noticeable and distracting artifacts. As a second step, we look
at the influence of video duration on participants’ detection accuracy. We hypothesize
that, the longer a video is, the more information the viewer gets, which potentially
leads to a higher chance to notice manipulations. Finally, we move to a field that is
still challenging to assess for computers but easy for humans: conveyed emotions and
expressions [Zelinsky 2013]. We are mainly interested in whether face swaps are able to
convey the same message as the corresponding real videos used to generate the facial
movements. We assess this by looking at differences in the recognition as well as intensity
and sincerity ratings of emotions and expressions between face swaps and real videos.
Based on this data, we obtain a better estimate of the possible impact of face swaps
than by just looking at their conspicuousness. We further investigate if participants’
ratings indicate a general mismatch between the conveyed emotion of real and face swap
videos.

In summary, we contribute answers to the following research questions:

– How is gaze behavior impacted by face swaps? Can eye tracking be used to detect
facial manipulations?

– Does the length of video clips influence participants’ assessment accuracy?

– Are conveyed emotions and expressions different between face swaps and genuine
videos?

B.2 Related Work

In this section we briefly discuss current techniques for the creation and detection of
facial manipulations as well as perceptual factors in the context of facial processing.
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Facial Manipulation and Detection Techniques Among the existing facial ma-
nipulation techniques, this paper focuses on face swapping. This technique applies a face
from one video to another video while keeping the original body and expressions. Many
algorithms have been proposed for face swapping using deep learning techniques. While
most approaches require a training on both target and source subjects [Korshunova et al.
2017, Nirkin et al. 2018], recent work also introduced a face agnostic method [Nirkin
et al. 2019].

The fast progress of face swapping techniques, has led to a high interest in facial
manipulation detection methods. Many methods focus on detecting errors and artifacts
produced by deep learning-based facial manipulation techniques [Güera and Delp 2018,
Yang et al. 2019, Li and Lyu 2018, Afchar et al. 2018, Wang et al. 2020]. Another line
of work has analyzed the specific properties of human facial motion and physiological
measurements to detect mismatches in tampered videos. This way, unnatural blinking
behavior [Li et al. 2018] and the heart rate of actors were analyzed to detect manipu-
lations [Fernandes et al. 2019]. Further, it was proposed to learn person-specific facial
motion cues to reliably detect manipulations of specific subjects [Agarwal et al. 2019b].
While all these methods are based on human behavior and biology, none of them directly
uses feedback from the observer of the manipulated videos. Thus, in this paper we aim
to incorporate perceptual insights into the detection pipeline using eye tracking.

Perception of Faces. Faces gather most of our attention in social situations, as
we rely heavily on them to recognize and assess information and emotions. Therefore,
humans are highly specialized in processing and analyzing faces [Rousselet et al. 2003].

In order to gain insights into the underlying processes of facial recognition and
exploration, eye tracking has been applied to facial images and portrait videos. Early
research showed that the eye, nose, and mouth regions are fixated in facial images [Mertens
et al. 1993, Janik et al. 1978]. Especially the eyes were found to draw the viewer’s
attention [Birmingham and Kingstone 2009]. The gazing behavior in facial images is,
however, influenced by various factors like the gender [Man and Hills 2016], the presence
of artifacts [Bombari et al. 2009] or the familiarity with the shown face [Althoff and Cohen
1999, Van Belle et al. 2010]. Similarly, the emotions displayed on a face [Eisenbarth
and Alpers 2011, Calvo and Nummenmaa 2009, L. J. Wells and Rotshtein 2016] and
the task can influence the viewing behavior of participants [Boutet et al. 2017, Pereira
et al. 2020, Buchan et al. 2007, Lansing and McConkie 2003]. It was additionally found
that viewing behavior is aligned to motion [Mital et al. 2011] and varies based on the
performed actions like talking or establishing eye contact [Scott et al. 2019]. Finally,
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with the availability of speech and audio, more fixations occur on the mouth region, in
contrast to muted videos [Võ et al. 2012].

Eye tracking. Analyzing gaze has not only been employed in facial processing research,
but also to assess artifacts in videos. Thereby previous research [Tauscher et al. 2017,
Engelke et al. 2016, Čadík et al. 2013, Castillo et al. 2011] found that artifacts attract
the gaze of observers. As face swapping introduces artifacts in different areas of the face,
we hypothesize that participants will look at artifacts and their gaze differs between real
and swap conditions. Recently, the idea of exploring participants’ gaze in deepfake videos
has arisen indicating general interest in this topic [Gupta et al. 2020]. In contrast to our
work, the authors only use partial face swaps in unrestricted environments. Furthermore,
their analysis focuses only on eye tracking statistics, like the number of fixations and
their duration, without consideration of the fixated facial areas.

Considering the highly specialized viewing behavior for faces and previous insights
in the detection of artifacts via eye tracking, we investigate whether original and
manipulated videos evoke differences in gaze which could be used in facial manipulation
detection.

Emotions and Expressions. Next to general recognition of faces, humans are also
very good at recognizing emotions and expressions. During conversations, information is
not only conveyed through speech but largely through facial expressions [Mehrabian 2008].
If the message conveyed by the words and the perceived emotion do not match, more
emphasizes is put on the expression of the speaker [Carrera-Levillain and Fernandez-Dols
1994]. In the case of face swaps, this means that it is of high importance that the
expressions and emotions in the original video are retained to evoke the desired effect in
the viewer. However, emotion perception is not only based on facial movements but also
heavenly influenced by contextual cues like the situation, body language, or cultural
factors [Barrett et al. 2011]. Moreover, people base their assessment of emotions and
expressions on previous knowledge of the speaker [Plate et al. 2019]. For face swaps, this
could produce a strong mismatch for viewers watching manipulated videos of people
they know. As a first step, we set out to investigate whether facial expressions and
emotions are perceived differently between untampered videos and their corresponding
fake counterparts for unknown actors.

Face Swap Datasets. In order to unify research on the detection of AI-synthesized
face swap videos, numerous facial manipulation datasets have been introduced. Among
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these, one contains short clips (< 10 seconds) in a controlled environment [Korshunova
et al. 2017], one uses publicly available videos of celebrities [Li et al. 2020], and others
focus on news shows [Rössler et al. 2018, Rössler et al. 2019, GoogleAIBlog]. As an
interesting concept for perceptual research, Jiang et al. [Jiang et al. 2020] included some
recordings in a controlled environment in their dataset. However, this dataset is still
clearly oriented towards the training and evaluation of neural networks for manipulation
detection. In contrast to these works, the PEFS dataset [Wöhler et al. 2020] was
specifically designed for perceptual research and contains partial human annotations
towards the realism and artifacts of the stimuli. The videos from this dataset were
recorded in a controlled environment with three camera angles, feature various induced
emotions and expressions as well as long video durations and different quality levels for
the obtained face swaps. Therefore, we mainly use stimuli from the PEFS dataset in
our experiments.

B.3 Experimental Design

We first formulate our research hypotheses to then detail the design and procedure for
our three experiments.

B.3.1 Hypotheses

Based on our initial research questions, we formalize several hypotheses regarding the
perception of face swaps:

– H1: Even without knowing about the occurrence of manipulations, participants
are able to pick up artifacts in state-of-the-art face swap videos.

– H2: Eye tracking data differs between real and manipulated videos.

– H3: The length of videos has an effect on the recognition accuracy as manipulations
are easier to detect in longer videos.

– H4: While face swaps can retain the recognizability of emotions, their intensity
and sincerity can differ.

Based on these hypotheses, which we discuss in detail in the following sections.

B.3.2 Experiment E1: Eye Tracking

In experiment E1, we recorded participants’ eye movements while watching real videos
and face swaps in order to assess their viewing behavior. After each trial, we additionally
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Figure B.2: Close up frames for the stimuli of PEFS [Wöhler et al. 2020] and three
examples for the stimuli from FaceForensics [Rössler et al. 2018] (bottom right) used in our
experiments. Here, each frame contains an annotation of the gender (F or M) of the source
actors noted as body/face.

asked participants to report whether they noticed something regarding the video quality
like artifacts. As we are interested in their unbiased impressions and viewing behavior,
we did not inform them about the face swaps. In order to investigate the effect of
artifacts and their conspicuousness, we used high-quality and low-quality face swaps.

Stimuli. For this experiment, it is crucial that the stimuli have uniform background
and illumination –to keep the attention of the viewer on the actor–, as well as that
all used stimuli are consistent enough to compare viewing behavior between videos.
As previously mentioned, the restricted setup used in the recordings from the PEFS
dataset [Wöhler et al. 2020] ensures the satisfaction of both conditions, in contrast
to other available datasets. This dataset consists of muted video portraits taken in a
controlled environment where the actors are seated, one at a time, in front of a white
wall and recorded while talking. We used the same 11 annotated videos with 60 seconds
length (25 Hz) as in the experiments in the original paper consisting of 2 female-female,
2 inter-gender and 7 male-male face swaps. An overview for the selected face swaps can
be seen in Fig. B.2. We used the real videos as well as their corresponding high-quality
and low-quality manipulations. Some differences between the quality of the stimuli are
highlighted in Fig. B.3.

Apparatus. We conducted the experiment using an EyeLink 1000 eye tracker by
SR Research Ltd. with a sampling frequency of 1000 Hz which was placed at 65 cm
distance to the participants and performed monocular tracking of the right eye. The
videos were displayed on a 47-inch screen (100 Hz, 1920× 1080 pixel) positioned at a
distance of 90 cm from a chin rest where participants placed their head. Before each
session, the eye tracker was calibrated using a 9-point calibration and adjusted via drift
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Figure B.3: Artifacts reported by participants for high and low-quality face swaps.

correction between trials. The participants sat behind black curtains which prevented
direct contact between them and the experiment conductor and ensured a darkened
environment avoiding external distractions.

Participants. We invited 40 participants to the experiment. The participants consisted
of 22 females and 18 males with ages between 18 and 35, an average age of 23.15 with a
standard deviation (SD) of 3.98. All of the participants were university students and
came from the fields of computer science, psychology, engineering, and business studies.
They could choose to either receive one course credit or 10 EUR as compensation for
their participation. Participants were mostly of German nationality with one Russian,
one South African and two Vietnamese nationals. Every participant reported normal or
corrected to normal vision.

Procedure. The experiment used a counterbalanced design with full randomization,
the real-manipulation pairs and the video quality as the in-between participant factor.

First, participants filled out a demographic questionnaire and an informed consent
form. Afterwards, they were instructed about the general experimental setup. We
briefly explained the eye tracker workings and that videos would be displayed during the
experiment. Participants were informed that we were especially interested in observations
regarding the video quality. They were, however, not informed of the purpose of the
experiment and the usage of face swapping.

56



B.3 Experimental Design

Participants were instructed to sit on a chair with as little movement as possible as
to not compromise the eye tracking. Additionally, we asked them not to speak while
viewing the videos. Before a video was displayed, a fixation cross appeared in the
center of the screen for three seconds. After each video, the question ’Did you notice
anything in the video?’ was displayed, which the participants answered via oral free
description and was transcribed by the conductor. The procedure was repeated for 11

trials randomly selecting either five real and six swapped videos or vice-versa. During
randomization, we made sure that no participant would see a manipulated video and its
original counterpart.

After all trials, we performed a debriefing with the participants. We first asked about
their general impressions of the faces in the videos in order to gain further knowledge
about suspected manipulations and conspicuous artifacts. Finally, we explained the
concept of face swapping, asked whether they knew about this concept, and informed
them about the purpose of our experiment. The average duration of the experiment was
around 30 minutes.

B.3.3 Experiment E2: Video Length

In our next experiment, we focused on the accuracy of our participants at detecting face
swap videos with different durations.

Stimuli. Given the more general and less restrictive nature of the research question we
want to address in this experiment, we increased the number of stimuli and considered
several sources. This allows a more general look at the quality of state-of-the-art
face swaps. Next to the 11 face swaps used in E1, we selected four more swaps from
PEFS [Wöhler et al. 2020]. For each swap, we included sequences from both frontal and
right viewing angle. For this experiment, we only used high-quality manipulations and
their matching real videos. We further included 16 face swaps from FaceForensics [Rössler
et al. 2018] which contain short clips of news shows with one news anchor. We chose
these stimuli manually, aiming to include only face swaps of high quality. Example
frames for the stimuli are shown in Fig. B.2. Finally, we cut each video to the length
of either 3, 5, 10, 30 or 60 seconds to obtain a good sample of time spans. Hereby, the
same length is used for each face swap and the corresponding real video.

Participants. We performed the experiment using Amazon Mechanical Turk. Partici-
pants were compensated with 1 USD and were from from the United States, India, and
Brazil. Overall, 40 participants (age range: 21-53) took part in this experiment.
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Procedure. Before the experiment, participants were educated about face swaps and
their task of detecting the face-swapped videos. Each trial consisted of a video stimuli
and one question with two possible answers. The video playback started automatically
and could not be paused or repeated. Afterwards, the video was removed and instead
the question ’Was this video manipulated?’ was displayed. It appeared together with
two answer options real/ manipulated as a 2 alternatives forced choice task (2AFC). We
performed this experiment using a counterbalanced design with full randomization and
the real-manipulation pairs as the in-between participant factor, making sure that no
participant saw both a face swap and its corresponding real version. Each participant
completed a total of 44 trials which were selected at random. The experiment took
around 15 minutes to complete.

B.3.4 Experiment E3: Emotion Assessment

In experiment E3 we aim to assess whether the conveyed emotions and expressions of
face swaps differ from their real counterparts by looking at their recognition accuracy
and ratings for intensity and sincerity.

Stimuli. In contrast to other datasets, one part of the recordings in PEFS [Wöhler et al.
2020] focuses on evoking emotions in the actors using a method acting protocol [Kaulard
et al. 2012]. We used a set of these recordings in which the emotions and expressions have
been isolated to short clips. Each of the clips is labeled with the emotion which was evoked
in the actor. The set consists of 9 face swaps from the PEFS dataset (2 female-female, 2
inter-gender, 5 male-male), see Fig. B.2. Our selection of stimuli was based on primary
emotions and conversational expressions using 5 emotions proposed by Ekmann [Ekman
et al. 1969] (Happiness [Hap], Sadness [Sad], Anger [Ang], Disgust [Disg], Surprise [Sur])
and 4 conversational expressions [Castillo et al. 2014] (Agree [Agr], Disagree [Disa],
Thinking [Thi] and Clueless [Clu]). We showed these together with Neutral [Neu] for
reference, totaling in 10 expressions. This way, our main consideration was on expressions
and emotions likely to occur in everyday conversations [Castillo et al. 2014].

In this experiment, we only used high-quality face swaps as these are highly relevant
due to their presence in modern entertainment media or usage potential for defamatory
content. Additionally, the high-quality stimuli contain less distracting artifacts allowing
participants to focus on the expressions and movements in the videos. Overall, our
stimuli set consisted of a variety of 10 emotions/ expressions per video for 9 face swaps
and 9 corresponding real videos, leading to a total of 180 stimuli with an average duration
of 3 seconds per video. Example frames of the stimuli can be found in Fig. B.4.
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Figure B.4: Example frames for the stimuli used in experiment E3 to assess the recognition
accuracy as well as intensity and sincerity ratings for original and face swap videos.

Participants. We performed the experiment online, while gathering participants via
university mailing lists. We recruited 21 students who received a compensation of 10eḟor
the completion of the experiment. Participants were between 19 and 33 years old with
an average age of 25 years (SD= 3.81). One participant was of Vietnamese nationality,
the rest were German. The balance of genders was nearly equal with 10 male and 11

female participants.

Procedure. The experiment began with an explanation of the task of assessing
emotions in video portraits. We further explained that facial manipulations were applied
in some of the videos, however, this should not be taken into account when rating
sincerity. After participants read the instructions, we asked for their nationality, gender,
and age. During the main experiment, participants started the playback of a video by
the press of a button. The video was only played once and no interaction (pausing/
rewinding) was possible. In order to avoid the analysis of a still frame, we removed the
video after playback. The participants had to choose one option from a list containing
all emotions and expressions included in the experiment (10AFC task). Afterwards the
participant had to rate the intensity and sincerity of the shown emotion/ expression
on a 7-point Likert-scale (1 indicating extremely low and 7 extremely high). All trials
were chosen in a fully randomized manner. In contrast to the previous experiments, here
we used a full within design regarding stimuli. Overall, the experiment took around 45

minutes.
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B.4 Analysis

In this section we evaluate our hypotheses based on the data obtained in the experiments.
In the following we refer to the different conditions as follows: HQ for high-quality stimuli,
with RealHQ and SwapHQ for the real videos and manipulated videos; and LQ for the
low-quality stimuli, with RealLQ and SwapLQ. Note that, the real videos are identical,
however, participants’ responses may be biased by the difference in manipulated stimuli
and, therefore, we analyze them independently.

B.4.1 H1: Detection of Artifacts in Face-Swapped Videos

In our first hypothesis, H1, we pose that participants are able to spot artifacts in state-of-
the-art face swap videos, even if they are not informed about the applied manipulations
beforehand. We used a free description task in E1 asking participants to report anything
they notice about the video quality. Therefore, we avoided biasing the participants
and can explore whether uninformed participants suspect facial manipulations and
which kind of artifacts are noticeable without pointing the participants towards them.
Please note that the nature of the task determines that there are no fixed answers,
and no fixed number of possible occurrences for an answer – aside from the maximum:
numberTrials× numberParticipantsPerCondition = 110.

For our analysis, we exclusively consider artifacts reported in the facial region as
only these could be introduced due to the utilized face swapping approach. Partici-
pants sometimes stated which areas of the face are affected by artifacts as shown in
Fig. B.5 (right). The most commonly reported artifacts were blur, facial manipulations
(including face swaps, partial face alterations, and beauty filters), unnatural expressions
or eye movements, and contour artifacts, see Fig. B.5 (middle). Two participants did
not report any artifacts on the faces.

Using this data, we compute the rate of correctly assessed videos for each condition
as shown in Fig. B.5 (left). Real videos were seldom reported to contain artifacts and
therefore have a high correct assessment rate. Meanwhile, it is noticeable that the
correct assessment rate of SwapHQ trials is under 50% of the videos (Mean = 44.44%,
standard error of the mean (SEM) = 4.78). As participants therefore only reported
artifacts in about half of the videos, face swaps created by publicly available
frameworks seem to mislead many viewers. In contrast, 83.49% (SEM = 3.56)
of the SwapLQ trials were reported to contain artifacts demonstrating their noticeable
lower quality. This is further confirmed by an analysis on the correct reports yielding
significant differences between conditions (ANOVA F(3, 2636) = 189.934, p < 0.00001).
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Figure B.5: E1: Average correct assessment percentages among videos and participants
for each condition (left). A high rate indicates that videos were correctly reported as either
artifact-free (Real) or containing artifacts/ manipulations (Swap). Error bars represent the
standard error of the mean (SEM). Reported artifact occurrences for all videos (middle).
Reported face manipulations included face swaps, partial face alterations and beauty filters.
Facial areas reported to be affected by artifacts over all videos (right). Please note that the
color legend is common to all plots.

These results are especially interesting in comparison with the annotations of the
PEFS stimuli [Wöhler et al. 2020]. In their experiment, the authors showed participants
the same 11 face swaps and real videos used in our experiment, but informed them
beforehand of the existence of face swaps and had them decide whether a video was real or
manipulated (2AFC task). While the assessments of their participants are overall similar
to ours, they differ in the SwapLQ condition. In their experiment 47% of participants
reported these videos to be face swaps, but in our experiment 83.49% (SEM = 3.56)
noticed facial artifacts. This may indicate that even though participants consciously
perceive artifacts in low-quality face swaps, they still believe them to stem from the video
quality and do not attribute them to face swapping. In our experiment, full or partial
exchange or manipulation of facial features were suspected only seven times for SwapHQ
and three times for RealHQ videos. In contrast, manipulated faces were reported 31
times for SwapLQ and six times for RealLQ (out of 110 possible occurrences).

These results indicate that participants are able to detect facial artifacts
in high-quality face-swapped videos, however, they only seldom become
suspicious of the face swaps.

B.4.2 H2: Differences in Viewing Behavior between Real and Swapped
Videos

In our second hypothesis, H2, we posed that the viewing behavior of participants differs
between originals and face swaps as gaze is affected by artifacts. As these are not bound
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Figure B.6: Exemplar frame with the areas of interest (Eyes, Mouth, Nose, Contour) used
to analyze the eye tracking fixations.

to a specific location [Wöhler et al. 2020], H2 is exploratory.

We base our evaluation of the eye tracking data on areas of interest (AOIs). Similar
to previous research [Hessels et al. 2018a], we generate the AOIs automatically, using
facial landmark detection. We first extract 68-facial landmarks for each frame using
Pythons Dlib library [King 2009] and afterwards group these landmarks to facial areas
(Eyes, Mouth, Nose, Contour), see Fig. B.6. Each fixation was then assigned to the
nearest landmark, to the background, or to the face outside of the AOIs. Afterwards,
we compute the cumulative duration of fixations that fall inside each AOI, i.e., the time
spent looking at each area. A visualization of the average time spend looking at each
facial area, over all videos and participants, is shown in Fig. B.7 (left).

During our statistical analysis, we use a repeated measures ANOVA (RMANOVA)
to compare fixations within one condition with the AOIs as the within subject factor.
We check for sphericity using Mauchly and correct the results with Greenhouse-Geisser.
Afterwards, we use pair-wise Bonferroni corrected t-tests for the post hoc analysis.
For comparisons between conditions, we use a Welch’s ANOVA as the assumption of
homogeneity of variance was violated (Levene) and Tukey as a post hoc test to investigate
all pairwise differences with Bonferroni-corrected p-values.

Gaze Behavior based on Areas of Interest. We first analyze the distribution of
fixations on eyes, mouth and nose within each condition, as these are most important
for facial processing in images and videos [Janik et al. 1978, Mertens et al. 1993, Võ

62



B.4 Analysis

Figure B.7: E1: Mean fixation times per area of interest (left). Fixations for trials in
which participants reported artifacts (middle). Fixations for trials without artifact reports
(right). Error bars represent the SEM, and the color legend applies to all plots.

et al. 2012]. For both types of real videos as well as for SwapLQ, the attention of
participants seems to be equally balanced between nose, mouth, and eyes with no
significant differences in their distribution (RMANOVA all F’s < 0.5, all p’s > 0.05).

In contrast to this, fixations are not equally distributed for the SwapHQ condition.
In this condition, participants focused more on the mouth and nose while less on the eyes
(RMANOVA F(2,175) = 3.56, p = 0.04). Testing all pairs of fixation areas for the SwapHQ
condition using a pair-wise Bonferroni corrected t-test, yields no significant differences
(all p’s > 0.087). Based on these results, we can conclude that the distribution of
fixations in videos differs between face swaps and original videos. Especially, a
lower amount of fixations on the eyes indicate manipulations in high-quality videos.

As a next step, we want to asses whether participants inhibit a different viewing
behavior between manipulated and original videos. For this, we include fixations on
the contour as we observed artifact reports for this area, see Fig. B.5 (right). In this
scenario, the video conditions as well as the AOIs are dependent variables, therefore, we
first assess the data with an multivariate ANOVA which yields a significant result (F(15,
1302) = 2.48, p = 0.0013). To afterwards analyze differences between the conditions on
AOIs, we perform a Welch’s ANOVA. We find significant differences for the fixations on
the mouth between all conditions (F(3, 240) = 3.25, p = 0.022). This also holds true for
the fixations on the contour region (F(3, 242) = 3.86, p = 0.01).

This result is also visible in Fig. B.7 (left) where contours are focused more for
SwapLQ and the mouth for SwapHQ trials. The bias of fixation towards the facial
contours in SwapLQ could be attributed to contour artifacts (example shown in Fig. B.3),
which were reported more often in this condition than in the others. While contour
artifacts were less often reported than eye and mouth artifacts, they seem to be more
salient. This may indicate, that not all types of artifacts are equally fixated. Therefore,
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the saliency of artifacts occurring in face swaps may not only be based on
their visibility but also on their spatial occurrence.

Viewing behavior based on reported artifacts. We next look at the fixation
times based on the self-assessments in order to analyze which regions contribute most to
the report of artifacts, see Fig. B.7. The right plot shows trials without artifact reports.

Following the results on the analysis of fixations, we compare the change in fixations
between trials with and without artifact reports with a Tukey test. For the RealLQ
condition, if artifacts were reported participants focused more on the face (p = 0.0142;
Meanreport = 5297.26, SEM = 495.89; Meannoreport = 860.0, SEM = 256.9). This
may indicate that the face was analyzed more as participants were looking for artifacts
previously encountered in the low-quality manipulations. For the SwapLQ condition,
trials with artifact reports show more fixations on the contours (p = 0.04; Meanreport

= 15531.3, SEM = 1121.56; Meannoreport = 9740.0, SEM = 2631.97) and mouth (p =
0.045; Meanreport = 11848.26, SEM = 663.48; Meannoreport = 8368.89, SEM = 1894.8).
This seems reasonable, as artifacts were reported often for these areas. The eyes are
not focused more in reported trials, even though they were as often reported to show
artifacts as the mouth region. Furthermore, participants generally looked less onto the
face for unreported trials, indicating that they missed artifacts while watching different
areas of the video (p = 0.000225; Meanreport = 3651.3, SEM = 352.98; Meannoreport =
7062.22, SEM = 911.96). In contrast, no significant difference between reported and
unreported trials is found for the SwapHQ condition (all p’s > 0.09). This is aligned
with the overall reduced number of reported artifacts.

Considering the distribution of fixations on nose, mouth, and eyes for SwapHQ
separately for reported and unreported artifacts, yields only a significance for artifact
reports (Welch’s F(2, 95) = 3.71, p = 0.028). This means, we can only detect a shift
in viewing behavior in trials where artifacts were reported consciously.

B.4.3 H3: Higher Detection Accuracy for Longer Videos

We formulated the directed hypothesis H3 stating that a video’s length and correct
assessment should be positively correlated as the amount of artifacts increases with the
length of face swaps. This is based on previous research stating that the duration of
stimuli affects both attention [Hinde et al. 2018, Egeth and Yantis 1997] and performance
on artifact detection [Min et al. 2014].

Therefore, we visualize the assessment accuracy of E2 based on the length of stimuli
in Fig. B.8. The plot shows that the overall recognition rate for original videos of
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Figure B.8: E2: Assessment accuracy (percentual) for all video durations for both datasets.
Error bars indicate the SEM. Please note, that FaceForensics focuses on short video clips
and therefore was not included in the 60 second stimuli.

both datasets is rather constant, while face swaps show slight variations. (Please note
that FaceForensics [Rössler et al. 2018] does consist of short clips under 60 seconds
and was therefore excluded from the condition with that length.) However, we find
no significant differences in correct assessments between the different video
lengths (Welch’s F(3,15.6) = 1.1, p = 0.379). This may indicate that participants
decide early whether a video is real or not.

As this was an interesting observation for us, we also decided to look into the eye
tracking data of E1 for different time spans. To investigate if there is a specific gaze
pattern early in the videos, we look at the fixations in the first 3, 5, 10, 30 and the full
60 seconds based on AOIs. The bias we found in the SwapHQ condition (see Sec. B.4.2),
where participants focused more on mouth and nose and less on the eyes, is present in
all of these time frames (RMANOVA 3s: F(2, 202) = 6.78, p = 0.002; 5s: F(2,195) =
5.2, p = 0.008; 10s: F(2, 189)= 5.64, p = 0.006; 30s: F(2, 176) = 4.02, p = 0.027; 60s:
F(2,175) = 3.56, p = 0.04). This indicates that the bias may be independent of
the video length.

B.4.4 H4: Recognition, Intensity and Sincerity Differences

Our fourth hypothesis (H4) is that the recognition accuracy of emotions and expressions
is the same for real videos and face swaps, however, the perceived intensity and sincerity
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Figure B.9: E3: Correct recognition percentages (left), intensity (middle) and sincerity
(right) rates, all averaged among participants and videos. Error bars represent the SEM,
the chance line for recognition is drawn in black, and the color legend is common to all
graphs.

differ.

For face swap videos, the face of a target is applied to a video of another individual,
while keeping the second person’s movements and facial expressions. Therefore, a general
goal of face swaps is to stay as close as possible to the targeted facial expressions in order
to convey the same message as the untampered video. Another area that focuses on how
the conveyed message is impacted by facial alterations is the stylization of videos. We
follow a well known analysis in this field and assess emotions and expressions by examining
the recognized emotion along with its perceived intensity and sincerity [Wallraven et al.
2007]. To check the results for significance, we use Welch’s ANOVA (as inhomogeneous
variances were detected by Levene) and do the post hoc analysis with Tukey tests with
Bonferroni-corrected p-values.

The first step is to look at how well our participants were able to recognize the
emotions and expressions and which of them were confused easily. Looking at the
overall recognition accuracy in Fig. B.9 (left), we see that participants were overall able
to recognize the emotions similarly between real videos and face swaps. We further
visualize the recognized emotions as heatmaps in Fig. B.10. As seen from these figures,
participants mainly confused clueless and thinking in both conditions. For face swaps,
there was also some confusion between disgust and sadness. During our analysis we find
that the recognition is significantly different in real and swap videos (Welch’s F(1,3778)
= 11, p = 0.000898). A post hoc test only reveals differences for recognising the emotion
disgust (p = 0.000028, MeanReal = 0.64, SEM = 0.04, MeanSwap = 0.40, SEM = 0.03).
This indicates that overall the recognition of emotions and expressions in face
swaps and real videos is similar.

Next, we perform the same analysis for the intensity and sincerity ratings of par-
ticipants as shown in the middle and right plot of Fig. B.9. As a first impression from
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Figure B.10: E3: Confusion matrices for the recognition of expressions in real (left) or
swap (right) videos. Rows index the shown expression while columns indicate the voted
ones.

these plots, real videos are generally rated with higher intensity and sincerity, however,
the assessments do not differ too strongly. Assessing the ratings between conditions
we do obtain a highly significant results for intensity (Welch’s F(1,3773) = 29.4, p =
0.0000000613) and sincerity (Welch’s F(1,3776) = 12.8, p = 0.000352). A post hoc test
reveals high significance for intensity ratings on clueless (p = 0.000005; MeanReal =
5.18, SEM = 0.16; MeanSwap = 4.46, SEM = 0.19) and disgust (p = 0.00004; MeanReal

= 5.56, SEM = 0.1; MeanSwap = 4.91, SEM = 0.1) and significance for surprise (p
= 0.04; MeanReal = 5.62, SEM = 0.11; MeanSwap = 5.32, SEM = 0.15). Differences
in sincerity ratings are significant for disagree (p = 0.025; MeanReal = 4.71, SEM =
0.09; MeanSwap = 4.31, SEM = 0.09) and thinking (p = 0.004; MeanReal = 4.59, SEM
= 0.1; MeanSwap = 4.18, SEM = 0.1). This indicates that certain emotions and
expressions are rated less intense and sincere in face swaps than in real
videos.

B.5 Discussion of Findings

In this section, we first answer our initial research questions formulated in the introduction.
Afterwards we discuss interesting observations, limitations and new ideas for future
research.

B.5.1 Answers to Our Research Questions

Based on our analysis, we are now able to address our initial research questions
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How is gaze behavior impacted by faces swaps? Can eye tracking be used to
detect facial manipulations? Our results indicate that viewing behavior is impacted
by face swaps. We find that fixations are more prominent on the nose and mouth than on
the eyes for high-quality face swaps in trials where participants reported artifacts. These
artifacts, however, do not necessarily lead the participants to asses a video as a face
swap. As eye tracking is easily measurable and integrable with common displays [Krafka
et al. 2016, Zhang et al. 2017, Guo et al. 2019], it could be a more reliable and less
intrusive substitute for self reports in the debunking of facial manipulations. As we find
significant differences within the distribution of fixations of high-quality face swaps, the
corresponding real video would not be necessary for the classification of a video as a
face swap.

Furthermore, we find that the location of artifacts in face swaps influences their
saliency. Especially artifacts on facial contours, which were reported less often than
artifacts on eyes and mouth, still influenced the fixation behavior. Additionally, we find
that artifacts are generally more fixated, when they are also reported by the participants
indicating that participants may consciously explore artifacts when they notice them.

Does the length of video clips influence participants’ assessment accuracy?
We find no significant difference in manipulation recognition even for clips as short as
three seconds. This contrasts our initial hypothesis as we assumed that longer videos
would give participants more time to explore the face and notice unnatural expressions
and artifacts. However, the results indicate that the conscious debunking of the video,
if to happen, occurs rather early and thus, the first impression has an impact on the
decision of participants.

Are conveyed emotions and the expressions different between face swaps and
genuine videos? While the recognition accuracy, as well as intensity and sincerity
ratings for emotions and expressions, are similar in both conditions, real videos generally
seem to obtain higher ratings. We further found significant differences for disgust,
surprise, disagree, and thinking which therefore do not match the target video. Despite
this, the assessment of emotions and expressions in face swaps already matches the
corresponding real videos surprisingly well. This indicates that face swaps are overall
able to convey the intended emotions and expressions making them even more powerful
but also potentially more dangerous.
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B.5.2 General Discussion

In the following we discuss interesting observations based on our data and analysis.

Discussion on the Fixation Distribution. We observe a nearly equal amount of
fixations on the eye, nose, and mouth regions for real videos and low-quality face swaps.
While eye tracking experiments for static images often found a higher number of fixations
on the eyes than on the mouth [Birmingham and Kingstone 2009], previous research
on facial videos suggest that the mouth is more often fixated if the actor is talking [Võ
et al. 2012, Lansing and McConkie 2003]. A high number of fixations on the nose can be
attributed to a central bias as participants tend to fixate on a region that allows them
to quickly change their attention to other areas [Hsiao and Cottrell 2008]. Thus, the
general distribution of fixations in our experiment aligns to previous research.

However, we do detect a difference in this distribution for high-quality swaps. Here
our participants looked less often on the eyes and instead focused more on the mouth
and nose. As the actors in the videos speak and therefore constantly move their mouth,
the increased focus on this area in high-quality face swaps may be further amplified by
unnatural movements which may not match those of natural speech. This mismatch
may trigger the interest of observers and lead to more fixations.

Quality of State-of-the-Art Face Swaps. Overall, the high-quality stimuli of the
PEFS dataset [Wöhler et al. 2020] were often mistaken for real videos in our experiment
focusing on the influence of video length (see Sec. B.4.3). They were reported to be
real nearly as often as the genuine videos (74% vs. 71%). This contrasts not only the
number of artifact reports in our eye tracking experiment (see Sec. B.4.1) but also the
realness assessment reported in the PEFS paper (Real 80%, Swap 65%) [Wöhler et al.
2020]. Therefore, the ratings of our participants are probably influenced by the varying
length and diversity of the stimuli. As this reduces the ability to successfully distinguish
between real videos and face swaps, it may also mean that in real world scenarios when
users are leisurely watching video clips from different sources and with varying length,
their ability to detect face swaps may be even further reduced. We believe that, soon, the
visual difference between original and manipulated videos will disappear, as classifiers
can directly be used to improve face swaps [Goodfellow et al. 2014]. Thus, it is crucial
to also discuss ethical and legal regulations on the handling of face swaps as they may
become ubiquitous.
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Conspicuousness of Face Swaps. In our experiments, we find several hints towards
conspicuous artifacts and features of face swaps. We highlighted some artifacts reported
by participants in Fig. B.3. To our surprise, the contour artifacts that appear when
the shapes of two faces do not match, were only seldom reported for high-quality
manipulations (3 out of 20 participants). In contrast, those seem to be a good cue for
low-quality manipulations, where 10 of the 20 participants noticed them. Additionally,
visible blur on the faces was often attributed to other types of manipulations like beauty
filters. Instead of clear artifacts, participants often discussed the unnatural movements
of eyes and mouth as noticeable for high-quality face swaps. Some even stated that
the eyes of face swaps seemed to be lifeless or suspected the actors to be blind. These
findings indicate, that for high-quality manipulations artifacts are less notable, however,
viewers can use behavioral cues like unnatural expressions to debunk face swaps.

In one of our experiments (E1), we did not inform the participants about the
manipulated videos or face swaps beforehand. However, we explained the manipulations
to them in a debriefing and asked them whether they knew about the concept of face
swaps and whether they had some suspicion towards this technique which they did not
mention before. During the debriefing, 11 of our 40 participants stated that they thought
some form of manipulation was applied to the videos but were not able to exactly tell
what kind of manipulation. Six other participants would not have suspected face swaps,
but rather thought videos were post-processed by techniques like beauty filters. All
other 23 participants did not suspect this level of manipulation or post processing and
rather attributed artifacts to the recording, limited video quality or compression. This is
interesting, as it shows how convincing face swaps are and that, even when participants
report artifacts, they usually do not assume to be confronted with a strongly manipulated
video.

Finally, even though the participants of the experiment were rather young and mostly
university students (including nearly 50% computer science students) eight of them
never heard about face swaps. This emphasizes not only the need to establish reliable
detection methods but also the urgency to educate people about possible manipulations
and modern face swapping techniques.

Observations on the Assessment of Emotions. Our findings from E3 do not
indicate a strong mismatch between intended and conveyed message in face swaps. The
assessment of participants is, however, not matching real videos for disgust, surprise,
disagree, and thinking. Previous research found that these expressions are some of the
ones relying the most on a perfect balance of rigid head motion, body language, and
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the coordinated movement of several facial areas. If either of these factors is slightly off,
the recognition rate drops instantly [Nusseck et al. 2008]. Current face swaps, therefore,
seem to reproduce the overall expressions of body and face correctly, however, the
balance between movements is not fully consistent to the original video, as some of the
micro-expressions do not transfer perfectly. This can impact the recognition as well as
intensity and sincerity impression for more complex expression.

Demographic Considerations. Eye tracking and emotion recognition literature
considers age-dependent factors [Abbruzzese et al. 2019, Isaacowitz et al. 2007, Murphy
and Isaacowitz 2010]. However, we assume young people are more likely to come into
contact and concern themselves with face swaps, making them a challenging demographic.
Nevertheless, a first analysis on participants’ background points towards familiarity
with technology not being a deciding factor for face swap recognition. Following that
line, it could also be interesting to analyze the impact of gender-based differences (e.g.,
[Man and Hills 2016]), to further extend our comprehension of gaze patterns on face
swaps. We refer the reader to the supplemental material for our preliminary research in
those directions (see Section B.7.4). Overall, fully analysing the effect of face swaps on
different demographic groups may be an interesting line for future work.

Limitations. Our main goal was to investigate differences between face swaps and
original videos, therefore, we used stimuli recorded in a controlled environment which
shows only one actor at a time in a seated pose and without audio. This way we could
make sure that the responses of our participants mainly stem from the face swaps
and that there was no distraction by other objects in the scene. However, real world
videos will only seldom be this restricted. In order to transfer our findings to real
world scenarios, further experiments focusing on more varied scenes could be conducted.
Possibilities for this include videos with unrestricted environments, free movements,
more than one person, or audio.

Furthermore, the participants throughout all our experiments are from a rather
young demographic. Therefore our results may not reflect the impact of face swaps on
society as a whole. As the stimuli of the used dataset only contain young actors [Wöhler
et al. 2020], the results may also be influenced by the age of the actors.

Actionable Insights. Current state of the art on forgery detection relies on specific
artifacts inherent to CNN-based generator models [Wang et al. 2020]. While currently
performing well, researchers foresee this changing in the near future, requiring new
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perspectives [Neves et al. 2020]. Humans excel in facial processing, thus we believe that
insights into the perception of face swaps can be a new perspective to detect forged videos.
Following our findings, we could use the gathered eye tracking data to design a face
swap classifier, similarly to frameworks for saliency prediction [Wang et al. 2019b, Čadík
et al. 2013, Judd et al. 2009]. Such a perceptually driven classifier could outperform the
human eye, being able to detect those artifacts on the pixel level. This is necessary as
face swaps are already very close to be visually indistinguishable from real videos.

B.6 Conclusion

In this paper, we investigated the perception of face swaps using three experiments. We
found that participants are able to recognize artifacts in state-of-the-art face swaps but
only seldom attribute them to manipulations when they are not previously informed
about them. Furthermore, we investigated eye tracking patterns and found significant
differences in fixation behavior, with participants focusing less on the eyes for high-
quality swaps. Interestingly, the length of video clips did not influence participants’
assessment accuracy. Finally, conveyed emotions and expressions in face swaps are
not yet completely indistinguishable from reality. However, these generated results are
already very close to be visually non detectable.

Our findings yield valuable insights towards better understanding the perceptual
differences between genuine and face-swapped videos. We found valuable indications
of physiologically measurable signals to debunk face swap videos that could assist and
guide future algorithmic detection tools.

As future work, it seems interesting to investigate whether our findings are also
applicable to other types of facial manipulation techniques and to assess familiarity
effects in face swap videos.

B.7 Supplement Material

In the following, we provide additional background information on the perception of
face-swapped videos, more details on the used stimuli and helpful extensions on the
analysis performed in the main paper.

This supplementary material is mainly provided for the convenience of the reader. It
has been designed to accompany the paper with the purpose of making the work more
self-contained.
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Experiment

E1 E2 E3

Video Quality HQ, LQ Mixed HQ

Stimuli 33 88 180

Trials 11 44 180

Participants 40 40 21

Nature of Eye Tracking, Forced-choice Recognition,

the Task Free Description intensity, sincerity

Location In situ Online Online

Table B.1: Overview of our experiments.

B.7.1 Example Stimuli

In our main paper, we evaluate three experiments with different numbers of stimuli and
participants as well as varying tasks as summarized in Tab. B.1.

In addition to the example for stimuli given in the paper, we include some additional
examples. Fig. B.11 shows three genuine frames along with their manipulated versions
from the FaceForensics dataset [Rössler et al. 2019]. Next, Fig. B.12 shows another
example of two face swaps from the PEFS dataset [Wöhler et al. 2020].

B.7.2 Additional Eye Tracking Analysis

A visualization of the fixations on areas of interest (AOIs) for all participants and videos
is given in Fig. B.13 as a saliency map.

General Eye tracking Statistics. We first look at general statistics of eye tracking
including the mean fixation duration, as well as the number of fixations, saccades, and
blinks over the whole videos. We find a highly significant difference in mean duration of
fixations between all four conditions (Welch’s F(3, 29042) = 21.66, p < 0.0000005). A
post hoc Tukey analysis with Bonferroni-corrected p-values indicates differences between
the conditions RealHQ (Mean = 454.65, SEM = 3.96) and RealLQ (Mean = 438.55,
SEM = 3.13) with p = 0.0068, SwapHQ (Mean = 474.28, SEM = 4.12) and SwapLQ
(Mean = 437.8, SEM = 2.89) with p = 0.026E-9, RealHQ and SwapHQ with p = 0.0006,
RealHQ and SwapHQ with p = 0.004, as well as RealLQ and SwapLQ with p = 0.008E-9.
We do not obtain significant results for the total amount of fixations, saccades, or blinks
(all p’s > 0.05).
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Figure B.11: Comparison of original (top) and manipulated (bottom) stimuli used from
FaceForensics [Rössler et al. 2019].

Figure B.12: Comparison of source (a), high-quality manipulation (b), low-quality
manipulation (c) and target (d) stimuli from the PEFS dataset [Wöhler et al. 2020]. The
top row shows one of the most convincing fakes according to the self reports from E1, while
the stimuli presented in the bottom row were reported for more noticeable artifacts.
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Figure B.13: Average heatmaps based on the fixations on the AOIs over all videos per
condition.

Fixation patterns in real videos. For experiment E1, the stimuli of the RealHQ
and RealLQ conditions are exactly the same, therefore, differences in viewing behavior
would stem from a bias by the manipulated stimuli. To analyze this, we perform a
Tukey test with Bonferroni-corrected p-values between the fixation times for all pairs of
areas. We can see that there is a slight difference between RealHQ and RealLQ in the
contour region in Fig. B.14 and also found significant differences in viewing behavior
(p = 0.015; MeanRealHQ = 10875.92, SEM = 1043.7; MeanRealLQ = 15051.03, SEM =
1284.47). This indicates that the viewing behavior of the real videos is slightly biased
by the different, contrasting manipulations matching previous findings focusing on facial
images [Bombari et al. 2009].

B.7.3 Confusion Matrices for the Recognition of Emotion

In our main paper, we only include a heatmap visualization of the recognition of emotions.
The table containing the full data can be found in Tab. B.2, with the top row illustrating
the results for real videos and the bottom part corresponding to the face swaps.
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Figure B.14: Mean fixation times per area of interest with the standard error of the mean
from E1.

B.7.4 Demographic Analysis of Our Experiments

Here we perform an exploratory analysis on demographic differences in the data of these
experiments.

Experiment E1. We first look at the gender differences in E1 for eye tracking patterns.
We find that gender has an influence on the accumulated fixation durations between
all conditions for the contour (Welch’s F(1, 394) = 11.39, p = 0.0008) and the mouth
(Welch’s F(1, 438) = 6.43, p = 0.012). Thereby, male participants look more at the
facial contours and less on the mouth. A Tukey post hoc test shows that contour
fixations are significantly more common for men in the SwapHQ condition (p = 0.045;
Meanm = 13000.82, SEM = 1480.9; Meanf = 9351.48, SEM = 1093.79). Looking at
the background of our participants, we notice that most woman are from psychology
and most men from computer science, so we also check the above, based on the course
of study instead of gender. Comparing fixation patterns between psychologists and
computer scientists again reveals differences in mouth fixations between all conditions
(Welch’s F(1, 346) = 6.54, p = 0.011) and in the SwapHQ condition (Tukey p = 0.017;
MeanP = 17012.26, SEM = 1262.24; MeanC = 12487.37, SEM = 1171.01). While
these results show that there are demographic differences in the eye tracking data, we
cannot clearly assess whether they originate from the gender of participants or their
professional background.

Next, we investigate if there are differences in artifact reports in E1 based on Welch’s
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% Agr Ang Clu Disa Disg Hap Neu Sad Sur Thi

Agr 67.7 2.1 1.1 2.1 0 6.3 15.9 1.1 1.1 2.6

Ang 7.9 53.4 0.5 9.5 0.5 9.5 4.8 1.6 12.2 0

Clu 4.2 2.6 27 7.9 2.1 2.6 6.3 1.6 10.1 35.4

Disa 2.1 4.2 4.8 50.8 6.3 11.6 9.5 0.5 7.4 2.6

Disg 0 1.1 5.3 5.8 64 0.5 0.5 14.3 8.5 0

Hap 4.8 0.5 1.1 0 0 75.7 1.1 0 16.9 0

Neu 9.5 1.6 1.6 1.6 0 9 67.2 1.6 1.1 6.9

Sad 13.2 3.7 6.3 5.3 1.6 0.5 25.4 22.8 3.7 17.5

Sur 21.7 3.2 3.2 2.1 0.5 11.1 4.2 1.1 49.7 3.2

Thi 5.8 0.5 11.6 2.6 0 2.1 11.1 2.6 1.1 62.4

% Agr Ang Clu Disa Disg Hap Neu Sad Sur Thi

Agr 68.8 0.5 1.6 1.1 0 3.7 14.8 1.6 0.5 7.4

Ang 9 47.1 0.5 15.3 2.1 7.9 7.9 1.1 7.9 1.1

Clu 6.9 1.1 21.7 4.8 1.6 2.1 7.9 3.2 10.6 40.2

Disa 5.8 1.1 7.4 45 2.1 10.6 10.6 2.1 9.5 5.8

Disg 0.5 2.6 7.9 6.9 40.2 1.1 2.6 19.6 17.5 1.1

Hap 6.9 0.5 1.1 0.5 0 75.1 0 0 15.9 0

Neu 6.9 1.1 1.1 0.5 0 16.9 63 0 2.1 8.5

Sad 12.7 0 2.6 3.2 3.7 0.5 25.4 27 5.3 19.6

Sur 24.3 0 1.6 1.6 0 10.1 10.6 3.7 43.4 4.8

Thi 68.8 0.5 1.6 1.1 0 3.7 14.8 1.6 0.5 7.4

Table B.2: Confusion matrix for the recognition percentage among videos and participants
(top: real, bottom: face swaps). Columns index the shown expression while rows indicate
the voted ones. (Agree [Agr], Anger [Ang], Clueless [Clu], Disagree [Disa], Disgust [Disg],
Happiness [Hap], Neutral [Neu], Sadness [Sad], Surprise [Sur], Thinking [Thi]).

ANOVA analysis, see Tab. B.3. There are no significant differences in reported trials
between genders (F(1, 1732) = 0.59, p = 0.44). However, we do find significant differences
in the reported trials between psychology and computer science students (Welch’s F(1,
1124) = 10.25, p = 0.001). A post hoc corrected Tukey test further shows significance
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Condition Group Accuracy SEM

HQ

Real

All 0.80 0.04

Computer Science 0.85 0.01

Psychology 0.78 0.01

Female 0.75 0.01

Male 0.84 0.01

Swap

All 0.44 0.05

Computer Science 0.39 0.02

Psychology 0.50 0.01

Female 0.54 0.02

Male 0.33 0.02

LQ

Real

All 0.93 0.02

Computer Science 0.91 0.01

Psychology 0.93 0.01

Female 0.93 0.01

Male 0.93 0.01

Swap

All 0.83 0.04

Computer Science 0.67 0.02

Psychology 0.92 0.01

Female 0.83 0.01

Male 0.84 0.01

Table B.3: Accuracy values for correct identification of real videos and swaps for each
condition and for different participant groups.

for the conditions SwapHQ (p = 0.012; MeanP = 50.0; SEM = 2.84; MeanC = 39.47,
SEM = 3.56) and SwapLQ (p = 0.000000031; MeanP = 92.72; SEM = 1.57; MeanC =
67.65, SEM = 3.6).

From our analysis, we could infer that there are demographic differences in the
viewing behavior and identification of face swap videos. While we generally would have
expected computer scientist to be more used to technical terms and video quality, they
reported artifacts less often than psychologist and also had an overall lower assessment
accuracy. One possibility for this is that psychologist may be more used experiments,
therefore expecting to report in about 50% of trials.
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Figure B.15: Correct recognition percentages (left), intensity (middle) and sincerity (right)
rates, all averaged among gender and videos. Error bars represent the SEM and the color
legend applies to all plots.

Overall, we were not able to clearly determine whether these differences stem from
the gender of participants or their previous knowledge as most of our female participants
were from a psychology background and most male participants from a computer science
background.

Experiment E3. Finally, we analyze the data from E3 on gender based differences,
see Fig. B.15. We use Welch’s ANOVA to check for rating differences between female
and male participants and find significance for recognition (F(1, 3746) = 5.89, p = 0.015)
and sincerity (F(1, 3747) = 7.11, p = 0.008) and high significance for intensity (F(1,
3775) = 11.89, p = 0.0005). A post hoc Tukey test further points towards differences
on the rating of real videos for recognition (p = 0.0192; Meanm = 56.89, SEM = 1.67;
Meanf = 51.51, SEM = 1.59) as well as for real (p = 0.026; Meanm = 4.9, SEM =
0.043; Meanf = 4.76, SEM = 0.044) and swap videos (p = 0.0074; Meanm = 4.68, SEM
= 0.042; Meanf = 4.52, SEM = 0.043) for intensity. There is no further significance for
sincerity (all p’s > 0.05).

Research on emotional facial expressions has traditionally assigned females an advan-
tage in emotion recognition (see e.g., [Hall and Matsumoto 2004]). In contrast, in our
results, female performed worse at expression recognition, and reported less intense and
sincere rates. However, further studies considering multi-modal communication, such as
the work of Lambrecht and colleagues [Lambrecht et al. 2014], attribute gender differ-
ences not to the visual but to the audio channel, where females outperformed males in
recognition accuracy. On the same line, Demenescu et al. [Demenescu et al. 2014] further
proposed the higher female performance to be age- and stimulus modality-dependent.
Given that our stimuli belong solely to the visual sensory modality, any expected ad-
vantage could have been taken away from our female participants. Furthermore, it has
been proposed that we seem to recognize our personal demographic best [Robinson et al.
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2020], thus, the imbalanced number of female actors in the stimuli could also have given
a disadvantage to that sector of our population.

For future research, it may be interesting to further focus on demographic differences
in the perception of face swaps as this may give insights into which parts of the population
are specifically susceptible to being fooled by maliciously manipulated videos.

Discussion of Demographic Differences. From our analysis, we could infer that
there are demographic differences in the viewing behavior and recognition of face swap
videos. While we generally would have expected computer scientist to be more used to
technical terms and video quality, they reported artifacts less often than psychologist
and also had an overall lower assessment accuracy. This could be due to psychologist
being more used to these kind of experiments, therefore expecting to report in about
50% of trials. Overall, we were not able to clearly determine whether these differences
stem from the gender of participants or their previous knowledge as most of our female
participants were from a psychology background and most male participants from a
computer science background.

Research on emotional facial expressions has traditionally assigned females an advan-
tage in emotion recognition (see e.g., [Hall and Matsumoto 2004]). In contrast, in our
results, female performed worse at recognition, and reported less intense and sincere rates.
However, further studies considering multi-modal communication, such as the work of
Lambrecht and colleagues [Lambrecht et al. 2014], attribute gender differences not to
the visual but to the audio channel, where females outperformed males in recognition
accuracy. On the same line, Demenescu et al. [Demenescu et al. 2014] further proposed
the higher female performance to be age- and stimulus modality-dependent. Given that
our stimuli belong solely to the visual sensory modality, this could have removed any
expected advantage from our female participants. Furthermore, it has been proposed
that we seem to recognize our personal demographic best [Robinson et al. 2020], thus
the imbalanced number of female actors in the used stimuli, could also have given a
disadvantage to that sector of our population.

For future research, it may be interesting to further focus on demographic differences
in the perception of face swaps as this may give insight into which parts of the population
are specifically susceptible by maliciously manipulated videos.
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C Automatic Generation of Customized Ar-
eas of Interest and Evaluation of Observers’
Gaze in Portrait Videos

We present a novel framework for the evaluation of eye tracking data in portrait videos
including the automatic generation of customized areas of interest (AOIs) based on
facial landmarks. In contrast to previous work, our framework allows the user to flexibly
create AOIs by grouping the detected landmarks. Moreover, their shape and size can be
modified to better fit both the research question and the precision of the eye tracker. The
framework can be used as an integrated solution to not only generate AOIs but also to
evaluate viewing behavior like the overall fixation times, the similarity of scanpaths, and
the number of saccades between AOIs. Other functionalities include the visualization of
gaze paths and the creation of heatmaps. We demonstrate the benefits of our framework
and user-defined AOI layouts via an exemplary application, i.e., the investigation of face
swapping artifacts.

Leslie Wöhler, Moritz von Estorff, Susana Castillo, and Marcus Magnor
Computer Graphics Lab, TU Braunschweig, Germany

Conference paper published in ACM Symposium on Eye Tracking Research & Applications
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Figure C.1: Exemplar functionalities of the proposed framework. (a) Calculated facial
landmarks. (b) Exemplar user-defined AOIs based on the landmarks. (c) Average heatmap
over all viewers based on the facial landmarks. (d) Exemplar scanpath visualization for one
viewer.

C.1 Introduction

Eye tracking enables researchers from different backgrounds to gain insights about
human perception. The communities of computer graphics and vision can benefit from
this technology to analyze how new image or video manipulation methods impact
people’s viewing behavior. This way, the conspicuousness of artifacts can be assessed by
investigating whether viewers directly look at them [Engelke et al. 2016, Tauscher et al.
2017, Wöhler et al. 2021]. This is especially valuable for portrait videos, as humans
are highly specialized in recognizing and analyzing faces [Mehrabian 2008, Rousselet
et al. 2003] and may effortlessly notice modifications which are not easily measurable
by standard error metrics. Therefore, an assessment based on eye tracking can aid
researchers in identifying shortcomings of current technologies and further increase the
perceptual realism on facial modification techniques like aesthetic enhancement of faces
or face swapping.

A common approach to evaluate eye tracking data is to assess the gaze of viewers
based on areas of interest (AOIs) [Holmqvist et al. 2011, Võ et al. 2012, Scott et al. 2019].
These are used to assign a semantic meaning to image regions and decouple them from
their pixel positions (see Fig. C.1 (b)). During the analysis, all fixations that fall into
one of these areas are grouped and jointly evaluated. Thereby, it becomes easy to assess
both the attention of viewers as well as salient features, even across stimuli. While AOIs
can be generated by manually labeling images, this quickly becomes infeasible for videos
as every frame needs to be annotated. Automatic AOI generation tools can be used to
speed up the annotation process. Current systems are designed for perceptual research
on facial recognition and processing, therefore focusing only on the creation of AOIs for
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the eye, nose and mouth regions [Hessels et al. 2018a, Baltrušaitis et al. 2016]. However,
this is not sufficient for the analysis of facial modification techniques as artifacts may be
introduced at other facial areas like the facial contour or the cheeks.

In this paper, we propose an out-of-the-box eye tracking evaluation framework
specifically designed for portrait videos which includes the automatic generation of AOIs.
In contrast to previous work, our framework enables users to freely adjust the size and
form of AOIs based on detected facial landmarks. Thereby, the resulting AOIs can
be matched to the task, e.g., the location and size of anticipated artifacts as well as
the accuracy and precision of the used eye tracker [Holmqvist et al. 2011, Orquin and
Holmqvist 2018].

Additionally, our framework can be used as an integrated solution not only for the
creation of AOIs but also for the analysis of eye tracking data. It can, for example,
calculate statistics including the overall dwell time per AOI, the number of saccades
between pairs of AOIs, and also includes three scanpath comparison algorithms. Every
step of the analysis can be performed for the complete video or only for user-defined
time intervals, which is a valuable option to isolate specific video content or artifacts.
The framework can further create different visualizations. Heatmaps based on the facial
landmarks offer a quick and intuitive visualization to compare gaze between different
viewers, videos, or time frames. Together with visualizations of the AOIs and viewer’s
gaze, they can aid researchers in choosing data-specific AOI configurations, e.g., whether
to include AOIs for the cheeks or the jaw, or to split AOIs for the eyes and eyebrows.

We demonstrate the advantages of our framework by analyzing eye tracking data on
a current facial manipulation technique. We invite participants to an experiment where
we record their eye movements while they freely watch face swap videos from a validated
and partially annotated database, which has been specifically designed for perceptual
experiments, the PEFS dataset [Wöhler et al. 2020]. We show how our framework can
be used to create and evaluate different AOI configurations and how it can analyze
gazing behavior and the occurrence of artifacts. The results illustrate the advantages of
customized AOI configurations and highlight how they affect the ability to investigate
gaze behavior and artifacts.

Overall, our out-of-the-box eye tracking analysis framework offers the following
functionalities (see Fig. C.1):

– Automatic AOI generation based on facial landmarks with high flexibility for the
definition of the groups and shapes of AOIs.
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– Various analysis techniques including fixation distributions and durations, saccades
between AOIs, and scanpath comparisons.

– Different visualizations for an easy and quick assessment of the data, gaze paths,
and AOIs.

We will make the source code of our framework publicly available:
https://graphics.tu-bs.de/publications/wohler2022automatic

C.2 Related Work

In this section we briefly discuss previous work on the detection of artifacts using eye
tracking, as well as other frameworks used to analyze gaze in portrait videos.

C.2.1 Artifact Detection Using Eye Tracking

The application of eye tracking has a long history in facial recognition and processing
research [Mertens et al. 1993, Janik et al. 1978]. It has been applied to investigate
various areas like gazing differences between genders [Man and Hills 2016], the impact
of familiarity with the shown face [Althoff and Cohen 1999, Van Belle et al. 2010], or
the response to emotions displayed on a face [Eisenbarth and Alpers 2011, Calvo and
Nummenmaa 2009, L. J. Wells and Rotshtein 2016].

Lately, eye tracking has also been used to assess artifacts in videos and analyze the
quality of facial manipulation techniques. Several works found that artifacts attract
the gaze of observers and that the conspicuousness of artifacts can be assessed by
investigating whether viewers directly look at them [Engelke et al. 2016, Tauscher
et al. 2017, Čadík et al. 2013, Castillo et al. 2011]. Further, it has been established
that artifacts influence the eye movements and gaze durations for faces distorted by
artifacts [Bombari et al. 2009].

With the rise of face swapping and facial reenactment techniques, it has been
suggested to use the high specialization of human facial processing to detect manipulated
video content. In this line of research it was found that gaze patterns differ between
observing genuine or deepfake videos [Gupta et al. 2020]. Furthermore, an AOI-based
analysis was used to investigate gazing patterns in face swap videos [Wöhler et al. 2021]
which revealed changes in fixation distribution between real and modified videos. To
aid researchers in these fields, we introduce an out-of-the-box eye tracking framework
including customized AOI generation, analysis techniques, and visualization options for
portrait videos.
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C.2.2 Eye Tracking Analysis Frameworks for Portrait Videos

Early frameworks for automatic facial AOI generation used Haar features to detect the
eyes, mouth, and nose in portrait videos [Bennett et al. 2016]. As this first approach was
still prone to outliers, following research restricted AOI positions to the specific layout
of facial geometry to improve their placement [Duchowski et al. 2019]. Hessels et al.
introduced the idea to use facial landmark detection for automatic AOI generation [Hessels
et al. 2018a]. They built upon previous work, which computed 68 facial landmarks
and chose subsets of those for eyes, nose, and mouth [Baltrušaitis et al. 2016]. By
approximating the form of the corresponding facial regions with Voronoi tessellation, the
generated AOIs achieved the same quality as a previous semi-automatic approach [Hessels
et al. 2018b].

All of these methods enable the automatic extraction of AOIs for videos, however,
they only consider the eye, nose, and mouth regions as usually only these are considered
for facial processing research [Mertens et al. 1993, Birmingham and Kingstone 2009]. This
assumption was empirically proven by Hessels et al. who show that when performing free-
viewing tasks over natural faces, people only fixate on a series of sparse features [Hessels
et al. 2016]. Furthermore, Hooge and Camps proposed to use large AOIs to increase the
robustness to noise [Hooge and Camps 2013]. However, facial manipulation techniques
may create salient artifacts at arbitrary positions on the face, making it necessary to
be able to adjust the configuration of AOIs including their size, forms, and the covered
regions. Therefore, our framework allows the definition of customized AOIs.

C.3 Framework Overview

Our framework allows users to define custom AOIs with an interactive tool. These can
be applied to arbitrary portrait videos based on detected facial landmarks. Afterwards,
the user can evaluate the data and generate visualizations on the AOIs within the
framework.

C.3.1 AOI Generation

One of the core functionalities of our framework is the generation of user-defined AOIs
to approximate facial areas. This allows the user to analyze the viewing behavior
across different videos and actors as fixations can be grouped by AOIs. To enable easy
customization of the AOIs by the user, we decided to use facial landmark detection.
This way, the user can flexibly group landmarks to create AOIs matching their intended
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Figure C.2: Interactive generation of AOIs: Our framework includes a tool that easily
enables users to define their own AOI layouts. After adding a new grouping, users can define
the AOIs by clicking on the desired landmarks and choosing which type of approximation
to use. Additionally, padding can be defined for each AOI to enlarge the area and easily
adapt to noise in the eye tracking data.

research task. The definition of AOIs can either be done by editing a configuration file
or using an interactive tool. While the configuration file allows fast editing of AOIs
for users with knowledge of facial landmarks and their IDs, the visual tool is easy to
work with and efficiently visualizes AOIs shapes and layouts, see Fig. C.2. During
the AOI definition, the user can define the shape used to cover the landmark groups
from circles, lines or polygons and select the desired size of the resulting AOI. It is
further possible to approximate the landmarks by a convex hull, which easily enables the
creation of AOIs for the full face or inner areas like the cheeks. This allows full flexibility
to generate exactly the AOIs needed for the task. The usage of the tool is illustrated in
the accompanying video (https://graphics.tu-bs.de/publications/wohler2022automatic).

To create the AOIs, our framework first calculates facial landmarks for every frame.
We currently use the detector of Dlib [King 2009] to extract 68 facial landmarks, see
Fig. C.1 (a). However, the design of our framework is flexible enough to substitute this
detector with other approaches if different landmarks are desired or improved techniques
are introduced. Afterwards, we apply the user-defined AOI configuration and apply it
to the current frame in order to analyze the fixation data.

Moreover, it is possible to use Voronoi tessellation as proposed by previous work [Hes-
sels et al. 2016]. For this, we use the same facial landmarks as central points as suggested
by a previous automated AOI detection framework [Hessels et al. 2018a] with a user-
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defined radius. This enables for an easy comparison to previous research which used
this technique. In addition to the facial AOIs, static AOIs can be freely defined in the
video, which can be useful to evaluate background elements with fixed positions. In
cases of overlapping AOIs (e.g., due to face rotations), the fixation will be assigned to
the first defined AOI among the overlapping ones, following the definition order used in
the visual tool or configuration file.

C.3.2 Analysis of Viewing Behavior

Our framework contains diverse functionalities to directly assess the viewing behavior
of participants and analyze their gaze. Using the defined AOIs, the framework can
calculate how much time a viewer spends looking at each AOI. This can be used to see
which facial areas were most important to the observer or to analyze changes in viewing
behavior for different conditions (e.g., original vs. modified video). As this metric is
based on the AOIs and therefore independent of pixel positions, it is easy to compare
any change on fixation times on facial areas between videos. Additionally, our framework
allows to analyze changes in the focus of the participants by calculating fixation shifts
between AOIs.

We further include different scanpath algorithms in the framework, which can be
used to estimate the similarity of the viewing behavior between participants. In contrast
to only analyzing the overall distribution of fixations, these take the sequence of fixations
into account. Our framework provides three different methods for scanpath analysis:
(1) The Mannan distance [Ruddock et al. 1995, 1996], which uses raw fixation data and
estimates whether fixations between two scanpaths occur in the same area. (2) The vector
based similarity measure [Jarodzka et al. 2010], which can use either fixation positions
or fixation duration to compute the similarity between gaze data. (3) The Levenshtein
distance [Levenshtein 1966], which compares the order of fixations in consideration of
the defined AOIs. Therefore, the Levenshtein distance can also be used to compare
viewing behavior between videos.

Overall, we designed our framework in a modular way, that allows researchers to
extend it with implementations of additional evaluation algorithms.

C.3.3 Visualization

In order to help the users decide on a suitable AOI layout, our framework contains
different visualization options including the visualization of the chosen AOIs, scanpaths,
and heatmaps.
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While our interactive tool for the definition of AOIs visualizes the chosen configuration
based on the facial landmarks, it is also possible to overlay the AOIs on a video or
image, as seen in Fig. C.1 (b). Seeing how the AOIs look like when applied to the
video data, can further clarify the resulting AOI positions. Furthermore, the user can
define a scanpath length and include the last fixations in this visualization, see Fig. C.1
(d). With this combination, users can easily assess whether the chosen AOIs meet their
requirements and how the gaze of viewers shifts while watching the video.

To enable a quick visual estimation on the distribution of fixations in the video, the
importance of facial areas and general trends in the data, our framework supports the
creation of heatmaps (Fig. C.1 (c)). In order to allow a comparison between videos,
the heatmaps consider the fixations in relation to the position of the facial landmarks.
Our framework can calculate heatmaps for single videos or participants as well as the
averaged heatmaps over sets to visualize the viewing behavior.

C.3.4 Data Processing

Input data. Instead of working on raw eye tracking data, we designed our framework
to work on eye tracking fixation data. The data handed to the framework must consist
of x and y coordinates as well as start and end time for the each fixation. Such fixation
data is directly produced by common eye trackers (e.g., PupilLabs, Tobii, EyeLink).
The framework is therefore independent on the used eye tracker and fixation detection
algorithm. It can load data from .xlsx, .xls and .csv files. Before analyzing the data,
our framework offers the possibility to perform drift correction of the data based on
specified trials.

Usage of the framework. As a first step, the user can use the aforementioned
visual tool to generate their custom AOIs or use a configuration file to reuse previously
defined AOIs. The detection of facial landmarks as well as the execution of evaluation
algorithms is done via the command line. Hereby, the user can flexibly choose which
videos and eye tracking data shall be loaded. Additionally, it is possible to perform
each computation independently, e.g., instead of detecting facial landmarks in a video,
the user could load pre-computed AOI fixation data and directly calculate a scanpath
comparison or visualize the heatmap of the fixation data. Parameters like the length of
the visualized scanpath or start and end frames for computations can be defined during
the calls on the command line.

Output data. The framework can output all generated data, like the dwell times
per AOI or the number of saccades between AOIs, to .csv files. This way, the user can
proceed with the analysis in their preferred statistic frameworks or coding environments.
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Furthermore, the user-defined AOIs are saved in a configuration file. This file can not
only be used within our framework, but also contains annotations on the facial landmarks
and padding for each AOI, so that researchers can review the dimensions of the resulting
AOIs.

C.4 Evaluation

In this section, we first discuss the quality of automatically generated AOIs based
on facial landmark detection. Next, we apply our framework on the task of artifact
detection in manipulated videos and illustrate the benefits of user-defined AOIs. Finally,
we conclude the section with a performance evaluation of the framework.

C.4.1 Accuracy of Automatically Generated AOIs

Our framework generates AOIs by assigning detected facial landmarks to groups and
covering these groups by shapes like lines or polygons (see Fig. C.2). Therefore, the
accuracy and robustness of the resulting AOIs depends solely on the quality of the
detected facial landmarks.

In general facial landmark detection techniques achieve high accuracy [Wang et al.
2018] and previous work found that automatically generated AOI layouts using modern
facial landmark detection achieve the same placement accuracy as semi-automatic
approaches [Hessels et al. 2018a]. An example of the robustness of AOIs generated by
our approach can be found in the supplemental video. Furthermore, new methods for
facial landmark detection are regularly proposed increasing the robustness in challenging
scenarios like lighting changes, occlusions, and facial deformations [Feng et al. 2020,
Iranmanesh et al. 2020, Jin et al. 2021]. Our framework is designed flexible enough to
exchange the currently used facial landmark detector with newer and even more robust
methods.

In case no face is detected in a frame, the user is notified and no AOIs are created.
As this can be the case for occlusions or simply video sequences without actors, we
report these fixations to occur outside of the face. For the experiments discussed in this
paper, we were able to retrieve facial landmarks and generate AOIs for all frames.

C.4.2 Analysis of Eye Tracking Data Based on AOIs

To both exemplify and prove the capabilities of our framework, we analyze the gaze of
viewers watching face swap videos. In face swap videos, the facial appearance of a person
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Figure C.3: Visualization of face swaps. (a) A frame of a face swap with highlighted
visible artifacts. As the face of original and imitated person are merged, overlapping effects
may be introduced at the facial contours. Furthermore, a slight color mismatch is visible at
the forehead. (b) Visualization of the two last fixations for all participants on the same
frame. (c) Heatmap averaged over all participants and videos for unmodified stimuli. (d)
Heatmap averaged over all participants and videos for face swaps.

is exchanged with another person, while keeping the original movement and expressions.
This technique was found to introduce artifacts at several facial regions including the
eyes and the facial contours (e.g., overlapping facial contours of the two actors or highly
blurred areas) [Wöhler et al. 2020, Wöhler et al. 2021], see Fig. C.3 (a). Towards our
goal, we first gather eye tracking data of participants watching videos modified by a
current face swapping method and the corresponding genuine versions. Afterwards we
analyze the obtained data using our framework to assess how customized AOIs can
benefit users at detecting differences between the video conditions.

Gathering Eye Tracking Data. We use a subset of videos from the PEFS
dataset [Wöhler et al. 2020] as stimuli and gathered eye tracking data for them. This
validated face swapping dataset has been specifically designed for perceptual experiments
and contains genuine portrait videos and their corresponding face swaps taken in front
of a uniform background, making it eligible for eye tracking experiments. In order to
evaluate how our framework can help to detect artifacts introduced by the modification,
we choose four face swaps that were annotated as containing visible artifacts as well as
their genuine counterparts.

We gather eye tracking data using an EyeLink 1000 eye tracker by SR Research
Ltd. with a sampling frequency of 1000 Hz. It is placed at 65 cm distance to the
participant and records monocular tracking of their right eye. During the experiment,
the participant was seated in a semi-dark room and was asked to place their head on a
chin rest. The videos are played on a 47-inch screen (100 Hz, 1920× 1080 pixel) at a
distance of 90 cm from the chin rest. We used 9-point calibration and drift correction
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between trials. We conduct a free-viewing tasks and play the videos in random order.
The participants are not informed about the face swaps before the experiment and see
each video only either in the original or modified version (between-subjects design).

We obtain eye tracking data from 20 participants (10 female). Their ages are between
18 and 35 with an average age of 23.85. All participants have normal or corrected to
normal vision and are university students. They either receive one course credit or 10e

for their participation.

Assessing the Data using Visualization Techniques. We used our framework
to generate visualizations of the shifts between fixations. For every frame, we directly
draw the last fixation (marked as a circle) and a vector pointing to the new fixation
for all participants (one color per participant). This allows us to gain a fast visual
impression of the obtain eye tracking data. We noticed that participants first observed
the main facial features (i.e., eyes, nose, and mouth) but after around 30 seconds of the
video play they started looking more at other facial areas and artifacts. In Fig C.3 (b),
an exemplary video frame at 34 seconds is shown with the visualized data. At this
moment, many of the participants were looking at the facial contours, which contain
visible artifacts as shown in Fig. C.3 (a) and are annotated consistently in the PEFS
dataset [Wöhler et al. 2020]. Afterwards, we generated averaged heatmaps over all
participants for the real and face swap videos as shown in Fig. C.3 (c) and (d). Even
though there were some fixations on the facial contours in the videos, the heatmaps are
very similar between both conditions. This may be due to the fact that participants
spent the first half of the video looking more on the eyes, nose, and mouth. Based on
these visualizations, we would like to assess whether or not the fixations on the facial
contour are significantly increased for face swap videos.

Comparison of AOI Layouts. In contrast to previous work, our framework allows
the customized definition and generation of AOIs. Therefore, they can be designed in
consideration of the research question and eye tracking data. We start our evaluation
with a comparison of four different AOI configurations highlighting how the choice of
AOIs impacts the ability to see trends in the eye tracking data.

The four AOI layouts we choose are visualized in Fig. C.4. First, we want to discuss
these configurations in more detail. The left configuration recreates the Voronoi-based
AOI layout proposed by a previous framework [Hessels et al. 2018a]. Their framework
is able to automatically extract AOIs of portrait videos, but is limited to this layout
which only includes eyes, nose and mouth (AH). As proposed by their paper, a central
point for each AOI is chosen and fixations within a radius of 4 degrees around this point
are assigned to the AOIs. This creates large AOIs which are especially robust to noisy
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Figure C.4: Visualization of different AOI configurations. (a) AOIs using Voronoi
tessellation based on previous work [Hessels et al. 2018a] (AH). (b) AOIs for eyes, mouth,
and nose approximated by polygons (AS). (c) Finer AOIs including the facial contour
and the eyebrows represented by lines (AF ). (d) AOIs focusing on covering all facial areas
including the chin and cheek region using convex hulls (AA).

data. The second AOI configuration is a more precise version of the same AOIs using
polygons and lines to approximate the facial features (AS). This representation can
give better insights into the viewing behavior if the eye tracking setup has the necessary
accuracy and precision. Next to these configurations which use the classical AOI layout
of eyes, nose, and mouth, we also include two configurations which further separate
facial areas. This allows to also investigate the saliency of other facial areas, which may
be impacted by artifacts from facial manipulation techniques. We define the AOI layout
AF which includes the general face area, separates the eyes and eyebrows, and includes
the facial contour - which was reported to be an area affected by artifacts in face swap
videos [Wöhler et al. 2020]. Finally, we apply AOI configuration AA which divides the
face area outside the eyes, nose, and mouth further by including a cheek and a chin area.
Moreover, we use one AOI for the outer facial contour and one for the forehead. The
generation of those more detailed AOIs layouts is not possible with previous frameworks
and requires customized AOIs. The face detector utilized in our framework was able to
extract landmarks for every frame in the input videos and could therefore also create the
defined AOIs for every frame. Overall, these visualizations illustrate how our framework
is able to generate differing AOI layouts.

As a next step, we evaluate the eye tracking data to compare the four AOI configu-
rations. We calculate the dwell time per AOI and export the data from our framework.
Afterwards we plot the average times participants spent looking at each AOI, at areas
outside the AOIs (NONE) and lost data during the eye tracking recording (LOST)
together with their standard error of the mean (SEM) in Fig. C.5. As expected, the
fixations assigned to each area vary based on the AOI configuration. The AH configura-
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Figure C.5: Mean dwell times on each AOI comparing the four AOI strategies. NONE
indicates fixations outside of the AOIs, LOST denotes missing eye tracking data. Error
bars indicate standard error of the mean (SEM).

tion assigns more fixations to the mouth and eyes which is due to the rather large AOIs
compared to the other finer layouts. While this is preferable for noisy eye tracking data,
it may falsely contribute fixations to the eyes and mouth for more accurate data. This
difference can be seen in the configuration AA which distinguishes between fixations
directly on the eyes and the surrounding cheek region. Further, even though the jaw is
not represented as an AOI in previous frameworks, including it in AF and AA reveals
that participants look at the facial contours often. The same can be seen for the forehead
region. This indicates that the contour region can be salient for the viewer in the used
face swap videos.

We assess the differences between the AOI configurations with a Welch ANOVA as the
assumption of homogeneity of variance was violated (Levene). Testing the AOIs between
the configurations points towards significant differences (F (3, 260) = 26.18, p < 0.001).
A post-hoc Tukey test reveals that the main differences lie in the eye and mouth regions
between AH and the other configurations (Eyes: pAAAH

< 0.001, pAFAH
< 0.001,

pASAH
< 0.001; MeanAH

= 20621, SEM = 1626.2, MeanAS
= 5805, SEM = 798.16,

MeanAF
= 5059, SEM = 699.84, MeanAA

= 4563, SEM = 709.65; Mouth: pAAAH
<

0.001, pAFAH
< 0.001, pAHAS

< 0.001; MeanAH
= 15916, SEM = 1566.72, MeanAS

=

8581, SEM = 798.34, MeanAF
= 8528, SEM = 792.94, MeanAA

= 6725, SEM =

683.05). This stems from the larger AOIs in the configuration AH . There are no
significant differences for the nose region which matches the fact, that it has a similar
form and size in all configurations (all p′s > 0.05).
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Figure C.6: Mean dwell times on AOIs for all configurations comparing real and face
swap videos. Error bars indicate the SEM.

The differences between the three AOI layouts make it clear that it is important
to pay attention to the chosen representation. With our framework, the comparison
between AOI configurations can be done easily and therefore allows to find the optimal
configuration with regards to the task. Furthermore, it ensures the reproducibility of
AOI layouts, as all configurations are stored using a configuration file which can be
shared along with the data.

Artifact Detection. Next, we want to illustrate how our framework can be used
to assess the occurrence of artifacts. To this end, we compare the viewing behavior
between real and modified videos. A plot showing the mean dwell times on each AOI
for the four different AOI configurations can be seen in Fig. C.6. The plots indicate a
slight difference for the eye region in AH which is not visible in the other configurations.
Instead, AA shows a similar difference for the cheek region indicating that the fixations
did not directly fall on the eyes. The plot of AS does not show any differences between
the conditions, while AF and AA indicate that participants looked more at the jaw for
face swaps.

Following the visual inspection of the plots, we perform a statistical analysis of
the mean dwell times per AOI. First, we compare the condition of the video (real
vs. manipulated) via a multivariate ANOVA with the AOIs as dependent variable.
We find a main effect of condition, indicating a significant difference between the
viewing behavior in real and manipulated videos (F (5, 314) = 2.6879, p < 0.05). We
continue to assess which of the AOIs are viewed differently between genuine and modified
videos with a Welch ANOVA which indicates significant differences only for the jaw
region (F (1, 69) = 5.31, p < 0.05). Following a post-hoc Tukey test, we find this
difference is measurable in both AOI layouts including the jaw (pAF

< 0.05,Meanreal =

2497, SEM = 396.17,MeanSwap = 3901, SEM = 571.69 and pAA
< 0.05,Meanreal =

2434, SEM = 383.11,MeanSwap = 3792, SEM = 545.01). As previous work found a
higher saliency for areas impacted by artifacts [Engelke et al. 2016, Castillo et al. 2011],
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we can infer that the gaze of participants was attracted by the artifacts that occur at
the facial contours when overlaying the original face with the swapped one [Wöhler et al.
2020], see Fig. C.3 (a). Therefore, defining an AOI for the contour of the face, which
is not possible using previous frameworks, seems to offer important insights about the
quality of face swaps. Interestingly, even though applying face swaps can lead to another
contour with visible color changes at the forehead, this area seems to be less affected by
noticeable artifacts as participants did not look at it more. Finally, the chin, cheek, and
eyebrow areas did not contain any significant differences for our data, indicating that
they may not contain artifacts that strongly attract the gaze of viewers.

Scanpath Comparison. So far, we only looked at the distribution of gaze on
different facial areas and did not take the sequence of fixations into account. Using
scanpath comparisons, we can estimate the similarity in viewing behavior between
participants in consideration of the temporal order of fixations. This can be useful for
the detection of artifacts as we can investigate whether the gaze is attracted enough to
make the overall scanpaths more uniform between participants. For our analysis, we
want to investigate whether the gazing behavior of participants is more similar when
watching real versus face swap videos (i.e., to compute the similarity within participants
depending on video type). As we already found significant differences in the AOI
configuration AF , we use these AOIs for the scanpath analysis. We use the Levenshtein
distance [Levenshtein 1966] for the evaluation, as this allows us to compare fixations as
a series of AOIs. Therefore, it is possible to compare the gaze of all participants for the
whole set of manipulated videos against the original videos. The output of this metric is
a value between 0 and 1, where 1 indicates identical scanpaths.

We first compute the similarity between all pairs of scanpaths within the same
condition. The mean similarity we obtain over all participants for real videos is 0.284

with a SEM of 0.0018, while swap videos have a similarity of 0.294 with a SEM of 0.0013.
Using a Welch ANOVA, we find that the difference in similarity is significant between
both conditions (F (1, 3656) = 15.16, p < 0.001). This shows that the gaze between
participants is more similar for face swaps. This could indicate that gaze is attracted
to artifacts in face swaps in a similar way across the participants making their viewing
behavior more uniform than in real videos.

C.4.3 Computational Performance Measurement

Next we look at approximate computational times of the framework. In order to
estimate the performance of our system independently of the number of videos, we
evaluate how many video frames can be calculated per second (fps) and how many
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Function Performance

Landmark creation 13.5 fps

Landmark creation (single thread) 3.4 fps

Calculate AOI fixations AS 470.8 fps

Calculate AOI fixations AF 251.2 fps

Mannan distance 27.7 comparisons/s

Vector based 9.46 comparisons/s

Levenshtein 51.9 comparisons/s

Table C.1: Performance overview for various functions of our framework.

scanpath comparisons are possible per second. For the measurements, a workstation
equipped with an i7-2600 CPU @ 3.4GHz with eight cores and videos with a resolution
of 1920× 1080 pixels were used. As can be seen in Tab. C.1, the generation of facial
landmarks is the most time consuming process of all implemented functions. To reduce
the impact of this step, our framework allows the calculation using several threads and
can save the detected landmarks to a file, so they can be re-used and the generation
only needs to be done once per video. The runtimes for the creation of AOIs differs
based on the used shapes but, overall, only requires a small fraction of the total runtime.
Between the three scanpaths analysis methods, the vector based method is the slowest
while Levenshtein is the fastest.

C.5 Discussion

Based on our evaluation, we can discuss the possibilities of custom AOIs and the
functionalities of our framework in consideration of artifact detection in portrait videos.

Custom AOIs. First, we found that the AOI configuration has an impact on the
information that can be extracted from eye tracking data. Looking at the concrete
scenario of analyzing face swap videos, our framework can be used to detect that the
contours of face swaps are more often focused than in the corresponding genuine videos
which aligns with findings of previous work [Wöhler et al. 2021]. While this shows
that AOIs on the facial contours are beneficial for the analysis of face swap videos,
other types of manipulations and future techniques may introduce artifacts at different
facial locations. Therefore, the functionality of our framework to automatically extract
user-defined AOIs for each frame introduces the necessary flexibility to react to future
trends in facial modification approaches.
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Based on our evaluation, we also saw the differences resulting from different sizes
of AOIs. Generally, previous research on facial processing recommended to use large
AOIs as these are robust to noise as well as inaccuracies of the eye tracker, and thereby
sufficient for faces which contain only sparse stimuli for free-viewing tasks [Hooge and
Camps 2013, Hessels et al. 2016]. In the context of artifact and manipulation detection,
however, artifacts can appear at arbitrary facial positions and attract the gaze of viewers.
As in the case of face swaps, the separation of the AOIs into finer areas can then be
necessary to detect artifacts based on gaze. Therefore, AOIs should not only match
the eye tracker’s accuracy but also take the video content and applied manipulation
algorithms into account. Our framework allows users to quickly assess the current AOI
layout using heatmaps, or AOI overlays in conjunction with gaze and scanpaths. This
way AOIs can easily be defined in a meaningful way.

Functionalities of the Framework. We showed how customized AOIs can be
used as a basis for scanpath comparisons which enables users to evaluate the similarity of
gaze not only between participants but also across videos. A first exploration of our data
revealed differences in scanpath similarity for genuine and tampered videos, indicating
the usefulness of this technique to assess and improve facial modification techniques.
Our framework also considers the importance of reproducibility of AOIs in order to be
able to compare results with related work. To this end, AOI layouts generated by the
interactive tool are stored in a configuration file so that the used parameters can easily
be shared.

Limitations and Future Work. Currently, our framework is specifically designed
for research on facial artifacts. It can only use AOIs in the facial area as well as
static AOIs - which could be used for non-moving background elements. This limits its
applicability to scenarios where other moving elements like hand-gestures or artifacts
on the body significantly attract the gaze of viewers. Therefore, and in the near future,
we plan on testing the integration of other types of object detectors in addition to the
facial landmark detection in order increase the flexibility of our framework for different
scenes and video contents.

At the moment our framework does not automatically change the dimensions of
AOIs to adapt to different face sizes in the videos. The reason is two-folded. On the
one hand, an automatic scaling for the AOIs would need to incorporate the accuracy
and precision of the eye tracker to avoid the generation of areas too small to be reliably
analyzed. And, on the other hand, it will increase the amount and difficulty of the
interactivity required from the researcher, potentially impacting their analysis. This
is better exemplify in cases when face sizes change drastically between videos: Not
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only the general unit defined for analysis should be redefined but this could require a
completely new AOI configuration, as areas like the eyebrows would become too small to
be considered, requiring, e.g., to redefine the eyes and eyebrows areas into a single AOI.
Analyzing the interaction between the dynamically scaled AOIs and the eye tracking
data, as well as investigating best practices to integrate the required researchers’ feedback
is an interesting field for future work and a possible extension of our framework.

Overall, our framework offers the ability to create customized AOIs using an inter-
active tool and combines this with integrated analysis functions to assess and improve
facial manipulation techniques. Our evaluation shows, that it is valuable to place AOIs
at positions where artifacts are anticipated, e.g., the facial contours for face swaps.

C.6 Conclusion

In this paper we presented an out-of-the-box analysis framework for eye tracking data in
portrait videos. One core functionality is the automatic yet flexible generation of areas
of interest (AOIs) for the videos. This is especially valuable as it allows to create AOIs
matching both the research question of the experiment as well as the accuracy of the eye
tracker. Furthermore, our framework can be used to calculate AOI-based eye tracking
statistics like fixation times or scanpath similarity. We demonstrated the functionalities
and efficiency of our framework on a current facial manipulation technique which showed
the benefits of our framework and customized AOIs.
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In this paper, we investigate the perceived personalities of face swaps and how they
relate to the personalities of the real people used to create the synthetic individuals’
appearance and movements. Given that face swaps have become nearly indistinguishable
from real humans, they offer a promising direction for the fast creation of realistic avatars.
To investigate the usability of face swaps as avatars, we perform an experiment assessing
their personality on the Five-Factor Model, their eeriness and appeal, as well as effects
due to familiarity with the original individuals. Our results indicate that face swaps are
perceived similarly to real humans and are affected by familiarity. Furthermore, we find
a stronger influence of the body and movements on the perceived synthetic personality,
especially for their extroversion and conscientiousness.
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Figure D.1: We investigate the perceived personality of synthetic individuals (e.g., F1F2,
F2F1) created by mixing face and body of two real people (F1, F2) and assess the influence
of the originals’ facial appearance and body movements.

In this paper, we investigate the perceived personalities of face swaps and how they
relate to the personalities of the real people used to create the synthetic individuals’
appearance and movements. Given that face swaps have become nearly indistinguishable
from real humans, they offer a promising direction for the fast creation of realistic avatars.
To investigate the usability of face swaps as avatars, we perform an experiment assessing
their personality on the Five-Factor Model, their eeriness and appeal, as well as effects
due to familiarity with the original individuals. Our results indicate that face swaps are
perceived similarly to real humans and are affected by familiarity. Furthermore, we find
a stronger influence of the body and movements on the perceived synthetic personality,
especially for their extroversion and conscientiousness.

D.1 Introduction

Communication is one of the most fundamental elements of our everyday live. While
communicating with others, our message is not only conveyed by words but strongly
influenced by visual information like facial expressions and gestures [Mehrabian 2008,
Carrera-Levillain and Fernandez-Dols 1994]. When direct conversation is not possible,
avatars can help to bridge the gap of missing visual cues during online conversations
between humans or even serve as visual representation when interacting with machines.
Therefore, the creation of conversational avatars has great potential in various scenarios.
Due to the strong impact of visual information, the movements, expressions, and
appearance of an avatar can influence how the person or agent is perceived.

In this paper we assess the perception of face swaps – synthetically generated
individuals as a mix of two people – in the context of their usability as conversational
avatars. More specifically, face swapping is a technique to create a synthetic person
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by combining the body and movements of one person with the face of another person
(see Fig. D.1). Face swaps generated by recent approaches can be created with minimal
manual intervention and are nearly undetectable for human observers [Shen et al. 2021,
Wöhler et al. 2020], with new methods even further improving their quality and generation
speed [Zhu et al. 2021, Datta et al. 2021]. Moreover, a perceptual study found that
face swaps are able to generally convey the same emotions as the corresponding source
real videos [Wöhler et al. 2021]. As these developments indicate that face swaps are
becoming more and more human-like, they could be valuable assets in creative fields like
movie creation or be used in communicative scenarios as avatars or interactive agents.

For these scenarios, however, it is not only important that emotions are conveyed
as intended but also that the face swaps can communicate a personality matching the
creator’s intentions. In general, personality describes how humans – or in this case
avatars – interact with their surroundings, also reflecting their behaviors, ambitions, and
values [Pervin 1996]. Therefore, the personality of an avatar has a strong influence on
how it is perceived by humans and how pleasant the interaction feels to them. This
raises the questions on how the personality of face swaps is perceived and whether it
directly derives from the corresponding real individuals.

To address these questions, we analyze the personality of face swaps based on the
Five-Factor Model which has been well studied in Psychology research and consists of
the personality dimensions: openness, conscientiousness, extroversion, agreeableness, and
neuroticism [Digman 1990, McCrae and John 1992, Soto and Jackson 2013]. Previous
research has shown that not only it is possible to describe and rate the personality of
humans [Eysenck 2018, Cattell 1966, Digman 1990, Gosling et al. 2003], but also that
virtual agents are perceived to have personalities [Castillo et al. 2018]. Therefore, we
conduct an experiment and let participants rate personality traits of face swaps and
the corresponding real individuals. Based on the obtained data, we investigate whether
face swaps are perceived to have a natural personality and whether this personality
is similar to the original people. Thereby, we assess the main driving forces for their
personality between the influence of their facial appearance and the body and movement
(including facial expressions), to give first insights into how face swaps can be used to
create conversational agents with certain personalities. Moreover, an important point for
the acceptance of avatars and agents is their appeal and eeriness [Zibrek and McDonnell
2014, Zibrek et al. 2018, Zell et al. 2015]. As face swapping could introduce distracting
artifacts, unappealing visual effects, or unnatural movements, we also assess the affinity
of participants towards the face swaps. Finally, familiarity with the original actors
influences the perception of face swaps [Tauscher et al. 2021], therefore we investigate
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mixes of known faces and bodies. To gather the necessary data, we conducted an online
experiment in which participants watched videos of face swaps as well as their original
counterparts and rate their personality, appeal, and eeriness.

In this paper we aim to answer the following research questions:

– Are the perceived personalities of face swaps in the range of real humans’ person-
alities? How is the appeal and eeriness of face swaps perceived?

– What is the major conveyor of personality - the facial appearance or the body
with the movements and expressions?

– How does the observer’s familiarity with the original person influence the perceived
personality of a face swap?

D.2 Evaluation Framework

In this section we introduce our stimuli, questionnaires, and experimental design.

D.2.1 Face Swapping and our Stimuli

Current face swapping approaches can create synthetic people of such high quality that
they are nearly undetectable by humans [Wöhler et al. 2021, Shen et al. 2021]. As the
techniques advance, new possibilities like face swapping without retraining for every
body-face pair [Nirkin et al. 2019, 2022] arise. Recent methods further improve the
quality of face swaps by increasing the resolution [Zhu et al. 2021, Xu et al. 2022b]
or strengthening the preservation of the target’s face features and identity [Bao et al.
2018, Li et al. 2021, Xu et al. 2022a, Kim et al. 2022]. Moreover, the computational
efficiency is constantly improved to allow real-time applications [Datta et al. 2021, Ma
and Deng 2020] or face swapping on mobile devices [Xu et al. 2022c]. Considering the
high quality and fast generation of modern face swaps together with the availability
of ready-to-use open source frameworks [Perov et al. 2020, DeepFakes], face swapping
offers great opportunities for the creation of avatars for human communication or virtual
agents.

The stimuli used in our experiment. In order to create reliable avatars from
face swaps, it is necessary to investigate how they are perceived. To this end, the PEFS
dataset [Wöhler et al. 2020] contains high-quality face swaps created from recordings of
free interviews and triggered emotions by a method acting protocol [Kaulard et al. 2012].
In contrast to previous datasets, which include distracting background elements [Rössler
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Figure D.2: Our stimuli: Videos of 3 females (F), 3 males (M), all intra-gender and 2
inter-gender swaps (labelled as BodyFace).

et al. 2018, Rössler et al. 2019] or well-known celebrities [Li et al. 2020], the recordings
of the PEFS dataset allow to assess the personality of people behaving naturally without
clues about their personal background or career choices. As the PEFS’ authors showed
that the conveyed emotions are similar between face swaps and original videos [Wöhler
et al. 2021], we combine the emotion clips and the free interviews for our stimuli. This
way, the participants can see a wide range of emotions for each person as well as natural
movements and facial expressions. First, we show all emotion clips (Neutral, Agreement,
Disagreement, Happiness, Sadness, Pain, Clueless, Fear, Surprise, Anger, Thinking,
Disgust) which on average have a duration of 46 seconds. After the emotion clips, we
append a part of the free interview for a total length of two minutes per stimulus. As
the audio channel has an influence on the personality [Castillo et al. 2018, Thomas
et al. 2022], we mute the videos so participants only focus on the visual appearance
and movement. Furthermore, we apply a label for each emotion to give the participants
more context to better understand the video content.

We choose three female and three male actors from the PEFS dataset based on their
facial appearance. Thereby, we aim to include a variety of features (long hair/short hair,
levels of facial hair, make-up, pale/tanned). All actors wear similar, neutral clothing
which does not enable conclusions to their background and personalities. We use all
face swaps within the same gender as well as two inter-gender face swaps as shown in
Fig. D.2.

D.2.2 Personality Ratings and the TIPI Inventory

The most common way to survey the personality of humans and avatars is by using
questionnaires. As reports of one’s own personality or the personality of others are an
important research topic in Psychology, many protocols have been proposed. While
some of them focus on fewer [Eysenck 2018] or more dimensions [Cattell 1966], most
commonly the Five-Factor Model is used [Ruhland et al. 2015, Soto and Jackson 2013,
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McCrae and John 1992, Digman 1990]. This model rates personalities on the dimensions
Openness, Conscientiousness, Extroversion, Agreeableness, and Neuroticism which are
often abbreviated by their acronym OCEAN. However, even when focusing on the
OCEAN dimensions, many different questionnaires to judge the dimensions have been
proposed [Costa Jr and McCrae 1995, Mullins-Sweatt et al. 2006, Gosling et al. 2003].
Between those, the Ten Items Personality Index (TIPI) has been introduced as a quick
personality measure using only two questions (scales) per OCEAN dimension [Gosling
et al. 2003]. We use TIPI as its usability for perceptual experiments on the personality
of avatars was shown in previous work [Zibrek and McDonnell 2014] and its short
duration enables us to use a within-participant design with a wide variety of stimuli.
The questionnaire contains a pair of adjectives for each scale and asks participants to
rate them on a Likert-scale from one (Not at all) to 7 (Extremely). The complete list of
adjectives is shown in Tab. D.1 (top). For our experiment, we use the order of questions
proposed in the original paper [Gosling et al. 2003] but present them in a German
translation [Muck et al. 2007].

D.2.3 Appeal and Eeriness of Virtual Characters

A successful avatar does not only need to portray the intended personality, but also to
feel pleasant to the people viewing or interacting with the avatar. Previous research has
found many factors influencing the acceptance and affinity towards virtual characters
and interactive agents such as distorted proportions of facial elements [MacDorman
et al. 2009], the level of detail on the skin [Zell et al. 2015], or the animation quality
and presence of motion anomalies [McDonnell et al. 2012]. As face swaps can be
affected by artifacts like unfitting facial contours, flickering and blurriness, or unnatural
expressions [Wöhler et al. 2020, Wöhler et al. 2021, Tahir et al. 2021], it is possible
that they are perceived less pleasant than real people. Therefore, we follow works on
the personality of virtual characters [Zibrek et al. 2018] and ask participants about the
Appeal and Eeriness of the actors in the videos. In contrast to previous work, which
focused on the conspicuousness of face swaps, these scales allows us to measure whether
the face swaps feel natural and do not cause discomfort. We include two questions
directly after the TIPI scales which also use a Likert-scale from 1 to 7. We phrase our
questions similarly to previous work [Zibrek et al. 2018], see Tab. D.1.
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Scale
(O)

Openness

(C)
Conscientiousness

(E)
Extroversion

(A)
Agreeableness

(N)
Neuroticism

1 Open to new expe-
riences, complex

Dependable,
self-disciplined

Extraverted,
enthusiastic

Sympathetic,
warm

Calm, emotio-
nally stable

2 Conventional,
uncreative

Disorganized,
careless

Reserved,
quiet

Critical,
quarrelsome

Anxious, easily
upset

Appeal I found the person appealing “Extremely” = the person is one that you would like to
watch more of and would be captivated by a movie with
that person as the lead

Eeriness I found the person eerie “Not at all” = the person restores a sense of security, con-
fidence, calm in me. “Extremely” = the person is gloomy
and leaves me with a sense of fear.

Table D.1: Factors of the OCEAN model with their corresponding TIPI scales and the
questions used to assess Appeal and Eeriness.

D.2.4 Experimental Design

We conduct an online experiment using a full within-participant design to measure the
personality, appeal, and eeriness of real people and corresponding face swaps.

Participants. We recruit 18 participants (9 female) between the ages of 18 and
39 via university mailing lists and social media channels. As the cultural background
can have an influence on the perception of personality [McCrae and Terracciano 2005],
we only recruit participants with a German cultural background. They receive 10e

for their participation. Furthermore, we directly reach out to 5 more participants (age
range 20-39) who knew two of the original actors and asked them to take part in the
experiment in order to gain insights into familiarity effects. Everyone in this group is
male and has a German cultural background. We will refer to this group of participants
as the familiarity group.

Procedure. The experiment is performed online using a within-participant design
with 20 stimuli from the PEFS dataset (see Fig. D.2). Participants are informed that
they will watch videos without audio and asked to do the experiments on a notebook or
PC in a quiet environment allowing them to fully focus on the experiment. Furthermore,
we describe the concept of face swaps and explain that there could be artifacts in the
facial area. We asked participants to rate the genuine and modified videos based on
their feelings and intuition.
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Figure D.3: Average ratings for real people and face swaps.

After the explanation, participants answer demographic questions on their age group,
gender, cultural background, and course of study/ professional background. Then, the
stimuli are presented – one at a time – in a randomized order and the 10 questions
of the TIPI questionnaire as well as the two questions on the appeal and eeriness (see
Tab. D.1) are displayed under the video. Participants are able to pause, rewind, and
re-watch the videos if necessary. Once a participant finishes all stimuli, we ask whether
they previously knew anyone in the videos by showing them example frames from the
genuine videos. On average, participants needed 67 minutes to finish the experiment.

D.3 Analysis

For our analysis, we combine both scales of the TIPI questionnaire (Tab. D.1) into one
value per OCEAN dimension by subtracting the negative component (Scale 2) from the
positive component (Scale 1) and dividing the result by 2. Afterwards, we normalize the
values between -3 and 3 as this better visualizes whether a person was rated to have or
not have each trait. Please note that Neuroticism and Eeriness are negative traits (thus
lower is better).

D.3.1 Personality of Face Swaps

In our first analysis, we aim to answer the research question on whether face swaps
are perceived to have normal personalities. We assess this by looking at the overall
differences in the participants ratings between real and face-swapped people. First, we
visualize the data in a bar plot (Fig. D.3), which shows overall similar ratings between
both conditions. Even though face swaps seems to have a slightly lower conscientiousness

110



D.3 Analysis

Figure D.4: Average personality ratings for each real and face swap person. Face swaps are
referred to as BodyFace and bars indicating the average ratings of the used body (dashed)
and face (solid) are added to the plots.

and appeal, a MANOVA between real and face swap ratings in consideration of the
OCEAN dimensions and Appeal/Eeriness does not imply significant differences (F(7,358)
= 1.73, p = 0.1). This suggests that face swaps are not perceived to have personality
traits differing from of real humans. Therefore, the face swapping has not introduced
negative personality traits, i.e., high neuroticism. Furthermore, the outcome does not
support that the eeriness of face swaps is higher than for real actors which means that
watching and interacting with them should not cause discomfort.

In order to make sure that there are no extreme outliers, i.e., individual face swaps
that have drastic differences in their perceived personality, we plot the average ratings
on each dimension for every stimuli in Fig. D.4. As we use recordings of regular people
without acting experience and deliberately chose free interviews to capture their natural
behavior and personalities, we find no extreme personality ratings for the real individuals.
For the face swaps, we observe that their personality differs between each other in a
similar way as real people differ to other real individuals. This shows that face swaps
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Figure D.5: Average difference in ratings between face swaps and the actors used for body
and face.

are not all perceived to have the same personality. Another interesting observation is
that none of the face swaps is rated as neurotic or eerie, as the average ratings on these
dimensions are below zero for every example. Therefore, the individual personalities show
that there are no extreme outliers and none of the face swaps was perceived negatively
along the personality traits or on their affinity.

Overall, our results show that the personality of face swaps are perceived to be similar
to real people’s personalities. Together with previous research stating that face swaps are
nearly undetectable and retain the emotion of the original actors [Wöhler et al. 2021]
this indicates that face swaps are perceived to have a personality.

D.3.2 Influence of Appearance and Movement

While our first analysis found that face swaps are overall perceived to have real personal-
ities, it is still unclear how their personality is established. Therefore, we want to assess
how the face swaps’ personalities compare to those of the actors they are created from
and investigate the influence of appearance and movements.

We start with a general assessment on the overall data focusing on whether the
perceived personality of the face swaps is more similar to the personality of the face or
the body. To this end, we first calculate the absolute difference for each rating on a face
swap and the corresponding rating of the person used as face/body per participant. We
plot the differences from the face swap to the used body and face for each factor (O,
C, E, A, N, Appeal, Eeriness), see Fig. D.5. Judging from this plot, it seems as if, in
general, the influence of the body and movements is stronger than the facial appearance,
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consistently with previous research [Gill et al. 2014] which shows that facial expressions
dominate over facial identity when judging social traits. To statistically assess the data,
we perform a MANOVA with the difference to face and body as well as the dimensions
as independent variables and find that there are significant differences (F(7, 49) = 2.04,
p = 0.048). Afterwards, we perform ANOVA tests for each factor and find significant
differences in influence of the body and face for conscientiousness (F(1, 502) = 6.46, p
= 0.01) and extroversion (F(1,502) = 6.05, p = 0.01).

Personality influences of the individual face swaps. Next, we look at the
perceived personality of each face swap in consideration of the average rating of the used
body and face as visualized in Fig. D.4 and compare the individual personalities to the
results of the statistical analysis.

For the real people, we notice that M2 is rated to be rather extroverted, while M1
and M3 are neutral on this dimension. Looking at the face swaps using the body of M2
(M2M1 and M2M3), it is visible that the extroversion leans towards the high ratings of
the original body. In contrast, his extroversion is not preserved when applying his face
to the other bodies (M1M2, M3M2). We can observe the same effect when comparing
the real person with highest conscientiousness (M3) with the male swaps using the body
or face (M3M1, M3M2 have higher conscientiousness than M1M3, M2M3). However,
this effect cannot be observed for the inter-gender face swaps as M3F3 is rated with a
neutral conscientiousness.

To assess the influence of facial features, we selected stimuli with different facial
features – like a male with mustache or a woman with heavy eyeliner – in our stimuli.
However, there is no clear tendency on how these influence the face swaps’ personalities.
For example, one face swap with mustache (M1M2) is perceived to have a agreeableness
similar to the original bearded face but lower than the body, but the other bearded
face swap (M3M2) is slightly more agreeable than both original actors. The same is
observable for the woman with eyeliner. In this example, both swaps are mainly showing
a personality in-between the originals, however, one of them has an average agreeableness
closer to the face (F3F2) while the other’s agreeableness is more aligned with the body
(F1F2).

Finally, we want to look at skin tone mismatches as these were reported as artifacts
for face swaps in previous work [Wöhler et al. 2020]. Looking at the female participants,
the skin color mismatches appears to have no effect on the affinity of participants
towards them as their eeriness and appeal ratings stay within the ratings of body and
face. Interestingly, one of the face swaps (F3F1) is even rated slightly more appealing
than both originals. For male participants, however, applying the tanned face to the
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pale bodies lowers the appeal and for M2M3 even leads to higher neuroticism than both
of the originals.

Overall, our analysis indicates that the body and therefore the movements and
expressions have a stronger influence on the perceived personality than the facial
appearance, especially for the dimensions of extroversion and conscientiousness. We
further find that mismatches between the originals based on skin tone can have a negative
effect on the resulting face swaps.

D.3.3 Familiarity Effects and Gender Trends

As previous research suggests that familiarity with the original individuals has an impact
on the perception of face swaps [Tauscher et al. 2021], we assess familiarity effects. To
this end, we compare the ratings between our normal participant group (no one knew
the actors) and the five participants who knew two of the original actors.

Gender differences. We want to compare our group of 18 participants with
balanced genders against the familiarity group of only male participants. As previous
research suggests differences in perceived personality based on gender [McCrae and
Terracciano 2005], we first compare our male and female participants who knew none of
the actors. A MANOVA with the gender and dimensions as independent variables and
the ratings as dependent variable reveals that there are significant differences between
both genders (F(7, 358) = 7.28, p < 0.001). Following this, ANOVA computations per
dimension reveal significance for the ratings of agreeableness (F(1, 358) = 6.17, p =
0.001), conscientiousness (F(1, 358) = 17.2, p < 0.001), neuroticism (F(1, 358) = 15,27,
p < 0.001), and openness (F(1, 358) = p = 0.02). Notably, there are no significant
differences between the impression of appeal and eeriness between the genders.

Familiarity effects. As we found significant differences in the ratings between
genders, we only use the 9 male participants who knew none of the actors to compare
against the familiarity group consisting of 5 male participants. As the participants in
the familiarity group knew actors M1 and M2, familiarity effects could influence their
rating of all male face swaps. Therefore, we focus our analysis only on these stimuli.

We first plot the data separately for face swaps and real people and find a visual
difference between the appeal ratings with higher average ratings for both swaps and real
people in the familiarity group, see Fig. D.6. Moreover, real people are rated stronger
for their personality traits and judged to be less eerie as participants could have used
their knowledge of the person for the ratings.

As our main question for this analysis is ’Are there differences in ratings between
face swaps and real videos based on the familiarity?’ we need to conduct a two-way
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Figure D.6: Average personality ratings in consideration of the familiarity with the original
actors.

MANOVA with the familiarity and condition as independent variables and the ratings
per dimension as dependent variable. This way we find that both familiarity (F(14, 206)
= 14.6, p < 0.001) and condition (F(7,102) = 2.2, p = 0.04), as well as their interaction
(F(7,102) = 2.5, p = 0.02), have a significant influence on the rating. Following up on
this, we find that the difference in ratings on appeal and eeriness is significant for both
the real and swap condition between both groups (AppealReal F(1, 26) = 11.5, p =
0.002; AppealSwap F(1, 82) = 6.16, p = 0.015; EerinessReal F(1,26) = 4.43, p = 0.045;
EerinessSwap F(1, 82) = 9.76, p = 0.02). As it is counter intuitive to see both a rise in
appeal and eeriness, we visualized the ratings of each face swap in Fig. D.7. From these
plots, it seems that mixing both of the known individuals creates face swaps that are
rather appealing and not eerie, however, mixing with the unknown actor can increase
the eeriness and reduce the appeal.

D.4 Discussion

Based on our analysis, we want to further elaborate on interesting findings, general
observations and possible future directions.

Influence of face, body, and movement. During our analysis, we found a stronger
influence for the body and movement than for the facial appearance on the personality
of face swaps, with significant differences between the dimensions of extroversion and
conscientiousness. We do believe that this does not stem from the appearance of the
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Figure D.7: Average ratings of the familiarity group (knew M1, M2) face swaps. Face
swaps are referred to as BodyFace and bars indicating the average ratings of the used body
(dashed) and face (solid) are added to the plots.

bodies, but from the movements, expressions, and gazes. We have two reasons for this
assumption: First, the actors used in our experiment all wear similar, neutral clothing
which should not allow conclusions about their interests or personality. Second, a stronger
impact of body movements and gaze has been suggested in previous research. Especially
the dimension of extroversion is reported to be affected by gazing behavior [Koda and
Ishioh 2018, Ait Challal and Grynszpan 2018] and body movements were found to
even have a stronger influence than speech [Thomas et al. 2022, Castillo et al. 2018].
Similarly, conscientiousness was observed to be rated higher based on the amount of
eye contact [Ait Challal and Grynszpan 2018]. Furthermore, we did not find relevant
influences based on the facial appearance. In the future, it might be interesting to
investigate face swaps with less neutral facial appearances and clothing like piercings
and tattoos, business attire, or unnatural hair colors.

Influence of familiarity. We found significant differences on the appeal and eeriness
of face swaps depending on the familiarity with the original actors. Our results indicate
that face swaps can lead to undesirable effects if they combine a known and an unknown
person. This means, talking to someone while using as avatar one’s own body combined
with an unknown face, can lead to discomfort due to higher eeriness if the speaker and
listener already knew each other. Doing the same during a conversation with a stranger,
however, is unlikely to evoke the same effect. This means face swaps could be valuable
avatars in situations where the user wants to protect their privacy while still conversing
with an avatar that is able to convey their emotions and retains some of their personality
traits. This also implies that virtual agents based on face swapping should avoid to
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use well-known faces (e.g., from celebrities) as mixing those with unknown bodies or
different body language could increase their eeriness.

Range of personalities. In this paper, we assess the personality perception of real
people. Therefore, we use the recordings of regular people without acting experience.
Furthermore, our stimuli especially focus on interviews in which the recorded people
talked freely and naturally. While this allows us to obtain personality ratings of non-
scripted dialogues with reasonable variation in the personalities of the original actors,
they are overall rated rather moderately. This way most actors are perceived either
positive or neutral on the OCEAN dimensions. Unfortunately, this means that our
analysis cannot asses what happens when mixing extreme personality traits like one
actor with very high and one with very low extroversion which could be interesting for
the generation of exaggerated characters. In order to investigate this scenario, it may be
necessary to create specialised recordings and face swaps using professional actors to
create stimuli covering a wider range of personalities.

Demographic considerations. Previous research found differences in personality
perception between genders and cultures [McCrae and Terracciano 2005]. We balanced
our participants in the non-familiarity group and analyzed gender-related effects. In
accordance with previous research, we found differences in ratings between the genders
on most OCEAN dimensions. However, we found no differences between the ratings of
appeal and eeriness. As our participants in the familiarity group are all male, we cannot
analyse the influence of familiarity effects on female participants. However, we did not
detect differences in appeal and eeriness between the genders in our non-familiarity
group, whereas these dimensions are the main difference between the familiarity and
non-familiarity group. Therefore, we assume that the familiarity effects are similar for
female participants, which should be validated in future research.

We do not assess inter-cultural differences and only recruit German participants to
avoid cultural factors from introducing variance in the data. As our main interest is not
in the analysis of each individual face swap but in the differences between real and swap
personalities, our findings show first trends in face swaps’ personalities perception. To
gain insights into the relationship between the personality of face swaps and the cultural
factors, it would be interesting to include face swaps of more varied ethical backgrounds.

Observations on inter-gender face swaps. We include two inter-gender face
swaps in our experiment. The original actors have neither visible make-up nor facial hair.
The combination of female body and male face obtained average personality ratings
close to the originals, while the female face on the male body was rated more critically.
For the latter, we also found that, against our overall assessment, the conscientiousness
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was rated more similar to the person contributing the facial appearance. Furthermore,
both inter-gender face swaps were rated to be less appealing and more eerie than both
of the originals. Aside from the inter-gender face swaps, we only observed the same
effect for M2M3 (skin-tone mismatch). Therefore, it seems possible that the ratings of
participants were affected by the mismatching genders of face and body. This suggest
that experiments on gender perception using face swaps could lead to interesting results.

The conspicuousness of face swaps. Previous work on the perception of face swaps
focused on their conspicuousness and whether humans are able to detect them [Wöhler
et al. 2020, Wöhler et al. 2021, Tahir et al. 2021]. These works overall found that face
swaps are already surprisingly hard to detect for humans, but they also identified that
some artifacts like blurry regions, skin color mismatches, or unnatural expressions remain.
While investigating skin tone differences, we found that they negatively impacted the
male swaps but not the female swaps. One possible explanation for this is that slight
color changes in the faces of women might be attributed to make-up, while they are
more unusual for men. However, even the male face swaps in this example did not show
a drastically increased eeriness. Therefore, one could conclude that eeriness might not
be a factor to recognize face swaps.

Nevertheless, this changes for face swaps combining familiar and unfamiliar people.
Based on our results, participants report a higher eeriness for mixed face swaps. Similar
to previous research on EEG signals of face swap videos [Tauscher et al. 2021], this
implies that humans are able to identify face swaps of familiar people making them less
likely to fall for scams involving the impersonation of close friends and family members.

D.5 Conclusion: Can Face Swaps be used as Avatars?

The results of our analysis show that face swaps are perceived to have personalities
similar to humans, which together with previous research stating the unobtrusiveness
and emotional expressiveness of face swaps [Wöhler et al. 2021], suggests that face
swaps can be used as avatars. Our analysis implies that high-quality face swaps do not
show increased eeriness or lowered appeal indicating that the interaction with face swap
avatars can be a pleasant experience. However, it should be avoided to use a mix of
actors familiar and unfamiliar to the observer. As the movements might have a stronger
effect on the perceived personality, using a different face on one’s own body might be
useful to protect one’s privacy while still keeping a realistic appearance indistinguishable
from a real human when conversing with strangers. Overall, our findings indicate that
face swaps can be used as avatars.
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4 Conclusions and Outlook

In this thesis I analyzed the perception of face-swapped videos and presented four of
my peer-reviewed and published papers. I described various experiments with face swaps
of different quality levels as stimuli to investigate their authenticity and visible artifacts
using self-reports and eye tracking. Additionally, I assessed the conveyed emotions, their
perceived personality, as well as their appeal and eeriness.

4.1 Summary

I assessed the perceived authenticity and communicative abilities of face swaps and found
that state-of-the-art face swaps are visually nearly indistinguishable from genuine videos.
Even manipulations that contain visible artifacts were only seldomly recognized as face
swaps because participants would often attribute artifacts to the video codec quality.
In contrast, I found measurably different responses in eye tracking data of participants
watching genuine vs. face-swapped videos. Here, participants were found to look at
artifacts even when they did not consciously report them. Further results indicate that
face swaps can communicate emotions and personality similar to the corresponding
genuine recordings and that no eeriness was introduced by the manipulations.

4.1.1 Paper A: Face Swap Dataset

The first paper introduced a novel dataset of face-swapped videos suited for perceptual
experiments. Towards this goal, recordings were performed in a controlled environment
with consistent lighting and background for all actors. The videos portray three different
scenarios: 1) Text reading as a neutral baseline without much movements or facial
expressions, 2) Emotion recordings using the method acting protocol [Kaulard et al.
2012] to gather genuine expressions, and 3) Free interviews in which the natural behavior
and body language of the participant is visible. Using the recordings, face swaps of
different quality levels were generated using the framework DeepFaceLab [DeepFaceLab].
I experimentally validated the perceived authenticity of face swaps in the dataset. In
the experiment, participants decided whether videos were genuine or face swaps. They
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also noted which facial areas were most important for their decision and, if they decided
a video was face-swapped, they also selected noticeable artifacts.

Overall, the findings revealed the high quality of the stimuli in the dataset, as
participants could only correctly identify 35% of all face-swapped stimuli. Furthermore,
participants based their decision mostly on the eye and mouth region and noticed
artifacts like blur, contour artifacts, unnatural expressions, and inconsistent skin color.

4.1.2 Paper B: Eye Tracking, Video Length, Emotions

The second paper discussed three experiments investigating perceptual differences be-
tween genuine and face-swapped videos. The first experiment assessed whether partici-
pants can more easily detect face swapping in longer videos than in short clips. For this,
videos of different duration from the PEFS dataset and FaceForensics dataset [Rössler
et al. 2019] were used as stimuli. The analysis revealed no significant effect of video
length on detection accuracy of participants. However, the different video durations
and contrasting stimuli from another dataset let to a reduced assessment accuracy in
comparison to the results of Paper A. Specifically, participants correctly labeled only
around 25% of the high-quality stimuli from the PEFS dataset as face swaps.

The second experiment investigated the differences in viewing behavior of participants
between genuine and face-swapped videos. For this experiment, low and high-quality
face swaps of the PEFS dataset were used as stimuli. The participants were not informed
about the face swap videos. Instead, they were instructed to watch the video freely and
state their impression of the video quality after each trial. An analysis using areas of
interest focusing on the eyes, mouth, nose, and facial contours revealed significantly more
fixations on the facial contour for low-quality face swaps. Interestingly, the participants
did not report many contour artifacts, indicating that they may have noticed them
only subconsciously. In contrast to this, participants looked more on the mouth and
less on the eyes for high-quality face swaps, and no increased fixations on the facial
contour could be observed. In the self-reports regarding the video quality, participants
only reported artifacts in under 50% of the high-quality face-swapped videos. In the
debriefing, participants stated that artifacts were usually not making them suspicious
of video manipulation techniques. Instead, they attributed the artifacts to the video
quality, mentioning either compression artifacts or beautification filters that blurred the
facial texture. During the debriefing, it was also disclosed to the participants that face
swapping was applied in the videos and that the goal of the experiment was to assess
the authenticity of the manipulations. To this, 20% of participants responded that they
did not know of face swapping before.
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4.1 Summary

The last experiment in this paper assessed the conveyed emotions of face swaps
and compared their recognition, perceived sincerity and intensity with their genuine
counterparts. It revealed that the perception of emotions in face swaps and genuine
videos is similar. However, some emotions showed significant differences. The results
indicate worse recognition rates for Disgust and differing ratings for intensity or sincerity
for Disgust, Clueless, Disagree, and Thinking. As expressing these emotions relies on fine
details like forehead wrinkles and a fine balance of facial motions, the reduced resolution
and blur of face swaps might impact their effect.

Overall, the results of the paper further highlighted the difficulties of participants
to differentiate between genuine videos and face swaps. In contrast to Paper A, the
detection accuracy of participants was reduced which can be attributed to the more
diverse stimuli. Furthermore, many participants did not suspect the use of face swapping
without prior disclosure of the technique - even though they were able to see and report
artifacts. Finally, the emotions of the face swaps are generally similar to those presented
in the genuine videos, showing their communicative abilities.

4.1.3 Paper C: Eye Tracking Framework

The third paper built upon the insights from Paper B, which concluded that the detection
of facial manipulation techniques might require specialized areas of interest (AOIs).
Therefore, an eye tracking analysis framework which allows for the automatic creation
of user-defined AOIs including an interactive creation tool, visualization options, and
evaluation functions was developed.

The framework was validated by an experiment using the low-quality face swap
videos highlighting the relevance of AOIs that are suited to the research question. The
paper showed that analyzing face swaps benefits from additional AOIs for other areas
besides eyes, nose, and mouth. Similar to Paper B, significantly more fixations on the
contour area of face swaps could be observed. Furthermore, visual scan paths of users
were more similar in face swap videos than genuine videos. This might indicate that the
gaze was similarly attracted to artifacts in face swaps across participants.

Overall, the presented framework offers flexible AOI generation and evaluation for
portrait videos which cannot only benefit research on the perception of face swaps, but
could also be applied to investigate other facial manipulation or filtering techniques.
The results further confirmed the findings on the low-quality stimuli from Paper B and
indicate that the gaze of participants is affected by the artifacts in face swap videos.
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4.1.4 Paper D: Personality of Face Swaps

As the emotions of face swaps are visually very similar to genuine videos, the forth paper
assessed differences in personality and appeal for face swaps. For this, the personality of
face swaps on the personality dimensions of OCEAN was analyzed. The results showed
no significant differences between the personalities, appeal, and eeriness of face swaps
and genuine videos. It was also concluded that face swapping did not generally introduce
negative effects like high neuroticism. For some specific cases, a drop in appeal could be
observed, namely male face swaps with skin color differences due to combining a pale
and tanned person, as well as mixed-gender face swaps combining a woman and a man.

Another major conclusion that emerged from this study was that the personality
of face swaps is stronger influenced by the person providing the body appearance,
movements, and facial expressions than by the person contributing the facial appearance.
This indicates that the expressions and movements are a stronger factor for conveying
personality of the resulting face swap. Finally, familiarity effects were examined by using
face swaps created from people familiar and unfamiliar to the participant. The results
showed that face swaps combining one familiar and one unfamiliar person significantly
increased the perceived eeriness and lowered the appeal.

Overall, the findings indicate that face swaps communicate a personality that is
more strongly influenced by the actor that contributes the movements and expressions.
Together with the ability to convey emotions (as shown in Paper B) this indicates that
face swaps can be used as realistic avatars.

4.2 The Authenticity of Face Swaps

Summarizing the findings of each paper in consideration of the perceived authenticity
of face swaps, my investigations support that state-of-the-art face swaps have high
visual realism and are often mistaken for genuine videos (see Tab. 4.1). Even when
informed about the manipulations, up to 79% of the high-quality face swaps remained
undetected (Paper B). The ability to recognize face swaps was especially low in the
experiment using varying video durations and stimuli from different datasets, indicating
that distinguishing between real videos and manipulations could be especially challeng-
ing in real world scenarios where users watch videos from different sources. Similarly,
in an experiment that did not provide prior information about face swaps (Paper B)
participants reported less than 50% of videos to contain artifacts when asked about their
impression of the video quality. In the debriefing after this experiment, participants
were often surprised to learn about the manipulation. Based on the debriefing, especially
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Perceived Authenticity

Experiment Informed HQ LQ Genuine Length Reported Artifacts Paper

Detectability
& Artifacts

Yes 65% 53% 80% 60s

unnatural expressions,
skin color mismatch,
blur, facial contour (LQ),
deformed face (LQ)

A

Detectability
& Length

Yes 76% - 79% 3s B

Yes 67% - 80% 5s B

Yes 79% - 75% 10s - B

Yes 69% - 77% 30s B

Yes 78% - 75% 60s B

Viewing
Behavior

No >55% >16% 80-93% 60s

blur, manipulations/
filters, movement, facial
contour (LQ), skin color
mismatch (LQ)

B

Table 4.1: This thesis discussed three experiments on the perceived authenticity of face
swaps and genuine videos. In two of those, participants were informed about face swaps
before the experiment and asked to identify the manipulations. The accuracy of participants
was between 65% and 79% for high-quality face swaps, 53% for low-quality face swaps,
and between 75% and 80% for genuine videos, indicating that high-quality face swaps were
often confused with unaltered videos. In one experiment, participants were asked to report
the video quality without being informed about face swaps. There, participants reported
artifacts in less than half of the of high-quality face swap videos. However, in the debriefing
after the experiment, participants often stated that they did not generally suspect video
manipulations and instead thought of video codec artifacts or video filters.

artifacts regarding the behavior of the actor, e.g., unnatural gaze or movements seemed
to be indicative of face swapping while blur was mostly attributed to beauty filters or
compression effects. While these findings confirm the high quality of face swaps and
support their use in different scenarios, they also emphasize the potential danger arising
from the humans’ inability to distinguish between real and face swap videos. This
is especially notable, as many of the participants did not know about face swapping
at all and therefore may have no reason to be doubtful of the authenticity of video content.
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Figure 4.1: A visualization of the two experiments using eye tracking. The different
analyses focused on areas-of-interest for the eyes, nose, mouth, and facial contour using
high and low-quality face swaps. Blue areas were less frequently fixated in face swap videos
while red areas were more often fixated. The most saturated colors indicate significant
results based on the statistical evaluation of the eye tracking data.

I also assessed whether observers could implicitly detect artifacts or other anomalies
in face swap videos by performing experiments using eye tracking (see Fig. 4.1). In these
experiments, participants were not informed about the face swaps and instead were
told that the experiment would assess video quality. For low-quality face swap videos,
participants would mostly fixate on the facial contours (Paper B). Interestingly, the facial
contours are fixated longer than the eyes although artifacts in the eye region were reported
more often, and the eyes are generally considered one of the most important facial areas for
human communication and facial processing. This indicates that participants implicitly
noticed artifacts at the contours without consciously processing them. Therefore, contour
artifacts could be a valuable way to distinguish low-quality face swaps from genuine
videos. Furthermore, scan paths were more similar between participants on the face-
swapped videos, indicating that their gaze was similarly attracted by artifacts (Paper C).
For high-quality face swap videos, I found that users would fixate more at the mouth
region and less on the eye region (Paper B). As participants often reported behavioral
anomalies, it is possible that the unnatural gaze was unpleasant to them, so they looked
more at the mouth, or that the mouth movements were inconsistent with natural speech
and therefore attracted more attention. Independent of the underlying reason, these
findings indicate that behavioral cues could be used to detect the modifications even in
high-quality face swaps with less notable video artifacts.

I made an additional observation concerning video authenticity during the exper-
iments focusing on the communicative abilities of face swaps. In Paper D, I found
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that creating face swaps by combining a known person and a stranger can lead to high
eeriness. This indicates that viewers could notice face swaps using faces of close contacts
and movements from an unknown person. Regarding video authenticity, this suggests
that face swaps could be detected in scenarios involving impersonation, e.g., a criminal
pretending to be a relative with the goal of financial fraud.

Overall, the experiments revealed potential artifacts of face swap videos that could
be noticed by viewers. However, as the general knowledge of face swaps seems to be
rather low, it would be necessary to have public discussions or educational approaches to
inform people about face swaps and what they need to look out for. Furthermore, these
insights could be used to improve the next generation of computational manipulation
detection algorithms. For example, these methods could pay special attention to eye
gaze and mouth movements, or even use eye trackers to directly evaluate the gaze of
users. While I found some cues to detect face swaps, they were often unnoticed by users.
As they seem to be unobtrusive to viewers, they could be used in diverse applications
and scenarios.

4.3 The Communicative Abilities of Face Swaps

As face swaps are difficult to spot and contain mostly unobtrusive artifacts, I investigated
the notion of using them as avatars. For this, I first researched the perception on the
conveyed emotions of face swaps (Paper B). In general, participants were able to identify
the emotions displayed by the face swaps just as well as in the genuine videos and
rated their intensity and sincerity similarly. However, emotions that require stable
micro-expressions like disgust or thinking were more difficult to recognize for participants
(see Tab. 4.2 for the complete results). The lack of fine movements like forehead wrinkles
may have caused these problems, so increasing the resolution of face swaps could be a
valuable way to improve their communicative abilities.

I also assessed the personality of face swaps (Paper D) and found that they are
perceived to have natural personalities and that no general negative traits are introduced
by face swapping (i.e., no high neuroticism). By assessing the influence of both actors
on the personality of the resulting face swap, I found that the combination of facial
expressions and body movements had a stronger impact than the facial appearance.
This indicates that face swap avatars are able to reflect the personality of the individual
responsible for the body movements and facial dynamics.

In addition to conveyed personality, I also investigated appeal and eeriness, finding
that face swaps are not generally less appealing or more eerie than genuine videos.
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Communicative Abilities - Emotions (Paper B)

Emotion Recognition Intensity Sincerity

Happiness Preserved Preserved Preserved

Sadness Preserved Preserved Preserved

Anger Preserved Preserved Preserved

Disgust Altered Altered Preserved

Surprise Preserved Altered Preserved

Agree Preserved Preserved Preserved

Disagree Preserved Preserved Altered

Thinking Preserved Preserved Altered

Clueless Preserved Altered Preserved

Neutral Preserved Preserved Preserved

Table 4.2: Overview of the differences in conveyed emotions between face swaps and the
corresponding genuine videos on the semantic dimensions of recognition, intensity, and
sincerity. Statistically significant alterations along the semantic dimensions are highlighted
in red. Those cases where face swaps were able to preserve the conveyed emotion compared
to the genuine videos are marked in blue.

However, in some cases artifacts may impact the impression of face swaps. Specifically, I
found that skin color inconsistencies led to higher eeriness and less appeal on male face
swaps. Furthermore, face swaps created from a female and a male actor were perceived
to be less appealing and more eerie compared to the corresponding original actors. In
a final analysis, I also noticed that familiarity effects have an effect on the viewer’s
perception. Here, the combination of two known actors leads to more appealing avatars,
while mixing known and unknown people had adverse effects.

The findings suggest that valuable use-cases for face swaps are scenarios where visual
communication is important but the users want to keep their privacy. An example for
this could be video therapy sessions or video-based suicide prevention. In these scenarios,
patients may be hesitant to use the services if they fear to be recognized, but at the
same time, clear communication and the assessment of emotions are very important.
Therefore, the user could either apply the face of another person or even a synthetic
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face to hide their identity. As their personality and facial expressions are preserved and
emotions can be recognized, the communication should not be negatively impacted to
allow the interlocutor to better estimate the feelings of the user. One point that needs to
be considered is that one should avoid to use faces of famous people as I found negative
reactions in the assessment of familiarity effects. Overall, my results indicate that face
swaps can be used as avatars.

4.4 Outlook

While I have discovered many interesting insights into the perception of face swaps,
there are still research possibilities to further extend both the insights gathered and
their application scenarios.

Demographic considerations. It would be valuable to verify and validate the findings
of this thesis for larger demographic groups, including different cultures and age-ranges.
Previous work on the topic of the own-race bias indicates that participants can identify
other people of their own race better than those of other races [Meissner and Brigham
2001]. Considering the authenticity of face swaps, it could be possible that it is easier to
detect manipulations using original actors from one’s own ethnic group. Therefore, an
experiment focusing on face swaps and participants of various ethnic groups could yield
interesting results.

Looking at the communicative abilities of humans, cultural and demographic differ-
ences have been observed [Elfenbein and Ambady 2002, Allik et al. 2017], indicating
that the perceived emotions and personalities of face swaps could vary depending on
the background of participants. Due to this, I specifically did not set out to obtain
’true’ ratings on the emotions and personalities but base my analysis on the differences
between the corresponding genuine videos and face swaps. Thereby, I was able to find
general differences in the perceived emotions and personalities of face swaps that show
their usefulness as avatars. Giving specific guidelines for the creation of face swap avatars
in consideration of user groups or application purpose is beyond the scope of my thesis.

Generation and Detection Systems. The results of this thesis offer promising
insights for technologies focusing on the detection and generation of face swaps. For
detection systems, one valuable idea would be to incorporate eye tracking data. Based
on the eye tracking results, it may be possible that participants look at artifacts but
not consciously perceive them. It might be interesting to see if it is possible to use
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real-time eye tracking and give feedback to the user when the gaze data suggest they
might watch face swap videos. For generative systems, the results on the conveyed
emotions of face swaps indicate that a higher resolution might improve the recognition of
certain emotions. Therefore, generative methods that are able to increase the resolution
of face swaps might also be able to improve their communicative abilities.

Artifact Types. In consideration of the perceived realism and eeriness of face swap
videos, I detected differences depending on the type of visible artifact. For example, I
found that skin color mismatches made male face swaps more eerie. Blurriness, however,
did not evoke this effect. As the perception changes with the type of artifact, a natural
line of future work would be to further assess the appeal of human faces modified not
only by face swapping but also by other types of video modifications and compare these
results to previous work on 3D avatars.

Applications. As my findings indicate the potential of face swaps as avatars, it would
be valuable to apply them in different scenarios and analyze their impact on users. As
a first step, the impact of face swaps in real-time communication could be assessed to
see how users perceive the direct interaction and whether they view this technique as
a useful tool to anonymize their faces in videos. Furthermore, it would be interesting
to use face swaps as intelligent virtual agents. For this, a first possibility would be to
design a specific use-case scenario and examine the differences between the usage of face
swaps and 3D avatars as agents.

Finally, the high quality and ease of generation of face swaps may render them
possible stimuli in social and gender science. My results suggest that participants found
mixed-gender face swaps less appealing and more eerie. One mixed-gender face swap
combining a female body and male face was even rated as being slightly neurotic. It
might be worth to assess different combinations and reveal the impact of non-gender
conforming behavior and appearance on the appeal of face swaps, which in turn would
also provide valuable social insights.

4.5 Final Conclusion

In this thesis, I investigated the perception of face swaps and obtained valuable insights
on their authenticity and communicative abilities.

I found that state-of-the-art face swaps attain very high perceptual quality and that
it is difficult for a human viewer to detect forgeries even if they are informed about face
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swaps. Furthermore, without prior information, artifacts are only seldomly attributed
to face swapping. Even though the detection of face swaps is difficult for people, I was
able to identify significant differences in the eye gaze behavior of viewers, indicating that
detectable artifacts remain which could be used in computational detection systems or
even by humans if combined with training about face swaps and common artifacts. In
the future, the quality of face swaps is likely to improve further, which puts considerable
urgency on discussing ethical handling and responsibilities regarding face swaps and
other deepfake technologies.

In following experiments, the communicative abilities of face swaps were explored,
showing that they convey similar emotions to the genuine videos. Additionally, they
are displaying a natural personality which is predominantly influenced by the actor
providing the body movements as well as facial expressions and not the facial appearance.
Furthermore, my results imply that face swaps are not generally perceived as eerie and
therefore can offer pleasant interactions to users. This makes face swaps a suitable tool
for the creation of avatars for human-to-human and human-machine interaction. They
offer numerous positive aspects including easy creation, high realism, and convincing
display of emotions. As face swaps could be used in diverse applications, many interesting
research opportunities towards their perception and interaction possibilities in different
scenarios should be explored in the future.
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