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ABSTRACT
We propose a GPU-based approach to accelerate filtered
backprojection (FBP)-type computed tomography (CT) algorithms by adaptively reconstructing only relevant regions
of the object at full resolution. In industrial applications,
the object’s insensitivity to radiation as well as lack of inner
motion allow for high-resolution scans. The large amounts of
recorded data, however, pose serious challenges as the computational cost of CT reconstruction scales quartically with
resolution. To ensure real-time reconstruction (i.e. faster processing than projection acquisition) for high-resolution scans,
our method skips below-threshold voxels and monotonous
regions inside the object. Our approach is able to speed up
the reconstruction process by a factor of up to 13 while simultaneously reducing memory requirements by a factor of
up to 71.
Index Terms— cone-beam computed tomography, highresolution, multi-resolution, real-time, gpu
1. INTRODUCTION
With the availability and increasing performance of general
purpose GPU programming, CT reconstruction has been sped
up to the point where moderate-resolution datasets can be processed in real-time, i.e. the reconstruction operates faster than
the acquisition of the projection images. This has led to CT
not only being of interest for medical imaging, but also for industrial metrology. The latter is not restricted by constraints
about radiation exposure and most often does not need to account for inner motion of the scanned objects. This allows
it to employ larger numbers of scans with higher resolution
and precision (information per pixel). However, the number
of voxels in the reconstructed volume scales cubically with
the resolution and each voxel must be updated at least once
for each image, generally leading to a quartic increase in time
consumption. Simultaneously, the scan time only increases
linearly with resolution and precision each. This makes it
difficult to devise reconstruction algorithms fast enough for
real-time processing.
One already quite fast method of reconstruction is the use
of FBP-type algorithms. We reduce the number of operations

required in said algorithms by first sampling the object at a
lower resolution and then adaptively resampling only relevant regions on full resolution. The relevant regions are determined transparently and can be set to be as much as all
non-air voxels or as little as only the edges of the object.
2. RELATED WORK
CT is a well-researched field and many previous authors have
used GPUs to boost performance. Several techniques were
found to speed up backprojection, the most computationally
extensive part of FBP algorithms[1, 2, 3, 4, 5, 6]. There have
been reports of real-time capable reconstructions for volume
sizes of 5123 [7, 8], as well as good parallelizability using
multiple GPUs[9, 10]. Our goal is to adopt several of the
reported techniques and extend them to allow for real-time
reconstruction of volumes sized 30003 on a single GPU.
The complexity of the backprojection can also be reduced
through mathematical approximations[11]. For Algebraic
Reconstruction Techniques (ART)[12], a multi-resolution approach has been used to deal with the enormous memory
consumption of the system matrix [13]. Due to the quartic
scaling of computational cost and only linear scaling of scan
time, it is irremissible to apply the same concept to FBP procedures as well, if one seeks to achieve real-time processing
on high resolutions.
3. METHOD
The method described in this paper works for any FBP-type
algorithm. Such algorithms functions as illustrated in Fig. 1.
We realize our implementation using CUDA.
As datasets can become as large as several hundred gigabytes, projection and result data must be divided into chunks
and dynamically transferred between the GPU, host memory
and the hard drive. For this purpose, a memory pool is implemented on both the GPU and the host. Both pools require
slots for at most three chunks of the volume and three batches
of projection images in order to be fully utilized. This is because no more than three operations can be performed simultaneously and unhindered (upload and download, as well as
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Fig. 1. Procedure. The sampling volume and all projection
images are uploaded to the GPU, the projection images are
filtered using a method appropriate for the given trajectory
and backprojected into the sampling volume, and the volume
is downloaded. If the volume is too large to fit onto the GPU
all at once, the volume must be divided into chunks and the
process must be performed for each chunk separately.
compute for the GPU and transfer between memory and hard
drive for the host).
3.1. General Speed-Ups
Before employing multi-resolution sampling, we adjusted the
reconstruction algorithm with established performance boosting techniques. We used the projection batching, pinned allocations, and fastmath approaches from [4], the rsqrt, transpose, and atomics techniques from [5], as well as the global
memory caching from [6]. Additionally, we upload images
partially and flush denormals. By telling CUDA to ignore
any denormal values that would occur and flush them to zero,
we speed up all floating point operations. Since each chunk is
only projected onto a part of each image, we upload only that
part to prevent uploads from becoming a bottleneck.
While [4] found batch sizes of four to be most efficient
and only pinned the memory reserved for the result, we find
optimal performance with batches of 16-20 images on our
hardware and pin the entire memory pool. In our tests, the
optimized implementation was five times faster than without
these speed-ups.

with monotonous density, causing a lot of computation to be
spent on reconstructing monotonous regions.
Therefore, we first reconstruct the volume at a lower resolution to determine these regions and then resample relevant
regions at higher resolution. This process can be repeated any
number of times, but because each layer of resolution requires
a full reconstruction, it is desirable to keep the number of layers to a minimum. Each voxel in a low resolution layer represents a block (super-voxel) of voxels in the full resolution
layer. After reconstructing on low resolution (presampling),
we use heuristics (see section 3.3) to determine which voxels
should be sampled on full resolution. Each following layer
can be reconstructed in the same way as the first, except that
voxel positions are looked up in a map. Note that the map
contains only one entry for each resampled super-voxel, as
the relative position of each of its voxels can be determined
from their index, causing the map to pose no large overhead.
Both the access to the map and to the voxels of all layers beyond the first are fully coalesced.
3.3. Resampling Heuristics
Depending on the object, it is either required to resample all
non-air super-voxels or only those along edges between different materials. Because of noise in the projection images,
super-voxels practically never receive a density of exactly 0,
even when engulfed in air. In order to define a threshold to
distinguish between objects and air, the difference between
the density of materials needs to exceed the amplitude of the
noise significantly.
To determine which voxels lie on an edge, we create a
density histogram of the lower resolution layer and cluster it
into different materials. For clustering we choose an adaptation of k-means by [14]. Their algorithm produces the global
k-means optimum in O(n2 k) time, where n is the number of
elements and k is the number of clusters. However, their algorithm only works with uniformly weighted elements. We seek
to perform their algorithm on the density histogram, where
each bin is represented by an element, whose value is the center of the bin and whose weight is the hit count of the bin.
Therefore, we adapt their algorithm for weighted inputs. In fact, the algorithm can be applied to weighted kmeans almost completely analogously. The only step that
is not easily converted is computing the within-cluster distance d(x1 , ..., xi ) of the first i elements incrementally from
d(x1 , ..., xi−1 ). Let the weights for xi be denoted as wi , the
weighted mean of the first i elements as µi , and the total
weight as ti .

3.2. Multi-Resolution
Often, the object does not fit the sampling volume perfectly and its exact position and orientation are initially
unknown, causing a large number of voxels in the volume
to be filled with air. Furthermore, objects scanned in industrial CT are commonly composed of few distinct materials
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Fig. 2. Logarithmized density histogram clustered by optimal weighted k-means using three clusters. The vertical lines
mark the cluster borders.
Then
d(x1 , ..., xi ) = d(x1 , ..., xi−1 ) + wi (xi − µi )2 + ti−1 (µi − µi−1 )2 .
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that edge. When the object is captured on the lower resolution, it suffices if at least one half of a super-voxel is engulfed
in a material, as it will either be clustered to be part of that
material or it will be closer to that material’s mean density
than to the other materials’ mean density. Any densities between a cluster border and the midway between the closest
two mean densities can be considered to be part of both materials for the purpose of determining whether a super-voxel
needs to be resampled. Thus, if a super-voxel lies on an edge,
its neighborhood contains super-voxels of different densities
and it can be resampled precautiously.
While our algorithm can deal with any number of materials, we assume that the number of materials is known. Determining the number of materials transparently is an ill-posed
problem. In most cases, a reasonable number can be determined by observing how the mean within-cluster distance behaves as the number of clusters increases. However, solving
this problem is of relatively little interest, as typically either
the number of clusters is known prior to the reconstruction,
or the user is uncertain of the properties of the material, in
which case all voxels near non-air material should be sampled
on full resolution anyway. Even without complete clustering,
air is easily separated from non-air materials.

(3)

Further, we want to assert that the cluster borders chosen
by k-means coincide with local minima of the density histogram. To achieve this, we join together all bins in between
two local minima to a single element with a unified weighted
center and total weight, prior to performing k-means. After applying k-means, we set the final cluster borders to the
global minimum within the range between the peaks of two
clusters. See Fig. 2 for an example of the clustering results.
The density information of a single super-voxel does not
suffice to determine whether it needs to be resampled. Supervoxels lying along an edge between two materials should be
resampled, but they may have been assigned values anywhere
within the range between the materials’ respective densities.
Therefore, neighboring super-voxels must be taken into consideration. Unless the object is too thin to be represented
on the lower resolution, each super-voxel near an edge has
at least one nearby super-voxel engulfed in each material of

For evaluation we use a system setup with 128GB main
memory, and an Nvidia Quadro M4000 GPU. The GPU has
8GB of global memory. The CT scanner has a 3008 by
2512 pixel flat panel detector with 12 bits of precision. This
setup can be used to reconstruct a volume with approximately
3008x3008x2512 voxels using around 3008 projection images. Because scanning is time consuming, we use only 2500
projections, which yields no significant loss of precision in
the results. We acquire images with an exposure time of
500ms, leading to scan times of slightly above 20 minutes
for a whole scan. Our approach is also real-time feasible for
shorter exposure times, but reconstruction tasks with high
resolution also desire high precision.
Using 32bit floats, the output volume occupies 90.9GB
of memory. With 75.6GB, the input projections are small
enough to fit on the main memory all at once, while the output
volume must be swapped to disk dynamically. This is important, as the disk would become a bottleneck if images needed
to be swapped out as well.
In the multi-resolution approach, the size of the supervoxels is guided by several computational considerations: It
should be the same in each dimension, to avoid artifacts. A
single thread-block should not span over more than one supervoxel, as this simplifies the calculation of the according mapindex and coalesces the map’s access. The number of voxels
in each super-voxel should be an integer multiple of 32, to
promote warp occupancy. The super-voxels should have no
more than 1024 voxels, so that each super-voxel can be pro-

(a) Kinder Surprise egg

(b) component part

Fig. 3. 3D render of volumes both reconstructed with multiresolution approach. The multi-resolution and full resolution
results show no visible differences.
Surprise egg
Surprise egg multi-res
factor
component
component multi-res
factor

time
21m 37s
3m 19s
6.5
21m 01s
1m 38s
13

space (result)
90.9GB
5.4GB
17
90.9GB
1.28GB
71

Table 1. Gains from multi-resolution sampling in two real
data test cases of size 3008x3008x2512. For the Kinder Surprise egg, all voxels near non-air voxels were resampled. For
the component part, only voxels near edges were resampled
cessed by a single thread-block. This favors sizes of 43 = 64
or 83 = 512 voxels. With the given volume sizes, we only require a single 43 presampling layer, as that layer fits onto the
GPU at once and any additional layers would be redundant.
We present two test cases: One where all non-air voxels
are resampled and one where only edges are resampled. A
render of their results can be found in Fig. 3. Multi-resolution
sampling reduced the reconstruction time for both cases significantly, while showing no changes in the quality of the reconstruction. Table 1 shows the exact timings in comparison.
We reconstructed a 24963 ground truth object (seen in Fig.
4 left) from 2496 images once on full resolution and once
using the multi-resolution approach. We compared the results
of both reconstructions only in those regions that belong to
a super-voxel that contains an edge according to the ground
truth volume. The difference in those regions is exactly zero.
This holds true, even when adding heavy noise (amplitude:
5% of the peak detector value, Fig. 4 right) to the projection
images.
With scan times of 20 minutes and reconstruction times
of less than 5 minutes the approach is real-time capable.
By extrapolation, the reconstruction would continue to be

Fig. 4. Left: 3D render of a 24963 ground truth data set.
Right: Noisy projection image used to test for robustness.
Full and multi-resolution results showed a difference of exactly zero along edges of the object.

faster than the projection acquisition with resolutions of up
to 55003 . If only edges are required in full resolution, the
approach is real-time compatible with resolutions of up to
70003 . Higher resolutions would also lead to more efficient
sampling, as a lower percentage of air voxels would need to
be resampled precautiously.
A multi-resolution approach is not in itself compatible
with real-time processing, as all projections must be available
for the first layer before reconstruction of the second layer
can be processed. However, this is easily remedied by first
capturing only every n-th projection and than acquiring all
missing projections by traversing through the trajectory once
more in reverse. This does not increase scan time by any notable amount and a layer with super-voxels of size n3 can be
reconstructed using only every n-th projection.
A limitation of the multi-resolution approach is its reliance on correct clustering. While the modified k-mean algorithm yields good results in most cases, devising a clustering method that reliably produces a suitable segmentation is
major challenge.

5. CONCLUSION
In this paper, we propose a multi-resolution approach for CT
reconstruction on high resolutions. The algorithm is applicable to any backprojection type procedure. Our results show
that computation time of the backprojection step, which is
the most computationally extensive part of typical FBP algorithms, can be reduced significantly. We achieve real-time capability for CT problems with resolutions greater than 30003
using a reasonable hardware setup, even on a single GPU. In
future work, the multi-resolution approach could be used to
adaptively change the course of the trajectory to fit the object’s geometry better. More effort can be taken in placing
the sampling cuboid more tightly around the object in a nonaxis-aligned manner, thus discarding a large portion of the air
voxels sooner.
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[3] Peter B Noël, Alan M Walczak, Jinhui Xu, Jason J
Corso, Kenneth R Hoffmann, and Sebastian Schafer,
“Gpu-based cone beam computed tomography,” Computer methods and programs in biomedicine, vol. 98, no.
3, pp. 271–277, 2010.
[4] Eric Papenhausen, Ziyi Zheng, and Klaus Mueller,
“Gpu-accelerated back-projection revisited: squeezing
performance by careful tuning,” in Workshop on High
Performance Image Reconstruction (HPIR), 2011, pp.
19–22.
[5] Eric Papenhausen and Klaus Mueller, “Rapid rabbit:
Highly optimized gpu accelerated cone-beam ct reconstruction,” in Nuclear Science Symposium and Medical Imaging Conference (NSS/MIC), 2013 IEEE. IEEE,
2013, pp. 1–2.
[6] Giovanni Di Domenico, “Fast cone-beam ct reconstruction using gpu,” 2015.
[7] Fang Xu and Klaus Mueller, “Real-time 3d computed
tomographic reconstruction using commodity graphics
hardware,” Physics in medicine and biology, vol. 52,
no. 12, pp. 3405, 2007.
[8] Holger Scherl, Benjamin Keck, Markus Kowarschik,
and Joachim Hornegger, “Fast gpu-based ct reconstruction using the common unified device architecture
(cuda),” in Nuclear Science Symposium Conference
Record, 2007. NSS’07. IEEE. IEEE, 2007, vol. 6, pp.
4464–4466.
[9] Andreas Fehringer, Tobias Lasser, Irene Zanette, Peter B Noël, and Franz Pfeiffer, “A versatile tomographic
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