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Figure 1: Our method transforms traditional omnidirectional stereo footage into a fully immersive 6 degrees-of-freedom virtual reality experience.

ABSTRACT

CCS CONCEPTS

We present a new pipeline to enable head-motion parallax in omnidirectional stereo (ODS) panorama video rendering using a neural depth decoder. While recent ODS panorama cameras record
short-baseline horizontal stereo parallax to offer the impression of
binocular depth, they do not support the necessary translational
degrees-of-freedom (DoF) to also provide for head-motion parallax
in virtual reality (VR) applications.
To overcome this limitation, we propose a pipeline that enhances
the classical ODS panorama format with 6 DoF free-viewpoint rendering by decomposing the scene into a multi-layer mesh representation. Given a spherical stereo panorama video, we use the
horizontal disparity to store explicit depth information for both
eyes in a simple neural decoder architecture. While this approach
produces reasonable results for individual frames, video rendering usually suffers from temporal depth inconsistencies. Thus, we
perform successive optimization to improve temporal consistency
by fine-tuning our depth decoder for both temporal and spatial
smoothness.
Using a consumer-grade ODS camera, we evaluate our approach
on a number of real-world scene recordings and demonstrate the
versatility and robustness of the proposed pipeline.

• Computing methodologies → Image-based rendering; Virtual reality; Neural networks; Perception; Image processing; Mesh
models.
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1

INTRODUCTION

The uprise of mass-market head-mounted displays (HMDs) has
opened up new opportunities for experiencing immersive multimedia applications in everyday life [6, 17]. Over the last couple of
years, extensive research was conducted to transfer various types of
entertainment media into virtual reality (VR), including live-action
movies, sports broadcasts and video games [7, 15, 22, 32]. Other
media formats, like 360° free-viewpoint panoramas, inherently benefit from the HMD’s inertial measurement units, which facilitate
intuitive 6 degrees-of-freedom (DoF) tracking and rendering.
Recent advances in omnidirectional stereo (ODS) panorama cameras make it easy to capture personalized footage and bring it back
to life in VR at a previously unprecedented level of immersion [1].
The established ODS format consists of two spherical panorama
videos captured with a fixed baseline between the left and right
eye views, thus providing an implicit impression of depth when
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Figure 2: Overview of our three-stage pipeline for 6 DoF ODS panorama video rendering: Given a spherical stereo panorama
video captured by a consumer-grade ODS camera, we obtain dense depth maps from angular stereo disparity. We then store
compact framewise depth information in a neural network architecture, and fine-tune for spatial and temporal smoothness to
avoid depth-related artifacts. Finally, we achieve high quality temporally consistent head-motion parallax support by applying
our interleaved layered rendering scheme.
viewed in a VR device [16, 28]. While spherical panoramas innately
support 3 DoF rotations, the lack of explicit depth and scene geometry does not allow for any form of head translation needed for
a fully-immersive VR experience. As a result, the missing motion
parallax can significantly impair the perceived quality or even cause
discomfort and motion sickness for some users [25, 33].
In this paper, we propose a new pipeline to enable temporal
consistent 6 DoF rendering for conventional ODS panorama videos.
Given a sequence of 360° stereo panoramas, we first extract explicit
framewise depth for both eyes using angular disparities. Using this
depth information, we model each frame’s geometry as a spherical mesh, which facilitates consistent head motion parallax when
rendered on VR devices.
For geometry refinement and compression, we introduce the
neural depth decoder (NDD), a lightweight network architecture
that translates a given frame number into the current depth parameterization using fractionally-strided convolutions. By fitting our
NDD to memorize the precomputed depth in its convolution matrices, we can reconstruct the required geometry at floating point
precision in real time, while reducing the required memory. In a
successive fine-tuning step, we further apply spatial and temporal
smoothness constraints to achieve smooth transitions and correct
for temporal jittering artifacts that usually occur when estimating
disparity on a per-frame basis.
Our rendering application adapts the three-stage mesh approach
described by Serrano et al. [30], which separates the scene into a
dynamic foreground, a static background, and an occlusion inpainting layer. However, since we provide layers for both eyes instead of
a single RGBD video, we propose an interleaved rendering scheme
that fills disoccluded areas from the other eye. Thus, our rendering
does not only use the stereo images to estimate depth, but also adds
texture information which improves the visual quality for large
head motion.
Our final pipeline enables temporal consistent real time rendering of static camera ODS panorama videos with full head-motion
parallax support. We will publish the source code and preprocessed
video samples at our project page: https://github.com/Ezrit/VR_
TCMPODS

2

RELATED WORK

This paper addresses the problem of adding motion-parallax to ODS
panorama videos for immersive playback in HMD. In the following we discuss various methods covering the fields of panorama
capturing, geometry reconstruction, and novel view synthesis, that
are related to individual components of our pipeline.
Generating high quality ODS panorama footage has been an
active field of research over the last decades. Early work [16] makes
use of specialized recording setups to create cylindrical stereo
panoramas. More recent recording systems for consumer-grade
application only require a single, handheld camera to be moved in a
sweeping motion to capture a scene [2, 10, 29]. Hereby, some methods already enhance the scene with head motion parallax using
either direct scene reconstruction [10] or flow-based blending [2].
Other works make use of specialized recording setups [16, 20, 24]
to achieve more robust 6 DoF viewing results. As these approaches
require significant time to record a single ODS frame, recordings
are usually restricted to static scenes.
Nowadays, consumer-grade end-to-end capturing solutions like
the Insta 360, GoPro Odyssey, Yi Halo, Jaunt ONE, and Facebook
Surround360 make ODS footage generation [1] for virtual reality
playback available to a wide public. However, none of the available systems innately supports 6 DoF head motion for HMD devices. Thus, software-sided solutions are necessary to enhance ODS
footage with head motion parallax by performing implicit or explicit
scene reconstruction [12, 14, 24, 36].
For rendering novel viewpoints in real time, different scene representations and image-based rendering techniques have been introduced. Layered representations, like multiplane images [8, 39],
project the scene content onto a set of fronto-parallel planes at
fixed depths, which only requires a homography and alpha compositing to generate novel views. Unfortunately, this layered representation cannot easily be transferred to panoramas. Light field
rendering [5, 19, 21] allows for high quality head motion parallax,
but requires a dense sampling of the plenoptic function. As we
aim to add motion parallax to arbitrary ODS videos, the sampling
rate is insufficient for applying light field rendering. Pointcloud
representations [3, 32, 34] can be rendered straightforwardly utilizing the standard rendering pipeline, but suffer from holes due to
disocclusion. Accordingly easy to render are textured mesh-based
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depth values due to camera rotation along the ODS viewing circle
[37]. Thus, we calculate per-pixel depths 𝑑 by transforming the
estimated spatial disparity 𝑢 into angular disparity and projecting
it onto the viewing sphere:
v
u
u
t
𝑟2
𝑑=  
(1)

2 − 𝑟 2.
𝑣𝜋 
𝑠𝑖𝑛 𝑢2𝜋
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𝐻

Figure 3: An example for synthesizing novel viewpoints
with our interleaved layer rendering approach. Similar to
Serrano et al. [30], we model the scene using three layers.
When synthesizing the left eye (blue) view, missing information is filled from the right eye (orange) before moving to
the next layer. For rendering the right eye view, we reverse
the left-right order.
approaches [10, 11, 18, 30]. While closed meshes do not introduce
holes, visible distortions often appear at depth discontinuities.
As modern VR headsets require fast rendering at up to 144 Hz
with few artifacts for optimal results [17], we use a hybrid approach,
combining pointcloud and mesh-based rendering. We adapt the
layered rendering approach of Serrano et al.. [30], however, we use
pointclouds for the front layers and a closed mesh for the backmost
layer. Furthermore, instead of directly accessing and optimizing
depth information, we adapt ideas from autoencoders [9] to store
scene depths in a neural network. Our network compresses the
required depth information and offers an efficient way to optimize
for temporal and spatial smoothness.

3

METHOD

In this section we describe our new method for enhancing conventional omnidirectional stereo panorama videos with full 6 DoF head
motion. Note that, while our approach is able to handle arbitrary
ODS footage without constraints on scene contents or complexity,
we currently assume a static camera setup to enable depth-based
background extraction.
Figure 2 illustrates the operating principle of our three-stage
pipeline. In the following, we provide an in-depth discussion of
each individual component:

3.1

Depth Reconstruction

In the initial step of our pipeline, we reconstruct metric depth
information which is later used to generate spherical meshes.
Let 𝐹 B {(𝐹𝐿,𝑛 , 𝐹𝑅,𝑛 ) | 0 ≤ 𝑛 < 𝑁 } be an ODS video of 𝑁
frames, containing the spherical panorama images for the left
(𝐹𝐿,𝑛 ) and right (𝐹𝑅,𝑛 ) eye views respectively. For each stereo frame
𝐹𝑛 = (𝐹𝐿,𝑛 , 𝐹𝑅,𝑛 ), 0 ≤ 𝑛 < 𝑁 , we first obtain dense image correspondences using a state-of-the-art optical flow estimator [13].
Since our input frames are continuous 360° stereo panorama images,
pixelwise disparities are extracted from optical flow by choosing
the shortest absolute path along the horizontal axis and dropping
vertical displacements. However, unlike for planar stereo-camera
setups, these stereo disparities do not directly translate to absolute

Here, 𝑟 denotes the ODS circle radius, 𝑣 the pixel’s scanline and
(𝑊 , 𝐻 ) the image’s width and height respectively. By applying
Equation 1 to all frames in 𝐹 , we obtain depth annotations 𝐷 B
{(𝐷 𝐿,𝑛 , 𝐷𝑅,𝑛 ) | 0 ≤ 𝑖 < 𝑁 } for both eyes, where each pixel value
corresponds to a tangential vertex offset in a spherical mesh.

3.2

Neural Depth Decoder

After generating per-frame depth annotations, we store the resulting information in a neural network, which we call a neural depth
decoder (NDD). The NDD is a lightweight network architecture
that takes the graycode representation of a scalar frame number to
obtain the corresponding depth maps for both eyes. It contains six
simple upsampling blocks, each consisting of three convolutional
layers (the first having a fractional stride) followed by instance normalization [35] and a ReLU [23] nonlinearity. After decoding the
graycode to a low resolution 2D spatial grid, the NDD successively
upsamples the feature volume to recover the associated depth map
at full ODS panorama resolution.
This approach has three major benefits over directly using the
depth maps estimated from stereo disparity:
• Through fitting depth information in a neural network architecture, we can decode uncompressed depth at full floating
point precision for arbitrary video frames in real-time.
• At the same time, storing the network’s weights significantly
reduces the memory consumption compared to framewise
lossless image compression.
• Furthermore, neural networks provide an efficient way to
perform additional temporal fine-tuning on the coarse depth
predictions.
Formally, we first train our NDD network 𝐺 : N0 → R2×𝐻 ×𝑊
to learn the precise mapping between all frame indices 𝑛 and the
corresponding left and right eye depth annotations 𝐷𝑛 :
𝐺 (𝑛) B 𝐷𝑛 ,

∀𝑛 < 𝑁 .

(2)

However, our preprocessed depths 𝐷 do not yet suffice for rendering
immersive VR panorama videos, as they contain various artifacts
originated by the optical flow estimation method. These artifacts
usually include undesired outlines at depth/motion boundaries,
and temporal inconsistencies caused by single image reconstructions. Thus, subsequent to our initial data fitting (Equation 2), we
perform an additional fine-tuning step to account for noisy depth
annotations:
e(𝑛) B 𝐷
e𝑛 , ∀𝑛 < 𝑁 ,
𝐺
(3)
e is a temporally and spatially corrected version of our initial
where 𝐷
predictions 𝐷. We achieve this mapping by conducting further training epochs using an extended loss function with hyperparameters
𝜆 {1,2,3} :
𝐿 = 𝜆1 𝐿𝑡𝑒𝑚𝑝 + 𝜆2 𝐿𝑠𝑝𝑎𝑡 + 𝜆3 𝐿𝑑𝑎𝑡𝑎 .
(4)
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Figure 4: Representative frames for all three scenes used to evaluate our pipeline. The cave features an indoor scene with
challenging lighting conditions and non-urban surroundings. The indoor located mall scene displays lots of fine details with
several dynamic occluders. Our street scene offers a particularly wide disparity range, including dynamic movements along
the depth dimension.
Our first term 𝐿𝑡𝑒𝑚𝑝 enforces temporal consistency between subsequent frames (𝑛, 𝑛 − 1) if the corresponding color value of a pixel
𝑝 in the panorama frame did not change:
Õ
(𝑤 (𝑛, 𝑝) + 𝑤 (𝑛 − 1, 𝑝)) ·
𝐿𝑡𝑒𝑚𝑝 =
𝑝 ∈𝐹𝑛

Ψ





e𝑛 (𝑝) − 𝐷
e𝑛−1 (𝑝) · 𝑒 −𝛼 temp · |𝐹𝑛 (𝑝)−𝐹𝑛−1 (𝑝) | ,
𝐷
(5)

where 𝛼 is a free hyperparameter, Ψ stands for the Charbonnier
penalty function [4, 31], and 𝑤 is a foreground weighting function.
During training, we use this weighting to assign an equal weight
to the foreground and background, which avoids biases on static
scene content:
(
e𝑛 (𝑝) < 𝜆 𝑓 𝑔
𝑃𝑡 /(2𝑃 𝑓 (𝑛)), if
𝐷
𝑤 (𝑛, 𝑝) =
(6)
𝑃𝑡 /(2𝑃𝑏 (𝑛)), else.
Here, 𝑃𝑡 = 𝐻 ·𝑊 is the total amount of pixels, and 𝑃 𝑓 (𝑛), 𝑃𝑏 (𝑛) the
amount of foreground and background pixels in frame 𝑛 based on
a constant threshold 𝜆 𝑓 𝑔 .
Our second term 𝐿𝑠𝑝𝑎𝑡 minimizes the second order derivative
with edge aware scaling for each frame to achieve spatial consistency:
!
𝜕𝐹 (𝑝 )
Õ Õ
e𝑛 (𝑝)
𝜕2 𝐷
−𝛼 spat 𝑛𝜕 𝑗
𝐿𝑠𝑝𝑎𝑡 =
𝑤 (𝑛, 𝑝) · Ψ
·𝑒
. (7)
𝜕𝑗2
𝑝 ∈𝐹
𝑗 ∈ {𝑥,𝑦 }

𝑛

As a third and last term, we also include the initial data loss 𝐿𝑑𝑎𝑡𝑎
to avoid trivial solutions while smoothing our depth maps:
Õ
f𝑛 (𝑝) − 𝐷𝑛 (𝑝)|.
𝐿𝑑𝑎𝑡𝑎 =
𝑤 (𝑛, 𝑝) · | 𝐷
(8)
𝑝 ∈𝐹𝑛

e visually
As we show in our experiment, the resulting depth 𝐷
improves over the initial predictions 𝐷 and contributes to a more
immersive VR experience.

3.3

Rendering

For rendering our depth-augmented ODS panorama videos, we
adapt the layered mesh representation proposed by Serrano et al. [30].
This rendering approach comprises three spherical meshes, including a dynamic foreground, static background, and disocclusion
inpainting layer. Since our method operates on ODS instead of on

a single RGBD video, we independently generate all layers for both
eyes and fuse them using an interleaved rendering scheme, as illustrated in Figure 3. By rendering these layers one above the other, we
allow for intuitive head-motion in HMD panorama viewers while
maximizing the available information for disoccluded areas. In the
following, we describe the purpose and implementation of each
layer as well as our interleaved stereo rendering scheme.
3.3.1 Foreground Layer. The foreground is the closest visible layer
(i.e., the last one rendered to the framebuffer), and contributes most
pixels to the final panorama video. It is the only dynamic layer
that actively changes each video frame, and is obtained by directly
e to set the depth of each vertex tangenapplying the NDD outputs 𝐷
tially to the ODS viewing circle. Instead of using densely connected
meshes, where neighboring pixel represent vertices of the same
triangle, we render our foreground as individual pixels (quads) with
an overlap of 0.5. Therefore, we do not rely on framewise opacity
maps to handle disconnections at depth boundaries, which results
in more robust and visually appealing edges.
3.3.2 Background Layer. As 6 DoF rendering allows for free head
translation, we employ a static background layer behind the dynamic foreground video to fill disoccluded areas with temporal
information from neighboring frames. For this layer we adopt the
approach of Serrano et al. [30], locating 25 frames with the largest
e and assigndepths for each pixel over the entire video sequence 𝐷,
ing their median color value as the pixels’ background intensity.
Since the background layer remains temporally static, we store its
depth and texture in a single mesh, but apply the same per-pixel
rendering approach as for the dynamic foreground.
3.3.3 Inpainting Layer. Finally, we fill the remaining disocclusions
for large head displacements using a densely connected inpainting
layer. Similar to the background layer {𝐹 BG, 𝐷 BG }, our inpainting
layer{𝐹 IP, 𝐷 BG } is implemented as a single static mesh, but connects
neighboring pixels to avoid holes at depth discontinuities. We obtain
the inpainted texture by smoothing the previous background with
a custom context-aware kernel, that weights pixels in a 25 × 25
neighborhood 𝑁𝑝 of pixel 𝑝 according to their normalized depth
values:
Í
𝑞 ∈𝑁𝑝 𝐷 BG (𝑞) · 𝐹 BG (𝑞)
Í
𝐹 IP (𝑝) =
(9)
𝑞 ∈𝑁𝑝 𝐷 BG(𝑞)
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Figure 5: Results of our free-viewpoint rendering for three different scenes. Each row indicates a different head position, where
the middle row is taken from the center of the ODS viewing circle.
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Figure 6: Evaluation of our depth refinement. Top: Three successive ODS videoframes. Middle: The initial depth prediction from stereo disparity [13]. Bottom: Refined depth estimates from our NDD network. Our fine-tuning improves
temporal and spatial coherency, which significantly reduces
temporal jittering.

Our experiments show that our inpainting produces perceptually
plausible results in areas where no information is available from
the panorama camera, and thus minimizes the distortion perceived
by the viewer.
3.3.4 Interleaved Rendering. As mentioned before, we create the
3-layer mesh representation for both views in our ODS video. This
approach has obvious benefits over single camera methods, as multiple viewpoints can provide additional information about otherwise
occluded scene geometry. During rendering, we make use of the
stereo camera setup by applying an interleaved rendering scheme:
instead of directly stacking each view’s foreground, background,
and inpainting layers, we intermediately render the corresponding
layer from the other view to fill missing information in disoccluded
areas. This way, we ensure to use all available information in both
the spatial and temporal domain, which reduces the reliance on
color inpainting and results in a more convincing VR experience.

4

EXPERIMENTAL RESULTS

To evaluate the benefits of our new approach, we show comparisons
on a number of real-world scenes recorded by a consumer-grade
camera. We start this section by providing details on our setup and
evaluation, followed by a demonstration of qualitative results and
an ablation study on the effects of different pipeline components.

4.1

Data and Implementation Details

For our evaluation, we record three diverse scenes at a resolution
of 4800 × 2400 using a commercial Insta 360 Pro camera setup. Our
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data contains one outdoors/nature (cave) and two urban sequences
(mall and street) with both simple and complicated texture patterns
as well as motion on different depth levels. Thus, the selected data
offers a varying level of complexity as can be appreciated in Figure 4,
which provides some representative frames for each scene. For video
samples of all panorama sequences, please refer to our supplemental
material.
Our pipeline is implemented using a combination of PyTorch [26,
27] and OpenGL [38], which achieves real-time 6 DoF rendering on
the HTC Vive using a single NVIDIA GTX1080 GPU. Due to the optical flow network’s limited receptive field, we estimate and compress
our depth fields at a reduced resolution of 1200×600 pixels. For refining the NDD, we set our hyperparameters (𝜆1, 𝜆2, 𝜆3, 𝛼 temp, 𝛼 spat )
to (2.0, 0.5, 0.2, 70, 40), while the foreground threshold 𝜆 𝑓 𝑔 is chosen empirically per scene based on the according depth histogram.
By analyzing the depth histogram over several keyframes, we set
𝜆 𝑓 𝑔 to cover approximately 40% of the scene. We found that additional parameter-tuning on our individual scenes did not yield any
visually perceptible improvements in the final rendering, showing
that the above parameters can effectively be applied to many realworld sequences. Using a single NVIDIA Titan RTX GPU, fitting an
NDD to one scene took approximately 10 hours for a total of 105
training epochs, 25 for the first precise mapping and 80 for finetuning. Training times scale roughly linearly to the video length. For
our examples, storing the network’s parameters requires 70.3MB
of memory, while framewise pngs for the depths would require
189MB on average, resulting in a mean reduction of 62.8%.

4.2

Qualitative Results

We show qualitative results of our method for various viewpoints
on our ODS panorama sequences. As the current pandemic situation does not allow for conducting user studies in virtual reality
setups, our evaluation is based on face validity. Please see our supplementary material for extensive video examples and comparisons.
We show results for head translations within our varying scenes
in Figure 5. As we translate from the ODS center, the scene content
moves according to the assigned depths, which enables real head
motion parallax when viewed in a HMD. Our layered approach
fills disoccluded areas behind dynamic objects from other frames,
and even incorporates content from the other view to maximize
the usage of available scene information. Due to inpainting, our
method is even capable of synthesizing novel viewpoints for headdisplacements outside the ODS viewing circle with few perceivable
visual distortions.
To further evaluate the influence of our NDD-based depth optimization, Figure 6 displays three consecutive frames from the
mall scene with the initial and optimized depth annotations. The
initial depth values from stereo disparities often vary temporally
even for static background areas, as highlighted by the red window.
In contrast, our fine-tuned neural depth decoder circumvent high
frequency changes while preserving moving foreground objects.
Additionally, our NDD offers efficient, lossless depth-compression
at full floating-point precision for an entire video sequence. By
storing only the networks kernels’ weights, we reduce the memory
consumption for the shown scenes by a factor of ~3 when compared
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Figure 7: Visual comparison of our method (top, red) to the recent method of Serrano et al. [30] (bottom, blue). While our
approach uses a similar three layer mesh approach, the interleaved layering and NDD depth refinement reduces blur and
artifacts at depth discontinuities. Note that the color adjustments in the authors’ official implementation might result in
brightness and contrast discrepancies. Furthermore, the view in their screen rendering are distorted, resulting in slightly
different camera views. To improve comparability, we reduced the rendering resolution to match with the baseline method [30].
For video results, please refer to the supplementary video.

Figure 8: Qualitative comparison of our NDD based refinement (left) to the depth refinement of Serrano et al. [30] (right) on
our mall scene. Our depth representation with an NDD not only compresses the initial depth information in size, but also
better preserves fine structures and reduces temporal flickering. For video results, please refer to the supplementary video.
to per-frame outputs provided by the optical flow estimator. During rendering, the refined depth significantly decreases temporal
jittering artifacts as shown in our supplementary video.

4.3

Comparison

We show visual comparisons to the related method of Serrano
et al. [30]. Please note that their approach operates on monocular
RGBD video, where depth is obtained from sensor data or monocular depth estimates, while our approach uses angular disparity
estimated directly on the stitched ODS panoramas. Thus, the different input modality can result in not optimal results for their
approach.

We applied their official implementation to our initial depth estimates of the left ODS panorama along with the respective video and
show comparisons in Figure 7. The results were recorded at a similar viewpoint with a translation of approximately 15cm from the
ODS origin. While generally similar in visual quality, at depth discontinuities the method of Serrano et al. show more of the blurred
inpainting layer, losing available information from the background
layer. This effect, as well as flickering artifacts, becomes more noticeable during video playback, as demonstrated in our supplementary video. Furthermore, Figure 8 compares the quality of our
NDD to the traditional optimization-based depth refinement of
Serrano et al. [30] . Albeit our NDD compresses the initial depth
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Figure 9: Ablation examples for different pipeline components. From left to right: The plain ODS frame, renderings using the
initial depth and our fine-tuned depth, each with a single eye view and our interleaved rendering order from both eyes (see
Figure 3). While the improvements for static scene content (top row) are less significant when looking at single frames, our
depth refinement reduces flickering artifacts for videos. As shown, each pipeline component reduces head-motion artifacts,
and our final method (right column) achieves the best overall results.
information in size, it is still able to preserve more details while
optimizing for temporal and spatial consistency.

4.4

Ablation Study

We further assess our method by conducting an ablation study on
the influence of various pipeline components. More precisely, we
visually compare our final implementation to modified versions
that do not include our temporal depth optimization or interleaved
rendering approach. As indicated by Figure 9, every step of our approach introduces qualitative improvements to the final rendering.
Our interleaved layer rendering scheme allows us to fill missing
information from the other eye. The fine-tuned depth by our NDD
network improves temporal and spatial coherency, which especially
enhances the results of moving scene content. Therefore, our combined pipeline achieves the best results for a visually appealing VR
experience.

4.5

Limitations

While our experiments yield promising results, additional evaluations are needed to verify the robustness of our method for more
complex footage, and how well it aligns with human perception.
Despite the robustness of our approach, we occasionally observe
artifacts and distortions, particularly at depth discontinuities and
motion borders. These problems are mainly caused by three sources:
errors in the initial optical flow prediction, stitching distortions
from the ODS camera rig, and implicit limitations of the 3-layer
scene modeling [30]. More precisely, this implies that our rendering does not handle multiple occluders at different depth levels,
which can result in visual artifacts and missing scene content when

changing the head position. On the other hand, our method heavily
relies on the accuracy of the utilized correspondence estimator,
since errors in our initial depth maps propagate through the entire
pipeline. Ultimately, the geometric distortions caused by depth inaccuracies may also restrict the maximum head-motion range in
which the user does not experience distracting artifacts. During our
comparisons, we achieve a visually pleasing VR experience for head
translations within 25cm from the ODS center. In practice, we found
that this baseline is sufficient to enable immersive VR playback for
users sitting in a chair or walking within a small circular area. Our
results indicate that artifacts can further be alleviated by reducing
the reliance on precise depth information and segmenting the scene
into additional mesh layers. Additionally, further research in neural
network-based depth temporal refinement can help to accelerate
per-scene preprocessing or generalization across multiple videos.

5

CONCLUSIONS AND DISCUSSION

We presented a new pipeline to enhance conventional omnidirectional stereo (ODS) panorama video with full 6 DoF head motion
support. Given an ODS video sequence, our method reconstructs
the scene using explicit depth information extracted from angular stereo disparity. For depth representation, we introduced the
neural depth decoder (NDD), a lightweight neural network that
is capable of decoding temporal coherent stereo depth based on
the corresponding frame number. These temporal consistent depth
predictions in combination with our new interleaved rendering
scheme, which facilitates disocclusion filling from both eyes, enable
high quality novel view synthesis even for comparatively large
head motion. Our experiments demonstrate that our pipeline enables visual appealing head-motion parallax support, which can

Temporal Consistent Motion Parallax for ODS Panorama Video

help to avoid discomfort and motion sickness in virtual reality applications. Moreover, our current research enables exciting future
extensions. Besides depth compression and refinement, our NDD
network can potentially be expanded to store complete RGBD textures, enabling simultaneous end-to-end fine-tuning for texture
and depth alignment, and thus avoiding video codec artifacts.
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