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Abstract—In this paper, we present a novel system which com-
bines depth-from-stereo and visual hull reconstruction for acquir-
ing dynamic real-world scenes at interactive rates. First, we use
the silhouettes from multiple views to construct a polyhedral vi-
sual hull as an initial estimate of the object in the scene. The visual
hull is then used to limit the disparity range during depth-from-
stereo computation. The restricted search range improves both
speed and quality of the stereo reconstruction. In return, stereo
information can compensate for some of the inherent drawbacks
of the visual hull method, such as inability to reconstruct surface
details and concave regions. Our system achieves a reconstruction
frame rate of 4 fps.

I. INTRODUCTION

In recent years, the acquisition of dynamic scenes using mul-
tiple cameras has found exciting applications in the field of
telecommunication, human-computer interaction and entertain-
ment. However, a number of technical problems still need to
be overcome, such as geometry reconstruction, photometry and
lighting estimation, motion recovery, etc. Among these prob-
lems, the reconstruction of 3D geometry information is one key
issue. Once the 3D scene structure is recovered, we can ex-
amine the scene from arbitrary viewpoints, and the recovery of
photometric properties of the scene becomes possible. Also,
scene geometry allows editing and mixing real and virtual en-
vironments.

There are many ways to reconstruct 3D information from im-
ages. Correlation-based “depth from stereo” [17] is one classi-
cal method. Fuchs et al. [8] and Kanade et al. [10] apply this
method to reconstruct the real-world scene from a large amount
of fixed cameras in off-line systems. Today, thanks to higher
CPU speed and great progress of digital video camera technol-
ogy, some commercial products [15] as well as academic re-
search [5] prove that stereo reconstruction can be carried out
by general-purpose computers in real time. An alternative ap-
proach to 3D reconstruction is shape-from-silhouette, which re-
cover the scene as a visual hull [11]. Roughly speaking, the vi-
sual hull is a conservative shell that envelopes the true geometry
of the object. Moezzi et al. [14] construct the visual hull using
voxels in an off-line processing system. Cheung et al. [4] show

that the voxel method can achieve interactive reconstruction re-
sults. The polyhedral visual hull system developed by Matusik
et al. [12] also runs at interactive rate.

Yet both methods have their inherent drawbacks. The
correlation-based stereo method is unstable when handling tex-
tureless surfaces and occluded regions. The visual hull cannot
recover concave regions no matter how many images are used.
Also it needs a large number of different views for recovering
subtle details. However, the two methods are quite complemen-
tary in nature. As Simon Baker et al. point out [1], the Visual
Hull method makes use of rays that are tangent to the surfaces
of the object, while the stereo method primarily matches rays
that are radiating from the object surface area. Therefore, these
two methods can be combined to overcome their drawbacks and
improve the reconstruction quality.

In this paper, we propose a combined method which follows
the direction of Vedula’s work [18]. A polyhedral visual hull is
first constructed using silhouette information. This visual hull
serves as an initial geometry estimate to limit the search range
of the following stereo algorithm. While the visual hull im-
proves both the quality and the speed of the stereo reconstruc-
tion, depth-from-stereo can recover more geometry details as
well as concave regions of the object. Our method differs from
Vedula’s work in that we extract silhouette information from
original images in the earlier processing stage and use a polyhe-
dral visual hull representation for a direct and faster reconstruc-
tion of an initial geometric estimate. As a result, our system
performs at interactive reconstruction and rendering rates. As
far as we know, this is the first effort to combine the two classic
3D reconstruction methods in real-time.

The remainder of this paper is organized as follows. Sect. 2
gives an overview of our system. We explain our reconstruction
algorithm in Sect. 3. The visualization of the reconstructed
result is described in Sect. 4. After implementation details are
described in Sect. 5, we conclude by presenting some ideas for
future research.



2II. SYSTEM OVERVIEW

Our system consists of several cameras observing the scene
from different viewing directions. These cameras are grouped
pairwise and arranged along an arc. Each camera pair is con-
nected to one client computer. These computers communicate
with the server via the standard TCP/IP network. All cameras
are calibrated in advance and image acquisition is synchronized
at run time. Fig 1 shows the acquisition setup.

Fig. 1. Acquisition setup: 3 camera pairs are arranged along an arc.

The system initialization includes recording a background
image for each camera and sending calibration information
from each client to the server. After the initialization, the sys-
tem enters the processing cycle, which is defined as the time
of processing one synchronized image set collected by all cam-
eras. According to the direction of the network transfer, we
divide one cycle into three stages, illustrated in Fig. 2.
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Fig. 2. Processing stages of the combined visual hull and depth-from-stereo
algorithm. (a) Silhouette extraction (b) Polyhedral visual hull computation (c)
stereo computation.

In stage 1, the object’s silhouette is estimated. First, the
stereo image pairs are individually rectified to align along scan-
lines [7]. For each image, the moving foreground object is seg-
mented out from the previously acquired background. Since
stereo cameras are very close to each other, using both silhou-
ettes does not improve visual hull reconstruction significantly.
Therefore, as seen in Fig. 2(a), we only extract the silhouette
for one camera of the stereo pair and transfer it to the server.

In stage 2, when all silhouette information is available, the
server computes a polyhedral visual hull using general 3D in-
tersection and then broadcasts the polyhedral model back to all

clients.
In the last stage, all clients use the visual hull to guide the

depth computation. Note that since we already have the sil-
houette information, the stereo computation only needs to be
performed on the foreground object mask instead of the whole
image. The depth maps, together with the color images, are
then sent back to the server for rendering.

The system architecture has been designed to distribute the
computational load between the server and the clients. The time
needed for image acquisition, rectification, silhouette extraction
and stereo reconstruction is independent of the number of stereo
pairs. This provides good scalability and allows us to achieve
interactivity.

III. RECONSTRUCTION OF DYNAMIC EVENTS

A. Visual hull reconstruction

There are two different methods for the visual hull recon-
struction: volumetric [4], [14] and polyhedral [12]. Since volu-
metric reconstruction requires intensive memory, provides lim-
ited recovery precision and is time-consuming during render-
ing, we choose the polyhedral method which uses a more el-
egant polyhedral representation, requires less memory, and is
suitable for fast direct rendering.

In our system image differencing [3] is used for segmenting
the moving foreground object. Then we eliminate the moving
shadow region by using color information as in [4] and apply
morphological operators to fill small holes in the foreground
object mask. Finally, the contour can be retrieved from the sil-
houette information as a 2D polygon. This polygon is sent back
to the server and extruded to form a cone-like volume using the
camera calibration information. We use the BREP library [2]
to carry out the 3D intersection of several cone-like volumes.
Fig. 3 illustrates the visual hull obtained from three cone-like
volumes.

(a) (b)

Fig. 3. Visual hull reconstruction. (a) Three cone-like volumes extruded from
different views. (b) The intersection result — a polyhedral visual hull.

B. Basic stereo algorithm

The stereo algorithm can be decomposed into three steps. (1)
Rectification, (2) matching, and (3) depth recovery. Rectifica-
tion is applied to the stereo images to align the epipolar lines to
make pixel traversal and matching faster. Then we try to match
the correspondences by comparing small neighborhoods around



3each pixel. There exist several criteria to evaluate the differ-
ence between pixel neighborhoods, such as normalized cross-
correlation (NCC), sum of squared difference (SSD), sum of ab-
solute difference (SAD), etc. Among them, SAD is the fastest
method and proves to be able to yield satisfactory results. We
have further optimized the SAD computation and made it in-
dependent of the window size by exploiting the coherence of
neighboring pixels [6].

The disparity is defined as the coordinate difference between
corresponding pixels along image scanlines. Once the corre-
spondence between pixels is established, we can generate a dis-
parity map, from which the depth map can be obtained in a
straightforward way by using camera information. To improve
the quality of the depth map, we interpolate neighboring SAD
scores to obtain sub-pixel accuracy [9] for the disparity. We
also compute the disparity map for both stereo images and then
check the left-right consistency to remove false matches.

C. Combination of visual hull and stereo

One of the key factors influencing the performance of stereo
computation is the disparity range. For stereo matching, typ-
ically, one fixed depth range is specified for all video frames.
This range must be large enough to accommodate all depths in
the dynamic scene. A large depth range corresponds to a large
disparity search range for the stereo algorithm, which means
more correspondences must be examined. As a result, the large
disparity range will not only slow down overall performance but
also increase the possibility to find false matches, which lead to
false depth values. Therefore, our approach is based on restrict-
ing the disparity search range for the stereo matching by using
the visual hull information.

1) global range constraint: We can get global a disparity
range constraint for all pixels of one video frame in the fol-
lowing way. First, a bounding box for the visual hull is com-
puted at the server and transferred to each client. We transform
the vertices of the box from the world coordinate system to the
camera coordinate system. Then the minimum and maximum
depth values of these transformed vertices can be converted to
a disparity range. Recalling that the visual hull is a conserva-
tive estimate of the actual object, therefore the disparity range
computed from the bounding box can be applied to restrict the
correspondence search. This computation is carried out for ev-
ery frame. The disparity range varies from frame to frame and
is tighter than one fixed range.

The bounding box computation can be done very quickly.
It also removes the need of transferring the whole visual hull
information to the client. Despite its speed, the dynamic range
constraint turns out to be only a rough estimate since it is global
with respect to all the pixels of the foreground object.

2) Per-pixel range constraint: So far, we haven’t taken full
advantage of the visual hull information. Actually, if we send
back the complete polyhedral visual hull to the client, the dis-
parity range can be refined to a per-pixel level. Thus, the stereo
algorithm can further benefit from the more precise constraint.

Given the polyhedral geometry and the camera pose infor-
mation, we are able to generate a depth map using hardware
accelerated off-screen rendering. Once we read the depth map
from the Z-buffer, it can be easily converted to a disparity map.
This conversion can be decomposed into two simple arithmetic
image operations which can be performed using fast image pro-
cessing library routines.

The Z-Buffer contains the depth value for the front surface,
so the disparity map is the upper bound of the disparity for every
pixel. In order to generate the lower bound to form a range, we
can simply subtract the upper bound by a common threshold.
The selection of the threshold depends on the maximum con-
cavity of the actual object. Since the concavity of the object is
not known in advance for a dynamic scene, this approach does
not guarantee the correct disparity range coverage for the ob-
ject. However, for capturing the action of a moving person who
does not exhibit obvious concavities, this approximate range
constraint works very well. Fig. 4 shows the result.

(a) (b) (c)

(d) (e)

Fig. 4. Improved stereo reconstruction. (a) Disparity map generated from the
visual hull. (b) Depth map without using visual hull information (c) Improved
depth map using approximate range limits. (d) Rendered view from depth map
in b. (e) Rendered view from depth map in c.

For the previous approach, we only make use of the front
surface of the visual hull. If we also know the depth value of the
back surfaces, we can get both the upper and lower bound of the
disparity. This conservative range is necessary for correct depth
recovery. One disadvantage of this approach is that it needs two
OpenGL rendering passes to generate the depth map for both
front and back surface. But since the visual hull is rendered
using graphics hardware, the performance of the whole system
is not decreased too much.

IV. RENDERING

To synthesize a novel view from multiple fully-calibrated
color images with depth information, one can merge the depth
maps into a single polyhedral model and render it using tex-
ture mapping. Unfortunately, the polyhedral model cannot be
generated in real time. Therefore, we use 3D warping [13] for



4rendering which directly warps source images to the user view.
We warp the stereo pair images that are closest to the user view
direction. We have implemented the incremental computation
[16] in order to speed up the warping computation. The render-
ing is decoupled from the 3D reconstruction processing cycle.
It can run much faster than the 3D reconstruction. Fig. 5 shows
a sequence of dynamic events rendered from a novel viewpoint.

Fig. 5. Rendering result. A moving person rendered from a novel viewpoint at
about 10 fps. The two arrows show the positions of the camera pair(about 30◦

away from the user’s viewpoint).

V. IMPLEMENTATION AND TIMINGS

We use 6 Sony DFW500 FireWire video cameras, which are
connected to 3 Linux PCs. All of them have a single Athlon
1.1GHz CPU, nVidia GeForce2 graphics card and 768MB
RAM. Another machine with the same configuration is used
as the server. The video capturing resolution is set to 320 x 240
pixels, while the off-screen rendering of the depth maps and the
stereo computation run at half of that resolution in order to get
higher frame rates.

We use a multi-thread implementation on both the client ma-
chines and the server to achieve 2.5-3.8 fps for reconstruction.
The rendering is running at about 10 fps. Because most of the
computation is done in parallel, we can expect a speedup by
nearly a factor of 2 when dual-processor machines are used.

VI. CONCLUSION AND FUTURE WORK

In this paper, we present a combined method for the recon-
struction of dynamic scenes in an on-line processing system.
We use the polyhedral visual hull representation as an estimate
of the object in the scene. The approximate geometry imposes
constraints on the stereo algorithm to improve and speed up the
recovery result. The stereo algorithm overcomes the drawbacks
of the Visual Hull method and can recover geometry detail and
concave regions of the object. Compared to previous systems,
better reconstruction results are achieved at interactive frame
rates. This is made possible by the fast reconstruction of the vi-
sual hull, distributed computation across several machines and
processors, and by using optimized image processing libraries.

In the future, we are going to develop advanced reconstruc-
tion and rendering algorithms based on the combination of
stereo and visual hull, such as using visual hull information to
help merge the depth maps into one consistent model and to
predict occlusion information for stereo reconstruction. Higher
frame rates are always desirable for developing a real time sys-
tem. Therefore, network transfer, compression, and paralleliza-
tion also need to be further investigated. Finally, we plan to in-
tegrate virtual objects and allow real-time interaction between
real and virtual objects. The seamless integration and interac-
tion will provide the user with a great sense of immersion.
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