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Abstract

In free-viewpoint video, the viewer can interactively choosehis
viewpoint in 3-D spaceto observe the action of a dynamicreal-
world scenefrom arbitraryperspectives. The humanbody andits
motion playsa centralrole in mostvisual mediaandits structure
canbeexploited for robustmotionestimationandef�cient visual-
ization. This paperdescribesa systemthat usesmulti-view syn-
chronizedvideofootageof anactor's performanceto estimatemo-
tion parametersandto interactively re-rendertheactor'sappearance
from any viewpoint.
The actor's silhouettesare extracted from synchronizedvideo
framesvia backgroundsegmentationand then usedto determine
a sequenceof posesfor a 3D humanbody model. By employing
multi-view texturing during rendering,time-dependentchangesin
thebodysurfacearereproducedin highdetail.Themotioncapture
subsystemrunsof�ine, is non-intrusive, yields robust motion pa-
rameterestimates,andcancopewith abroadrangeof motion.The
renderingsubsystemrunsat real-timeframeratesusingubiquous
graphicshardware,yielding a highly naturalisticimpressionof the
actor. The actor can be placedin virtual environmentsto create
compositedynamicscenes.Free-viewpoint video allows the cre-
ation of camera�y-throughs or viewing the action interactively
from arbitraryperspectives.

CR Categories: I.4.8 [ImageProcessingandComputerVision]:
SceneAnalysis—Motion,Shape,Time-Varying Imagery,Tracking;
I.4.9 [ImageProcessingandComputerVision]: Applications;I.3.7
[ComputerGraphics]:Three-DimensionalGraphicsandRealism—
Animation;

Keywords: humanmotioncapture,bodymodel,multi-videotex-
turing, image-basedrendering

1 Intro duction

Currently, visualmediasuchastelevisionandmotionpicturesonly
presenta two dimensionalimpressionof therealworld. Thecam-
erapositionsareunchangeableanddeterminedonly by the direc-
tor. Traditionally, thegoalof ComputerGraphicsresearchhasbeen
to develop algorithmsfor realistic renderingof syntheticscenes
from arbitraryviewpoints. The focusof ComputerVision, on the
otherhand,is the inverseprocessof extractinga modelof a given
real-world sceneusinginformationfrom opticalsensors.In recent
years,the advent of new technologiesandchallengesfrom possi-
ble new applicationshave led to a convergenceof both�elds [Ter-
zopouloset al. 1995]. One interdisciplinaryresearcharea that
embracesdevelopmentsfrom both disciplines is Free-Viewpoint
Video [Wuermlin et al. 2002; Matsuyamaand Takai 2002]. The
goal is to bring abouta senseof immersionby giving the viewer
the freedomto choosehis viewpoint at will, displayinga dynamic
real-world scenefrom arbitraryperspectives.

Thepossibleapplicationsaremanifold. A free-viewpoint video
systemcanassistacoachin analyzingtheef�ciency of hisathlete's
motion.Commentatorsin apost-gameanalysisof sportseventsare
provided with a powerful tool to show from moving viewpointsa
basketballplayerjumpingtowardsthehoop.

Motion picturesgainaninteractiveandimmersivedimensionby
seatingtheviewer in thedirector's chairandlettinghim choosehis
viewpoint interactively. For conventionalmovie production,free-
viewpoint techniquesoffer new tools for the post-productionpro-
cess,includingcameramovementandvirtual realityelements.

In mostmovie scenes,attentionfocuseson theactorsinvolved.
In recentfeature�lms, free-viewpointvideoelementsinvolving ac-
tors, suchas freeze-and-rotate camerashotshave beenincluded.
Theseeffectsaremadepossibleby recordingthe actorwith tens
to hundredsof camerasplacedaroundthe set. Unfortunately, this
hardwareeffort is only affordablefor high budgetmovie produc-
tionsandthelargenumberof videostreamsarenot a feasibledata
formatfor distributionof free-viewpoint videoasmassmedia.

Due to the importanceof actorsfor visual media, there is a
strongmotivation to make free-viewpoint videoacquisitionof hu-
mansceneslesscumbersome.The produceddataformat mustbe
suitablefor effective transmissionandreal-timerenderingonstate-
of-the-artconsumer-gradehardware.

Previousapproachesfor free-viewpoint renderingof real-world
scenespresentedin the ComputerGraphicscommunitytypically
involve theexplicit reconstructionof scenegeometryfrom theim-
agesatevery time instant[Matusiketal. 2001;Matusiketal. 2000;



Moezzi et al. 1997] without usinga priori model informationand
explicit representationof motion data. Researchersin Computer
Vision have developedmarker-freemotioncapturealgorithmsthat
employ apriori bodymodelsfor tracking[Gavrila 1999].Usingthe
datato generaterealisticnovel viewsof ascene,however, is usually
notaddressed.

We believe that the combinationof marker-free motion capture
andmulti-view texturegenerationis highly effective for synthesiz-
ing novel views of a humanin motion. This paperpresentsa new
approachthat implementsthis designconceptin a working sys-
tem. A genericbody model consistingof a triangle meshshape
representationanda kinematicskeletonis usedto follow the mo-
tion over time. The input to the systemconsistsof synchronized
multi-view videostreamsthatarerecordedin a controlledenviron-
mentby stationaryvideocameras.Silhouetteimagesof theperson
areextractedin eachcameraview throughbackgroundsubtraction.
Thesilhouettesform the input to thepresentedmotioncaptureal-
gorithm. The motion parameters,i.e rigid body transformations
betweenadjacentbody segments,are found at eachtime stepin
an of�ine procedureby optimizing the overlap betweenthe pro-
jectedmodelsilhouettesandtheinput imagesilhouettes.Usingthis
method,motion trackingbecomespossiblewithout any intrusion
into the recordedenvironment. The motion parameterestimation
is highly robust andcanhandlea broadrangeof motion. As will
bedemonstrated,this enablesthesystemto correctlyrecover even
suchcomplex motionasballetdance.

Thesamemodelis usedfor bothmotioncaptureandrendering.
During replay of the recordedsequencefrom an arbitrary view-
point, theimagedatafrom all input camerasis usedto generatere-
alistic time-dependentsurfacetextures.Both therendering,aswell
as the numericalcomputationsinvolved in motion capture,make
effectiveuseof programmablefeatureson today'sgraphicsboards.

Therestof thispaperproceedswith areview of relatedwork and
a comparisonof our methodto relevant approachesin Sect.2. In
Sect.3 the acquisitionenvironmentusedto recordthe multi-view
video sequencesis described. The body model employed is ex-
plainedthereafterin Sect.4. Themotioncapturesubsystemis ex-
plainedin detail in Sect.5. Free-viewpoint renderingandtexture
generationarepresentedin Sect.6, andSect.7 presentsresultsob-
tainedusing the system. The paperconcludesin Sect.8 with a
discussionof featuresandlimitationsof thepresentedsystemand
givesanoutlookto futurework.

2 Related Work

The review of previous work begins with a brief summaryof re-
searchin humanmotioncapturepresentedin theComputerVision
literature. Thereafter, relevant work on scenereconstructionand
free-viewpointrenderingin image-basedComputerGraphicsis dis-
cussed.

2.1 Human Motion Capture

HumanMotion Captureis the processof acquiring the parame-
ters of humanmotion. Commercialhumanmotion capturesys-
temscan be classi�ed as mechanical,electromagnetic,or optical
systems[Menache1995]. Video-basedsystemsusedin the indus-
try typically requirethepersonto wearopticalmarkersonthebody.
The3D marker locationsareusedto �t a kinematicskeletonto the
motion data[Silaghi et al. 1998]. During the acquisitionof video
sequencesfor free-viewpoint video,no intrusioninto thescenecan
betolerated.

In ComputerVision, algorithms for marker-free optical mo-
tion capturehave beendeveloped[Gavrila 1999]. Somemethods
work only in 2D andrepresentthe body by a probabilisticregion
model[Wren et al. 1997]or a stick �gure [LeungandYang1995].

Moreadvancedalgorithmsemploy akinematicbodymodelassem-
bledof simpleshapeprimitives,suchascylinders[Rohr 1993],el-
lipsoids[Cheunget al. 2000],or superquadrics[Gavrila andDavis
1996]. Inversekinematicsapproacheslinearizearoundthe non-
linearmappingfrom imageto parameterspace[BreglerandMalik
1998;Yonemotoetal. 2000]to computemodelparametersdirectly.
Analysis-through-synthesismethodssearchoptimal body parame-
tersthatminimize themisalignmentbetweenimageandprojected
model [Martinez 1995]. To estimatethe goodness-of-�t,features
suchasimagediscontinuitiesaretypically extractedfrom thevideo
frames[Gavrila andDavis 1996].

Recently, it hasbeenshown that the real-timereconstructionof
objectvolumesfrom silhouetteimagesis possible[Borovikov and
Davis 2000]. In [Cheungetal. 2000]anexpectation-maximization-
like algorithm is usedto �t an ellipsoidal model to humanbody
volumesin real-time. A force �eld exertedby the voxels is used
in [Luck andSmall2002]to �t akinematicskeletonto volumedata
at interactive framerates. A combinationof featuretrackingand
volumereconstructioncanbe usedto �t a multi-layer skeletonto
humanmotion data[Theobaltet al. 2002]. Otherapproachesrun
off-line and�t a pre-de�nedkinematicmodelwith triangularmesh
surfacerepresentation[BottinoandLaurentini2001]to thevolumes
by minimizing a distancemetric or makinguseof KalmanFilter-
basedtracking [Miki ć et al. 2001]. Unfortunately, the employed
bodymodelsaretoosimpleto besuitablefor rendering.Additional
inaccuraciesare introducedbecausethe shapereconstructedfrom
imagesilhouettesis only acoarseapproximationto theactualbody
shape[Laurentini1994].

Algorithmsthatcomputemotionparametersfrom silhouetteim-
agesdirectly preventcomputationallyexpensive scenereconstruc-
tion. In [DelamarreandFaugeras1999],a bodymodelassembled
of primitiveshapesisalignedwith inputimagesilhouettesbymeans
of a force�eld exertedon themodeledgesin theimageplane.

A sophisticatedbodymodelthatrepresentssurfacedeformations
usingimplicit surfacesis �tted to videodatain [PlaenkersandFua
2001] by using depthand silhouetteinformation. Unfortunately,
stereomethodshave stricter visibility requirementsand have not
demonstratedthatthey arecapableof handlingasbroada rangeof
motionasour method.In [Allen et al. 2002],upperbodydeforma-
tionsaremodeledby interpolatingbetweenrealbodyscansusinga
displacedsubdivisionsurface.This methodproduceshighly realis-
tic geometricbodymodelsbut thesetupusedfor acquisitionis very
complex andwouldbedif�cult to incorporateinto a free-viewpoint
videosystem.

The methodpresentedin this paperappliesthe samedetailed
bodymodelfor motioncaptureaswell asfor rendering.Tracking
is performedby optimizingtheoverlapbetweenthemodelsilhou-
etteprojectionandinputsilhouetteimagesin all cameraviews. The
algorithmis insensitive to inaccuraciesin thesilhouettesanddoes
not suffer from robustnessproblemsas they commonlyoccur in
many feature-basedmotion capturealgorithms.The �tting proce-
dureworksin theimageplaneonly, reconstructionof scenegeom-
etry is not required.Many marker-freevideo-basedmotioncapture
methodsimposesigni�cant constraintson the allowed body pose
or the tractabledirectionof motion. In contrast,our systemhan-
dlesa broadrangeof body gestures.Even fastmotion is robustly
recovered. Furthermore,our motion capturealgorithmcanmake
effectiveuseof moderngraphicsprocessorsby delegatingtheerror
metricevaluationto thegraphicsboard.

2.2 Image-Based Mo deling and Rendering

The approachesdescribedin the previous sectiondeal primarily
with robust computationof humanmotion parameters.The ren-
deringof humanmotionfrom arbitraryviewpointsis not theirmain
objective. Quitedifferentin focusis the �eld of image-basedren-



deringandreconstruction,whosegoalis to generatenovel viewsof
ascenefrom realinput images[Levoy andHanrahan1996].

The reconstructionof scenemodelsfrom staticimagesis com-
monly referredto as 3D photography [Curlessand Seitz 2000].
Most algorithmsfalling into this category can also be appliedto
dynamicscenes.A prominentclassof geometryreconstructional-
gorithmsareshape-from-silhouetteapproaches.Thesemethodsde-
rive thegeometryof a foregroundobjectfrom its silhouetteviews
andcan,at best,reconstructthe visual hull, a coarseapproxima-
tion to the actualscenegeometry[Laurentini 1994]. A polygonal
reconstructionof a person's shapefrom multiple silhouettesat in-
teractive frameratesis shown in [Matusik et al. 2001].Thederiva-
tion of coloredvoxel modelsof dynamicscenesfor free-viewpoint
renderingis alsoanoption[Moezziet al. 1997].Multi-view video,
voxel-basedreconstruction,andspace-timeinterpolationalongthe
3D scene�o w canbe appliedto createmodelsof moving human
actorsat intermediatetimestepsbetweenconsecutivesetsof multi-
view video frames[Vedulaet al. 2002]. In [Matusik et al. 2000]
novel viewsof aperson'svisualhull aregeneratedin real-timefrom
silhouetteviews by performingcomputationspurely in the image
plane,therebyavoidingexplicit 3D reconstruction.

In [MatsuyamaandTakai 2002], a polygonalrepresentationof
a person's visual hull is computedand view-dependenttexturing
is usedto generatea naturalisticsurfaceappearancein an off-line
process.A point-basedrepresentationof a personis reconstructed
frommultiplecamerasusingimage-basedvisualhullsin [Wuermlin
etal. 2002].Thepointdatais encodedusinghierarchicalspacepar-
titioning. Basicviewing functionsfor 3D videoarealsoprovided.
The applicationof stereo-algorithmsto reconstructthe geometry
of dynamicsceneshasalsobeenconsidered.In [Narayananet al.
1998],a domeof 51 cameraswasusedto reconstructscenegeom-
etry via densestereo.Thecomputationof geometrymodelsof hu-
mansvia multi-camerastereoandtheir transmissionoveranetwork
hasalsobeenacomponentof tele-presenceapplications[Mullig an
andDaniilidis 2000].

In contrastto themethodsdescribedabove,our systememploys
an a priori shapemodel that is adaptedto the observed person's
outline. Shape-from-silhouettemethodsexhibit visually disturbing
geometryerrorsin the form of phantomvolumesor quantization
artifacts. Thesegeometryartifactscan not occur in our system.
Furthermore,becausegraphicsprocessorsareoptimizedfor poly-
gonvisualization,a trianglebasedshapemodelis bettersuitedfor
renderingoncommongraphicshardwarethanavolumetricmodel.

Stereoapproachesneeda comparablyhigh numberof recording
camerasin orderto reconstructhigh quality scenemodels. In ad-
dition, becausethe correspondenceproblemin the imageplaneis
dif�cult to solve, theseapproacheslack robustness.In contrast,our
systemproduceshigh quality 3D representationswith only eight
cameras.

Finally, the outputsof our systemare particularly suitablefor
transmissionover bandwidth-limitednetwork connections.For ev-
erytimeinstant,videoframesandasmallnumberof motionparam-
eterswouldneedto betransferred.Themodelgeometryonly needs
to betransmittedonceand2D videoencodingfor the texturescan
easilybe applied. The describedsystem�ts in the MPEG-4stan-
dard [Koenen2002] wheretriangle meshesare de�ned as media
objectsandthe texture information is encodedusingstate-of-the-
art 2D video codecs. To obtain visual quality similar to that of
a trianglemesh,volumetricreconstructionmethodsmustgenerate
highly detailedpoint datasetsfor every time instant.Transmission
of theselarge datasetsmay not be feasibleover standardnetwork
connections.

3 Multi-View Video Recording

Thevideosequencesusedasinput to our systemarerecordedin a
multi-view camerastudio(Fig. 1). IEEE1394camerasareplaced
in a convergent setuparoundthe centerof the scene. The video
sequencesusedfor this paperarerecordedfrom staticviewing po-
sitionsarrangedatapproximatelyequalanglesanddistancesaround
thecenterof theroom.Thecamerasaresynchronizedvia anexter-
nal trigger, andpairsof camerasarecontrolledby anAthlon 1GHz
PCthatstreamstherecordedframesdirectly to disk. Videoframes
arerecordedataresolutionof 320x240at15fpsor at640x480at10
fps. Theframerateis fundamentallylimited to 15 fps by theexter-
nal trigger. At thehigherresolutionadditionalI/O-overheadlimits
theperformance.UsingTsai's algorithm[Tsai 1986] thecameras'
intrinsic and extrinsic parametersare determined,calibratingev-
ery camerainto a commonglobalcoordinatesystem.Thelighting
conditionsin the acquisitionroom are controlled. The in�uence
of externallight sourceson thesetis minimizedby blackcurtains
hungfrom eachwall. All camerasarecolor-calibratedby adapting
theirwhitecolor to awhite referenceobject.

Figure1: The �gure on the left shows an exampleseven-camera
setupusedin our system.Theredspheresdenotecamerapositions
andtheir viewing directionsareshown asbluelines.Theimageon
theright showsoneof thevideocamerasused.

3.1 Silhouette Extraction

Theinputsto themotionparameterestimationaresilhouetteimages
of themoving personfrom eachcameraperspective. Thepersonin
theforegroundis separatedfrom thebackgroundby makinguseof
the color statisticsof eachbackgroundpixel (Fig. 2). From a se-
quenceof video frameswithout a moving subject,the meanand
standarddeviation of eachbackgroundpixel in eachcolor channel
arecomputed[Cheungetal. 2000]. If apixel differsin at leastone
colorchannelby morethananupperthresholdfrom thebackground
distribution,it is classi�edascertainlybelongingto theforeground.
If its differencefrom thebackgroundis smallerthanalowerthresh-
old in all channels,thepixel is classi�ed ascertainlybackground.
All otherpixelsareconsideredpotentialshadow pixels.

Shadows castby thepersononto theenvironmentcaneasilybe
incorrectlyclassi�edasforeground.Imagepixelsin shadow show a
largedifferencein intensitybut only a smalldifferencein hue.Ex-
ploiting this observation,shadow pixelscanbeidenti�ed by exam-
ining the angulardifferencebetweenbackgroundand foreground
huefor every pixel falling in betweenthe lower andupperthresh-
old. The raw silhouettesexhibit isolatednoisy pixels. Silhouette
quality is improvedvia subsequentmorphologicaldilateanderode
operations[Jainetal. 1995].



Figure2: Comparisonof an actualvideo frame(l) andthe corre-
spondingsilhouette(r).

4 Human Body Mo del

The body model usedthroughoutthe systemis a genericmodel
consistingof a hierarchicarrangementof 16 bodysegments(head,
upperarm, torsoetc.). The model's kinematicsarede�ned via an
underlyingskeletonconsistingof 17 joints connectingboneseg-
ments.Differentjoint parameterizationsareusedin differentparts
of the skeleton. The root of the model locatedat the pelvis pro-
videsthedegreesof freedomfor global rotationandtranslationof
the body. Eachlimb, i.e. completearm or leg, is parameterized
via four degreesof freedom. Thesearethe positionof the tip, i.e
wrist or ankle,in local coordinates,andtherotationaroundanaxis
connectingroot and tip (Fig. 3). This limb parameterizationwas
chosenbecauseit is particularlysuitedfor an ef�cient grid search
of its parameterspacewhichwedescribein Sect.5.3.At everytime
instant,35 parametersareneedto completelyde�ne a body pose.
Thesurfaceof eachbodysegmentis representedby a closedtrian-
gle mesh. To accommodatea wide rangeof physical body types
we allow for deformationof eachbody segment. A separate1D
Béziersplineis de�ned alongeachcoordinateaxisin thelocalseg-
mentcoordinatesystemwhich de�nesnon-uniformscaling.Fig. 3
shows thesurfacemodel(21422triangles)andtheunderlyingjoint
structure,aswell asthe limb parameterizationanda non-uniform
scalingexample.

5 Marker-free Motion Capture

The motion capturesubsystemtracks the body motion of the
recordedactorover time. After aninitializationstep,thebodypose
parametersthatmaximizetheoverlapbetweenprojectedmodelsil-
houettesandinput camerasilhouettesareestimatedfor every time
step.

5.1 Energy function

The error metric usedto estimatethe goodnessof �t of the body
model with respectto the video framescomputesa pixel-wise
exclusive-orbetweenthe imagesilhouetteandtherenderedmodel
silhouettein eachinput cameraview (Fig. 4). Theenergy function
valueis thesumof thenon-zeropixelsfor every cameraview after
this pixel-wisebooleanoperation[Lenschet al. 2001]. This error
metricis ef�ciently evaluatedusingcommoditygraphicshardware.
At thebeginningof eachtime step,all input camerasilhouetteim-
agesaretransferredto the graphicscard. The pixel-wiseXOR is
computedusingthe OpenGLstencilbuffer. Eachbit-planeof the
stencilbuffer is usedto renderthe resultof the overlapcomputa-
tion for oneinputcameraview. Theresultis transferredto themain
memoryandthe �nal errormetriccomputedby summationon the
CPU.Using an 8-bit stencilbuffer andthe depthbuffer, the error
metric for 8 cameraviews canbe evaluatedin graphicshardware
with only asingleframebuffer readandwrite.

Figure3: Surfacemodel (l) and the underlyingskeletal structure
(r). Spheresindicatejointsandthedifferentparameterizationsused;
blue sphere- 3 DOF ball joint, greensphere- 1 DOF hingejoint,
redspheres(two perlimb) - 4 DOF. Theblack/bluesphereindicates
thelocationof threejoints, theroot of themodelandjoints for the
upperandlower half of thebody. Theupperright �gure shows the
parameterizationof a limb, consistingof 3 DOF for the wrist po-
sition in local shouldercoordinates(shown in blue)and1 DOF for
rotationaroundtheblueaxis. The lower right �gure demonstrates
anexaggerateddeformationof thearmthat is possibleto compute
duringtheinitializationstage.

5.2 Initialization

The motion captureis initialized usinga setof silhouetteimages
thatshow thehumanactorin an initialization pose.The ideal ini-
tializationposeis onein which boththearmsandlegsarebent,al-
lowing for simpleidenti�cation of elbow andkneelocations.From
thesesilhouettes,a set of scalingparametersas well as a set of
poseparametersis computed.In an automaticprocedure,the ini-
tial global model position is computedby using a grid sampling
of the parameterspace.The global modelpositionis chosenthat
producesthe best�t accordingto the error measuredescribedin
Sect.5.1. The�t is improvedby optimizingover theposeparame-
tersandjoint scalingparametersin aniterativeprocessthatemploys
thesameerrormeasure.In the �rst stepof eachiterationthescal-
ing parametersof the bodysegmentsareadjusted.Theseinclude,
for example,scalingparametersalongboneaxesfor thelimbs and
uniform scalingparametersfor the torso. The scalingis donefor
subpartsof thebodymodelindividually usingaJacobianoptimiza-
tion [Presset al. 1992].This way, thejoint locationsareadaptedto

Figure4: Theenergy functiondrivesthemodel�tting overaseries
of timesteps.



�t to theperson's skeleton.Thesecondstepof eachiterationuses
therescaledbodymodelandcomputesanestimateof thebodypose
parametersby meansof theproceduredescribedin Sect.5.3.These
two stepsareiteratedseveraltimes.In alaststep,theBézierparam-
eters(Sect.4) controllingnon-uniformscalingof segmentgeome-
try areoptimizedin orderto adaptthemodelshapeto theobserved
silhouetteevermoreclosely. Thecombinationof uniformandnon-
uniformscalingenablesadaptationto a largerangeof bodytypes.

After initialization,all scalingparametersare�x ed,andcontinu-
oustrackingis performedfor all subsequenttimesteps.Themotion
parametersarecomputedby applyinga sequenceof optimizations
in lower-dimensionalparameterspaces.

5.3 Motion Parameter Estimation

The modelparametersfor eachtime instantarecomputedusinga
non-linearminimization approachusing the previously described
energy function. A straightforward approachwould be to apply
Powell's method[Presset al. 1992]to optimizeover all degreesof
freedomin the modelsimultaneously. This simplestrategy, how-
ever, exhibitssomeof thefundamentalpitfalls thatmakeglobalop-
timization infeasible. In the global case,the goal function reveals
many erroneouslocal minima. Fastmovementsbetweenconsec-
utive time framesarealmostimpossibleto resolve correctly. For
every new time step,theoptimizationusestheresultfrom thepre-
vious frameasa startingpoint. For fastmoving body segments,
therewill be no overlapbetweenthe startingmodelposeandthe
currenttime frame,andnoglobalminimumwill befound.

A differentproblemarisesif onelimb movesvery closeto the
torso.In thesecases,it is quitecommonfor globalminimizationto
�nd a localminimumin which thelimb penetratesthetorso.

To make the trackingprocedurerobust against theseproblems
andto enableit to follow complex motions,we split theparameter
estimationinto asequenceof optimizationsonsubpartsof thebody.

Temporalcoherenceis exploited during the computationof the
motion parameters.Startingfrom the body posein the previous
time step,theglobal translationandrotationof themodelroot are
computedby usingPowell's methodwith the energy function de-
scribedin Sect.5.1. The rotationsof headandhip joints arethen
independentlycomputedusinganidenticaloptimizationprocedure.
With the main body aligned to the silhouettes,the posesof the
two armsand two legs canbe found with independentoptimiza-
tion steps. The �nal stepin the sequenceof optimizationsis the
computationof handandfoot orientationby optimizingover their
localparameterspace.

Dueto thelimb parameterizationdescribedin Sect.4, �tting an
arm or leg is a four-dimensionaloptimizationproblem. Consider-
ing the arm asan example,the limb �tting employs the following
steps. The parameterspaceis ef�ciently constrainedby applying
a grid searchon thefour-dimensionalparameterdomain.Thegrid
searchsamplestheparameterspaceregularlyandtestseachsample
for representinga valid arm pose.A valid poseis de�ned by two
criteria. First, thewrist andtheelbow mustprojectinto the image
silhouettesin every cameraview. Second,theelbow andthewrist
mustlie outsidea boundingbox de�ned aroundthe torsosegment
of themodel.For all detectedvalid poses,theerrorfunctionis eval-
uated,andtheposepossessingtheminimalerroris usedasstarting
point for adownhill optimizationprocedure[Pressetal.1992].The
armposeat thecurrenttime instantis theresultof thedownhill op-
timizationprocedure.For all 4 armparameters(Fig. 3), thesearch
spacefor valid posesis adaptedto the differencein the parame-
ter valuesobservedduringthetwo precedingtime steps,implicitly
including the assumptionof a smootharm motion into the �tting
procedure.

The grid searchincreasesthe robustnessof the �tting process
signi�cantly. Thevalidity criterionfor armposescanbeevaluated

muchfasterthantheerror function. Energy functioncomputations
arenot spenton poseswhich will not yield a goodlocal minimum.
By takingthebestvalid poseasa startingpoint for the�nal down-
hill minimization,thelikelihoodof convergingtoagloballyoptimal
localminimumis signi�cantly increased.

The overall silhouette-basedmotion parameterestimationhas
severalotheradvantages.Thealgorithmis not tied to any speci�c
bodymodel. More complex parameterizationsor differentsurface
representationscould easilybe used. Furthermore,the algorithm
easilyscalesto higherinput imageresolutions.Model �tting canbe
appliedto lower resolutionversionsof thevideoframesby means
of an imagepyramid. On thewhole, the �tting procedureexhibits
a high degreeof robustnessandef�ciency andyet is comparably
simple.

6 Free-Viewpoint Rendering

After motioncapture,thecorrectbodyposeis known for eachtime
frameof theinput videosequence.To createfree-viewpoint video,
aconsistentsurfacetexturefor eachtimestepis computedby com-
bining the informationfrom all availablecameraviews. This tex-
ture is createdby blendingthe projectionof all availablecamera
imagesonto the geometry[Buehleret al. 2001; RaskarandLow
2002]. In a preprocessingstep,per-vertex weightsarecomputed
thatindicatethein�uence thataspeci�c inputcameraview hasata
particularsurfacelocation.Theprecomputedweightsareuseddur-
ing renderingto compositethebodytextureusingprojective textur-
ing andper-pixel blendingon theGPUin real-time.

Assumingthattheobservedhumanactor'sbodysurfaceexhibits
a Lambertianre�ectancefunction,a consistenttexturemapis cre-
atedfor every time step.In othercontexts, view-dependenttextur-
ing [Debevec et al. 1998] producesexcellentresults,but for non-
perfectlyexactobjectgeometryour approachobtainsvisually sig-
ni�cantly morepleasingresults.View-dependenttexturingexhibits
noticeableblendingartifacts in partswhere the model geometry
doesnot exactly correspondto the observed person's body shape.
A time-dependentLambertiantexture producesfar morevisually
satisfyingresultsandpreservesthehigh spatialfrequenciesfor all
possibleviewpoints.

6.1 Texture Generation

Although our model tracking algorithm is quite robust, it is im-
possiblefor the modelsilhouettesto align perfectlywith all input
silhouettes.Somemeshverticeswill project into the background
in somecameraviews. To solve this problem,anintuitive solution
wouldbeto locally deformthemodelboundaryto �t thesilhouette
boundaryin all cameraviews. In our experimentswe found that
thesilhouetteboundariesweretoo noisyto make deformationon a
pixel scalefeasible.

As an alternative to deformation,we �rst remove one layer of
boundarypixelsin eachinputsilhouettethatpotentiallyexhibit spa-
tial aliasingartifacts.As asecondstep,eachsegmentedinput cam-
era view is augmentedin the backgroundregion by assigningto
eachadjacentbackgroundpixel thecolor valueof theclosestfore-
groundpixel overasmallnumberof iterations.Thisguaranteesthat
everyprojectedtrianglespansonly foregroundcolor information.

Vertex weightsarecalculatedbasedontheanglebetweenthesu-
facenormalandviewing vectortowardstheinputcamera.For each
camera,vertex visibility is determinedby renderingthegeometric
modelasa depthmapandcomparingthe computedvertex depth
with the correspondingprojectedvalue storedin the depthmap.
Slight misalignmentsbetweenmodelgeometryandthe actualhu-
manbodyshapegenerateunsatisfactoryresultsif thevisibility cal-
culationis not slightly modi�ed. Textureinformationfrom occlud-
ing bodypartscanprojectontoanincorrectbodysegment(Fig. 6).



Figure5: Thefour smallerimagesshow subsequentvideoframes.Notethefastarmmovement.In thefour largerimages,thecorresponding
posesof thebodymodelaredepictedasautomaticallyestimatedby themotioncapturesubsystem.

In thevicinity of occludedsurfaceareas,anothercameramustbere-
lied onto providecorrecttextureinformation.Wehavedevelopeda
novel approachthatremovesincorrectprojectionswithoutresorting
to computationallyexpensiveper-pixel classi�cationtechniques.

Thesimpleper-vertex visibility computationfor eachinputcam-
era is extendedby additionally computingvisibility from several
cameraviews slightly displacedin the imageplane. A vertex is
classi�ed asvisible if andonly if it is visible in both the original
anddisplacedviews.

This has the effect of removing the visibility of verticesthat
project into the vicinity of occludingboundariesin eachcamera
view. Consequently, informationfrom othercameraimagesis used
to generatea correcttexture in theselocations. Sincea vertex is

Figure 6: Incorrect texture projection (shown in red) is solved
throughamodi�ed visibility calculation.

potentiallyvisible from severalcameraviews, per-vertex blending
weightsarecomputedfor correctlycompositingthesurfacetexture.

A simpleway to computetheseweightswould be to assignto
eachcameraview aweightde�ned by

wi =
1
Qi

(1)

wherewi is theweightassignedto cameraview i andQi is theangle
betweenthevertex normalandtheviewing vectortowardscamera
i. The drawbackof this methodis that �ne detailsin the original
cameraviewsareblurredin thecompositetexture.To preserve �ne
detailswe employ a different weighting function to computethe
per-vertex weightfor eachinputcamerawi

0:

w0
i =

1
(max

i
(wi) + 1� wi)

a (2)

This weightingfunction assignsa proportionallyhigh weight to a
camerafor which theanglebetweenviewing vectorandvertex nor-
mal is small.Theseweightsarethennormalizedsothattheirsumis
one.Thesharpnessvaluea controlsthedegreeto whichthelargest
weight is exaggerated.In the limit, asa ! ¥ , only thebestcam-
era is chosenfor texture generation.Subtledetailsin the surface
texture suchaswrinklesandfacial expressionsarewell preserved
usingthisweightingscheme.

Figure 7: Capturinga smile: Texture detail is preserved. Block
artifactsaredueto thelimited cameraresolution.

6.2 Real-Time Rendering

Thescenecanbevisualizedin real-timewith interactive viewpoint
manipulation.At eachtime step,therendereris providedwith pa-
rametersof the geometricmodel,per-vertex texture weights,and
imagesfrom the different input views. Consumer-level graphics
hardwarecanbeusedto generatetexturecoordinatesandblendthe
texturestogetherbasedontheircorrespondingweights.Ourviewer
is implementedon NVIDIA's GeForce3TM renderingarchitecture.
With four texturing units, one renderingpassis neededfor each
setof four cameras.The texture weightsareencodedin the pri-
marycolor channelandblendedusingtheregistercombinerexten-
sion[Kilg ard2002].

7 Results

The proposedsystemhasbeentestedon several multi-view video
streamsincluding a male ballet dancerand a secondtest subject
(Fig.10). Balletdanceperformancesareidealtestcases,asthey ex-
hibit rapid,complex motion.Wechoseto recordsequencesatares-
olution of 320x240to achieve themaximalframerate.Themotion
capturesubsystemdemonstratesthat it is capableof robustly fol-
lowing humanmotion involving fastarmmotion,complex twisted
posesof theextremities,andfull bodyturns.Certainly, thereareex-
tremebodyposessuchasthe fetal positionthatcannotbereliably



tracked due to insuf�cient visibility. To our knowledge,no non-
intrusive systemhasdemonstratedit is ableto track suchextreme
positions.

As illustratedin Fig. 5 thecomplex bodyposesarecorrectlyre-
coveredby thesilhouette-basedmotioncapturealgorithm. An im-
pressionof thevisualquality of therenderedactorcanbeobtained
from Fig. 8. In eachpicture,thesmalleroriginal input imagescan
be comparedto our renderingresultsfrom the samecameraper-
spective. This comparisonshows that the original appearanceof
thedanceris nicely reproduced.In Fig. 9 complex bodyposesare
texturedandrenderedfrom severalnovel views.

Fig. 6 depictsaproblematicposefor texturegeneration,sincein
someof the input views, extremitiesoccludemoredistantpartsof
the body. The texture projectionartifactsareeffectively removed
by themethoddescribedin Sect.6.1. Subtletexturedetailsin the
clothesand the facial expressionare well-preserved (Fig. 7). In
our currentimplementation,model�tting time is dependenton the
speedof theactor's motions. For slow motions,the limb parame-
ter grid searchcanbecon�ned to a narrow searchspace,anddur-
ing optimizationusingPowell's method,a minimumis foundvery
quickly. Wemeasured�tting timesfor twosetsof motionsequences
of themaleballetdancer. In setA (dancerwearsblueshirt) themo-
tion is comparablyslower to that of setB (dancerwearsred “15”
shirt). For setA theminimum�tting time is 1.46swith anaverage
�tting time of 6.81sper time step. For set B the smallest�tting
time is 3.46swith anaverageof 11.73s.Dueto theef�cient imple-
mentationof the energy function in graphicshardware,up to 105
energy functionevaluationscanbecomputedpersecond.Thesys-
temscaleswell to a largernumberof cameras.For tracking,each
set of 8 camerasrequiresone additionalmemoryto framebuffer
read/writecycle. During rendering,on a GeForce3TM onepassis
neededfor every four cameras.Graphicschipswith a highernum-
berof textureunitscansigni�cantly improve the renderingspeed.
We believe, though,that we have demonstratedthat the presented
systemiscapableof producinghighqualityresultsevenwith acom-
parablylow numberof camerasandthata highernumberof cam-
erasis not required.Thefree-viewpoint renderercanreplayvideo
scenesat theoriginal capturedframerateof 15 fps. Themaximal
possibleframerateis signi�cantly higher. StandardTV framerate
of 30 fpscaneasilybeattained.

8 Discussion and Future Work

We have presenteda new approachto jointly estimateandrender
full humanbody motion using a handful of synchronizedvideo
camerasequencesas input. The resultingsystemrunson a stan-
dard PC with off-the-shelfgraphicshardware and is suitablefor
consumer-marketdesktopapplications.Interactiverenderingframe
rate,detailedbody geometry, robust motion estimation,andhigh-
quality, time-varying texture yield a realistic, natural impression
of the actor. The systemhasbeendesignedwith free-viewpoint
video asonepossibleapplicationin mind. The actor's modelcan
besetinto computer-generatedor recorded3-D environmentsto be
viewed from any arbitrary viewpoint. In addition, the estimated
motionparameterscanbeusedto animatethemodelof a different
actoror creature.

Two major limitations currentlystill restrictour system. First,
themotionestimationprocessis doneoff-line, makingthesystem
currentlyunsuitablefor live broadcastapplications.A fasteropti-
mizationschemethat makesuseof hierarchicalaswell asdivide-
and-conquerstrategiesmaybeableto suf�ciently speedup thees-
timation stepfor real-timeperformance.Onepossibleimplemen-
tation of this idea in the future will be to distribute the optimiza-
tion for separatesub-partsof the body to different GPUs. Em-
ploying this strategy andusingnext generationhardware,we be-
lievethatmotioncapturecanalsobeachievedin real-time.Second,

for the sake of high-qualitytexture,Lambertianre�ection proper-
tiesareimplicitly assumedwhengeneratingoneconsistenttexture
from theinput videoimages.While we have experimentallyfound
this to be a valid approximationfor skin andmostgarmentson a
complete-bodyscale,replicatingview-dependentre�ection effects
may give an even more realistic impression. Unfortunately, ob-
jectgeometrymustbeknown exactlyfor unblurredview-dependent
texturing [Debevecetal. 1998]or estimatingtheBidirectionalTex-
ture Function(BTF) [Dana et al. 1999]. By augmentingthe de-
scribedmodel-basedmotion capturewith multi-view 3D recon-
structiontechniques,a re�ection-consistentbody surfacemay be
determinedthat allows high-qualityview-dependenttexture map-
ping. Otherareasof futureresearchincludemakinguseof known
lighting conditionsfor relighting, the extrapolationof texture for
bodyregionsthataremomentarilynot visible in any cameraview,
andtheconsiderationof loosegarments.
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Figure9: Novel viewpointsarerealisticallysynthesized.Two distinct time instantsareshown on theleft andright with input imagesabove
andnovel viewsbelow.

Figure10: Free-viewpoint videoallows theviewer to experiencekaratekicks in a wholenew light (top row). Conventionalvideosystems
cannotoffer moving viewpointsof scenesfrozenin time. However, with our free-viewpoint videosystemfreeze-and-rotatecamerashotsof
instablebodyposesarepossible(bottomrow).


